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ABSTRACT

Time-domain signals form the basis of analysis for a variety of applications,
including those involving variable conditions or physical changes that result in
degraded signal quality. Typical approaches to signal analysis fail under these
conditions, as these types of changes often lie outside the scope of the domain's
basic analytic theory and are too complex for modeling. Sophisticated signal
processing techniques are required as a result. In this work, we develop a robust
signal analysis technique that is suitable for a wide variety of time-domain signal
analysis applications. Statistical pattern classification routines are applied to
problems of interest involving a physical change in the domain of the problem
that translate into changes in the signal characteristics. The basis of this
technique involves a signal transformation known as the Dynamic Wavelet
Fingerprint, used to generate a feature space in addition to features related to
the physical domain of the individual application. Feature selection techniques
are explored that incorporate the context of the problem into the feature space
reduction in an attempt to identify optimal representations of these data sets.
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Chapter 1

Introduction

Time-domain signals are the basis of analysis in a wide variety of useful real-world
applications. Often times there exist variable conditions within these applications
that degrade signal quality, resulting in the features of interest being buried in noise.
In this work we investigate the effect that physical changes within the domain of a
problem have on the resulting signals. This is studied through the implementation
of advanced signal processing techniques, developing an analysis routine that applies
pattern classification to feature sets extracted from time-domain signals.

Typical approaches to signal analysis involve cross-correlation measures, ampli-
tude thresholding, and baseline subtraction. As variation is introduced into the signals
through variation in the signal’s underlying physical mechanics, these approaches be-
gin to fail. Often these types of changes lie outside the scope of the domain’s basic
analytic theory and are too complex for modeling. As a result, sophisticated sig-
nal processing techniques are required to identify the features of interest from the
resulting degraded signals.

In this work we explore the development of a robust signal analysis technique,

suitable for a wide variety of time-domain signal applications. Pattern classifica-



tion is a subset of artificial intelligence that assigns labels to raw data based on
multivariate statistical measures of that data set. Since these algorithms consider
multi-dimensional feature spaces, many characteristics of a signal can be considered
simultaneously in the decision process. The classification abilities are therefore di-
rectly related to the choice of feature representation for a data set. The a priori choice
of optimal features is often unknown, and in practice, features are chosen based on
intuition of the problem at hand. Feature selection techniques are designed to reduce
the size of the feature space by identifying which subsets produce the best classifi-
cation performance. This dissertation applies pattern classification techniques to a
variety of applications involving a physical change in the data collection that trans-
lates to change in the signal characteristics. We explore feature selection techniques

that incorporate the context of the problem into the feature space reduction.

1.1 Pattern Classification

Pattern classification is the subset of machine learning that involves taking in raw
data and grouping it into categories. Many excellent textbooks exist on the subject
[1-6], while several review papers have explored the topic as well [7-9]. Emerging
applications in the fields of biology, medicine, financial forecasting, signal analysis.
and database organization have resulted in the rapid growth of pattern classification
algorithms. We focus our research here on statistical pattern recognition, but other
approaches exist including template matching, structural classification, and neural
networks [9]. |

Statistical pattern classification represent data by a series of measurements, form-
ing a one-dimensional feature vector for each individual data point. A general ap-

proach for statistical pattern classification includes the following steps: preprocessing.



feature generation, feature extraction/selection, learning, and classification. Prepro-
cessing involves any segmentation and normalization of data that leads to a compact
representation of the pattern. Feature generation involves creating the feature vector
from each individual pattern, while feature extraction and selection are optional steps
that reduce the dimension of the feature vector using either linear transformations or
the direct removal of redundant features. The learning step involves training a given
classification algorithm, which then outputs a series of decision rules based on the
data supplied. Finally, new data points arc supplied to the trained classifier during
the classification step, where they are categorized based on their own feature vector
relative to the defined decision rules.

There exists a theorem in pattern classification known as the Ugly Duckling The-
orem, which states that in the absence of assumptions there is no ‘best’ feature rep-
resentation for a data set, since assumptions about what ‘best’ means are necessary
for the choice of features [10]. Appropriate features for a given problem are usually
unknown a priori, and as a result, many features are often generated without any
knowledge of their relevancy [11]. This is frequently the motivation behind generating
a large number of features in the first place. If a specific set of features is known that
completely defines the problem and accurately represents the input patterns, then
there is no need for any reduction in the feature space dimensionality. In practice,
however, this is often not the case, and an intelligent feature reduction technique
can simplify the classifiers that are built, resulting in both increased computational
speed and reduced memory requirements. Aside from performance gains, there is a
well-known phenomenon in pattern classification affectionately called the Curse of
Dimensionality that occurs when the number of objects to be classified is small rela-
tive to the dimension of the feature vector. A generally accepted practice in classifier

design is to use at least ten times as many training samples per class as the number of



features [12]. The data set becomes sparse when represented in too high of dimension
feature space, degrading classifier performance.

It follows that an intelligent reduction in the dimension of the feature space is
needed. There are two general approaches to reducing the feature set: feature extrac-
tion and feature selection. Feature extraction reduces the feature set by creating new
features through transformations and combinations of the original features. Principal
component analysis, for example, is a commonly used feature extraction technique.
Since we are interested in retaining the original physical interpretation of the feature
set, we opt not to use any feature extraction techniques in our analysis.

There are three general approaches for feature selection: wrapper methods, em-
bedded methods, and filter methods [13]. Wrapper methods use formal classification
to rank individual feature space subsets, applying an iterative search procedure that
trains and tests a classifier using different feature subsets for accuracy comparison.
This continues until a given stopping criterion is met [14]. This approach is compu-
tationally intensive, and there is often a trade-off among algorithms between compu-
tation speed and the quality of results that are produced [15 17]. Additionally, these
methods have a tendency to over-train themselves, where data in the training set is
perfectly fitted and results in poor generalization performance [18]. Similar to wrap-
per methods, an embedded method performs feature selection while constructing the
classification algorithm itsclf. The difference is that the feature scarch is intelligently
guided by the learning process itself. Filter methods perform their feature ranking by
looking at intrinsic properties of the data without the input of a formal classification
algorithm. Traditionally, these methods are univariate and therefore don’t account
for multi-feature dependencies.

Regardless of featurc sclection, once a feature set has been finalized, the selection

of an appropriate classification algorithm depends heavily on what is known about the



domain of the problem. If the class-conditional densities for the problem at hand are
known, then Bayes decision theory can be applied directly to design a classifier. This,
however, is rarely the case for experimental data. If the training data set has known
labels associated with it, then the problem is one of supervised learning. If not, then
the underlying structure of the data set is analyzed through unsupervised classification
techniques such as cluster analysis. Within supervised learning, a further dichotomy
exists based on whether the form of the class conditional densities is known. If it
is known, parametric approaches such as Bayes plug-in classifiers can be developed
that estimate missing parameters based on the training data set. If the form of the
densities is unknown, nonparametric approaches must be used, often constructing the

decision boundaries geometrically from the training data.

1.1.1 Feature Generation

In this dissertation we include a variety of methods for feature generation. First order
statistics are commonly used as features for pattern classification. Lambrou et al. use
statistical measures of audio signals for genre classification by identifying statistical
characteristics common among like-genres of music [19]. We include several common
first-order statistical measures from each time-domain signal in many of our feature
sets, including the mean of the raw waveform, the variance, the Shannon entropy,
the second central moment, the skewness, and the kurtosis [20,21]. Additionally, we
include features extracted from the Mellin domain of each signal. These are generated
by applying a scale-invariant integral transform known as the Mellin transform. Mellin
transform features have been successfully used to identify defects in pipes under
varying pressure loads [22, 23], and are useful in identifying uniform time-scaling
effect on the recorded signals.

Wavelets are very useful for analyzing time series data because wavelet transforms



allow us to keep track of the time localization of frequency components [24]. Unlike
the Fourier transform, which breaks a signal down into sine and cosine components to
identify frequency content, the wavelet transform measures local frequency features in
the time domain. One direct advantage the wavelet transform has over the fast Fourier
transform is that the time information of signal features can be taken directly from
the transformed space without an inverse transform required. One common wavelet-
based feature used in classification is generated by Wavelet Packet Decomposition
(WPD) [25]. Yen and Lin successfully classify faults in a helicopter gearbox using
WPD features generated from time-domain vibration analysis signals [26]. The use
of wavelet analysis for feature extraction has also been explored by Jin et al. [27],
where wavelet-based features have been used for damage detection in polycrystalline
alloys. Gaul and Hurlebaus also used wavelet transforms to identify the location of
impacts on plate structures [28].

Wavelets were first applied to ultrasonic signal analysis by Abbate, who was able
to perform peak detection on signals dominated by added white noise through the
application of a wavelet transform [29]. Since then, wavelets have been used commonly
in the field of structural health monitoring. Sohn et al. review the statistical pattern
classification models currently being used in structural health monitoring [30]. Most
implementations involve identifying one specific type of ‘flaw’, including loose bolts
and small notches, and utilize only a few specific features to sceparate the individual
flaw classes within the feature space [31-33]. Biemans et al. detected crack growth in
an aluminum plate using wavelet coefficient analysis generated from guided waves [34].
Legendre et al. found that even noisy electromagnetic acoustic transducer sensor
signals were resolvable using the multi-scale method of the wavelet transform [35].
The wavelet transform has alse been shown to outperform other traditional time-

frequency representations in many applications. Zou and Chen compared the wavelet



transform to the Wigner-Ville distribution for identifying a cracked rotor through
changes in stiffness [36], identifying the wavelet transform to be more sensitive to
variation and generally superior to the Wigner-Ville distribution.

We employ a particular implementation of the wavelet transform known as the
Dynamic Wavelet Fingerprinting (DWFP) technique [37]. This approach renders
time-domain data in a two-dimensional time-scale binary image, from which subtle
signal characteristics can be identified and tracked through standard image processing
techniques. This technique has been applied to a wide variety of applications with
success, including acoustic microscopy [38], a periodontal probing device [39 -41],
time-domain reflectometry for wiring flaw detection [42], the analysis of multi-mode

Lamb wave signals [43,44], and Lamb wave tomography [45,46].

1.2 Computational Homology

The algorithms developed within the field of computational homology provide insight
into the topological makeup of a space. Combining algebra, combinatorics, and topol-
ogy, these algorithms are fast and efficient at computing global properties of spaces,
specifically a measure of connectedness. Several variations of computational homology
exist, including those based on both simplical and cubical complexes. Most exper-
imental data translate well to cubical representations (image pixels, error bounds,
etc.), and as a result, many applications of computational homology involve those
algorithms based on cubical sets. Computational homology has been previously im-
plemented in a variety of analysis applications. Miller et al. generated isosurface
reconstructions of the atomic structure of thermally treated alloys, identifying a cor-
relation between the number of cavities in each surface and the amount of thermal

aging undergone by the alloy [47]. More recent implementations span a range of



applications including image processing and recognition [48-51], sensor network anal-
ysis [52], materials science [53], biomedical analysis [54], and image-based pattern
classification [55,56]. The majority of current applications for computational homol-
ogy theory in the sciences revolves around the analysis of 1-, 2-, or 3-dimensional

spaces, most commonly in image analysis.

1.3 Applications

In this dissertation we explore the use of pattern classification routines in real-world
applications using wavelet transforms. We then develop feature selection routines
based on the underlying structure of a data set’s feature space representation. In
Chapter 2 we provide a formal introduction to pattern classification. Chapter 3
summarizes the Dynamic Wavelet Fingerprint (DWFP) technique which uses a time-
scale wavelet transform to generate two-dimensional binary image representations of
time-domain signals. We demonstrate the advantages of this technique through an
example in structural health monitoring, where different types of flaws in metals are
identified using guided waves. In Chapter 4 we describe an analysis that identifies in-
dividual radio-frequency identification (RFID) tags from cloned copies using pattern
classification routines. Several sources of variability inherent to RFID usage are dis-
cussed and their effects studied, including tag/antenna orientation, communication
frequency fluctuation, and environmental damage. A statistical pattern classifica-
tion routine designed to characterize flaw severity in aluminum plates using Lamb
waves is presented in Chapter 5. The concept behind intelligent feature selection is
also introduced and explored. Finally, Chapter 6 describes the implementation of a
novel feature selection routine involving algorithms from the field of computational

homology. Chapter 7 provides conclusions and suggestions for future work.



Chapter 2

Pattern Classification

In the subsequent chapters, we employ statistical pattern classification to analyze
complex data sets. This chapter provides an introduction to the mathematics behind
the algorithms as well as terminology from the field of pattern classification used

throughout this work.

2.1 White Wine Example

As an example data set, we consider the multivariate white wine data set [57] com-
posed of results from a chemical analysis of many wines grown in the same region in
Italy, but derived from three different grape cultivars. The goal of a classifier devel-
oped on this data set is to be able to identify the cultivar of unidentified wines based
solely on their chemical makeup.

The white wine data set contains data from 178 different wines (observations),
originating from three different grape cultivars (classes). From each wine sample, thir-
teen characteristics (features) were recorded. The measurements include alcohol con-

centration, malic acid concentration, ash, alkalinity of the ash, magnesium concentra-



tion, total phenols concentration, flavanoids concentration, nonflavanoid phenols con-
centration, proanthocyanine concentration, color intensity, color hue, OD280/0D315
of diluted wines (the ratio between absorbency at 280 and 315 nm), and proline
concentration. Table 2.1 shows a limited selection from the white wine data set.

Table 2.1: The matrix arrangement of the white wine data set. Each the row of the matrix
represents a wine sample, while each column represents one of the thirteen variables.

Alcohol Malic Acid Ash --- Proline | Cultivar
Sample 1 14.23 1.71 243 .- 1065 1
Sample 2 13.20 1.78 2.14 --. 1050 1
Sample 3 13.16 2.36 2.67 --- 1185 1
Sample 59 13.72 1.43 250 --- 1285 1
Sample 60 12.37 0.94 1.36 --- 520 2
Sample 61 12.33 1.10 228 ... 680 2
Sample 62 13.64 1.36 202 --- 450 2
Sample 130 | 12.04 4.30 238 ... 580 2
Sample 131 12.86 1.35 232 ... 630 3
Sample 132 | 12.88 2.99 240 --- 530 3
Sample 133 | 12.81 2.31 240 --- 560 3
Sample 178 | 14.13 4.10 2.74 .- 560 3

The data matrix in Table 2.1 can then be thought of as a representation of the
wine samples in a multi-dimensional space (feature space), where each row is a single
point in a thirteen-dimensional space and each variable represents an axis in this
space. Along these terms, the coordinates of each point in this space can be thought
of as that observation’s feature vector, where each entry in the feature vector is a
single measurement value. Since each wine sample is from one of three cultivars, each
sample is given its own class label of cultivar 1, 2 or 3.

Figure 2.1 shows histograms of several of the measurements divided among the

three known cultivars. The histograms show that there is significant overlap of proan-
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thocyanine values between the three cultivars. The alcohol concentration values sep-
arate the wine samples between grape cultivar 1 and 2, however the samples from
cultivar 3 overlap both of these. The flavanoid concentration values similarly do a
good job separating samples from cultivar 1 and 3, however those from cultivar 2 are
mixed into both other groups. There is no single feature in this data set that com-
pletely separates the three cultivars. Similarly, we have no reason to believe that this
data set is even representative of the entire population of these three grape cultivars.
We therefore require more advanced analysis techniques in order to identify these

wines by their chemical makeup, specifically those of statistical pattern classification.

2.2 Statistical Pattern Classification

In short, statistical pattern classification uses statistical measures to learn from a
training set of examples. A set of rules are generated, usually defined by a series of
decision boundaries within a multi-dimensional feature space, that are then applied
to new, unseen observations. This process is not well defined without a sense of
context for the problem at hand. For example, if a computer were simply given
the white wine data set introduced above, it would have no reason to assume the
goal is to identify is the grape cultivar. This concept is summarized by the ugly
duckling theorem [58], which states that in the absence of assumptions there is no
‘best’ feature representation for a data set, since assumptions about what ‘best’ means
are necessary for the choice of features. Appropriate features for a given problem are
usually unknown a priori, and as a result many features are often generated without
any true knowledge of their relevancy.

In designing a pattern classification routine, one of two general routes can be taken:

supervised classification in which predefined classes are used to identify new patterns.
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Figure 2.1: Bar graphs of the wine measurements.
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or unsupervised classification where the data’s natural structure is used to determine
class values for which new patterns are assigned. The choice of which approach to
take is usually subjective and depends on the application and the structure of the
data at hand. Most of our applications involve data that corresponds to a variety of
well-defined classes, making supervised pattern classification a natural choice. Since
the goal of a classifier is to determine labels for new, unknown data vectors, we first
assign a unique label to each known class, w; for j = 1,...,3, for each of the three
grape cultivars.

Within supervised pattern classification, there exist several general approaches
for applying pattern classification routines. One approach involves template match-
ing, where a similarity measure is used to associate new patterns with a predefined
library of templates that is learned from the training set. This often involves match-
ing general properties, such as curves or shapes within the data set. We opt not to
use template matching as it tends to fail when large intraclass variations are present
among the patterns [9]. Another popular approach uses neural networks, which cre-
ate weighted directional graphs between artificial neurons. A major disadvantage of
neural networks is that they are “black box” in nature, often creating overly complex
nonlinear inout-output relationships that conceal the physical interpretation of the
data. We choose not to use neural networks because of this loss of physical interpreta-
tion. A third approach is that of statistical pattern classification, where each pattern
is represented in a multi-dimensional feature space where each class ideally occupies a
disjoint region. The final goal in this approach is to determine decision boundaries in
this feature space relative to the classes, from which new patterns are assigned labels
based on their location in the divided space. Additionally, this approach retains the
physical interpretation of the featurcs. Statistical pattern classification is therefore an

appropriate apprach to take for our applications. In statistical pattern classification.

13



each pattern is represented as a point in a multi-dimensional feature space (Table
2.1).

A further division of statistical pattern classification lies in whether or not the
form of the class-conditional densities is known. Parametric techniques assume a
known density function (e.g. Gaussian) for each object class, and in practice replace
any unknown parameters in that density function with estimated values. Similar
to the ugly duckling theorem, there exists the no free lunch theorem which states
that in the abscence of assumptions about the learning domain, no single classification
or learning algorithm should be preferred over another. Most of our experimental
data does not have any underlying density function associated with it, however we
often include both parametric and nonparametric density estimation classifiers in our

analysis, keeping to this general rule.

2.3 Bayes Decision Theory

We next present an introduction to Bayes decision theory, followed by the fundamental
concepts behind several of the classifiers used throughout this work. This description
is adapted from [1,5].

For a given data set, each n = 1,..., N observation has Al-many feature values
xn; for j =1,..., M. Together, these feature values make up a single M-dimensional
feature vector x,, = {Zn1,...,Znn}. The overall goal of pattern classification is thus:
given a set of measurements collected through an observation, i.e. feature vector x
(dropping subscript n for generality), we wish to assign that observation to one of C
possible classes w;, where j = 1,...,C. For the white wine data set, we have N = 178,
M =13, and C = 3 corresponding to the 178 individual wine samples collected, each

of which was used to measure 13 properties of the wine. from the 3 different grape
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cultivars. Let P(w;) represent the a priori probability of class w;. In practice, the
prior probabilities are usually unknown and must be estimated from a set of correctly
classified samples. For example, we can use the population distribution of the three

classes in the white wine example,

71

Since we have both an observation as well as a feature vector, we wish to assign
x to class wj if the probability of class w; given the observation x, denoted p(w;|x),

is greatest over all classes wy,...,wc,
plwslx) > plwlx) k=1,...,C; k#j (2.1)

effectively splitting the feature space into C regions.
Bayes’ theorem allows us to express the a posteriori probabilities P(w;|x) in terms
of the a priori probabilities and the class-conditional density functions p(x|w;). The

probability that the object belongs to class w; given the feature vector x is:

p(x|w;) P(w))

Plw;|x) = .
sk S p(x|w;) P(w;)

(2.2)

The parametric subset of pattern classification assumes a knowledge of the class-
conditional probability density functions. If this assumption is violated, by using bad
density estimates for example, the classifier may be far from optimal. If there is no
known theoretical probability density function for the features, then nonparametric
approachs can be used. For example, the experimental distribution of the features in
cach class may be used (such as in Figure 2.1 where the probabilities sum to unity).

Bayes’ theorem allows us to rewrite the decision rule in Equation 2.1. We assign
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X to wy if

Equation 2.3 allows a decision to be made on the feature vector under considera-
tion given its measured features. We now present several classifiers, both parametric

and nonparametric, that are used in the following chapters.

Quadratic and Linear Discriminant Classifiers

As the probabilistic structure of a given problem is rarely known for real applications,
a solution involves estimating the unknown probabilities and probability densities. In
supervised pattern classification, estimating the prior probabilities P(w;) is straight-
forward to do (using the known sample distributions), however accurate estimation
of the class-conditional densities p(x|w;) is less straightforward. If it is assumed that
p(x|w;) is a normal (Gaussian) density with mean u; and covariance matrix 3;, the
problem simplifies from one of estimating an unknown function p(x|w;) to one of
estimating the parameters pt; and X;.

One way of representing a pattern classifier is in terms of a set of discriminant
functions, g;(x), for j = 1,...,C. The classifier is said to assign a feature vector x
to class wy if

g9j(x) > gr(x) when k# . (2.4)

Using this, Equation 2.3 can be reproduced by allowing g;(x) = p(x|w;)P(w;). By
assuming a Gaussian distribution for p(x|w;), a discriminant function g;(x) can be

derived that assigns x to wj if g;(x) > gk(x) for all j # k [5], where



The estimative approach replaces the quantities p1; and X; with estimates based on

a training set, given by

N
m = % Dima Xi

: (26)
Y o= NZZ 1 (X _m)T

Plugging these estimates into Equation 2.5 results in the quadratic discriminant clas-

sifier (QDC), given by
05(x) = log(P(wy)) — 3 log(1y]) — 5(x— m))" 8 (x—my). (27)

This form of classifier development is often referred to as Bayes plug-in method. Fig-
ure 2.2 shows the resulting decision boundaries defined by the quadratic discriminant
classifier using a two-dimensional feature subset of the white wine data set, with
alcohol and malic acid as the two features considered.

Problems can occur in this analysis if any of the 2]» matricés are singular, as
these matrices are inverted in the computation of the QDC. Several alternatives are
employed, one of which assumes that the class covariance matrices X1,..., 3¢ are
all the same. This allows the class covariance matrices to be substituted with the
common group covariance matrix Sy, resulting in the linear discriminant classifier
(LDC):

1 _ —
9;(x) = log(P(w;)) — émfsv‘}mj + xS m, (2.8)

where Sy is given by

Sw

C
Z % (2.9)

and N; is the number of observations in class w;. Figure 2.3 shows the resulting deci-

sion boundaries defined by the linear discriminant classifier using a two-dimensional
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Figure 2.2: Decision boundary generated by the quadratic discriminant classifier (QDC) for
a two-dimensional feature subset of the white wine data set, with alcohol and malic acid as
the two features considered.

feature subset of the white wine data set, with alcohol and malic acid as the two

features considered.

Near Mean Classifier

A special case of Equation 2.8 occurs when class priors P(w;) are equal for all C
classes, and the matrix Sy is taken to be the identity. In this case, known as the

near mean classifier, we assign x to class w; if
—2x"my + m{m; > —2x'm; + m) m; when j#k. (2.10)

In other words, to classify a feature vector x, measure the Euclidean distance ||x—pu,||

from each x to each of the ' mean vectors p;, and assign x to the class of the nearest
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Figure 2.3: Decision boundary generated by the linear discriminant classifier (LDC) for a
two-dimensional feature subset of the white wine data set, with alcohol and malic acid as
the two features considered.

mean. Figure 2.4 shows the resulting decision boundaries defined by the near mean

classifier using a two-dimensional feature subset of the white wine data set, with

alcohol and malic acid as the two features considered.

k-Nearest-Neighbor

Nonparametric classifiers do not assume a form for the class-conditional probability
densities. In practice, the common parametric forms rarely fit the densities actually
encountered. Nonparametric classifiers can be used with arbitrary distributions, with-
out assuming the form of any underlying densities. One particular density estimation

technique can be defined by the k-nearest neighbor (KNN) approximation,

PX) = . (2.11)

19



6 1 H T T T T T
A Cultivar 1 * *

O Cultivar 2 *

57 | # Cultivar 3 x * 1

malic acid

0 1
11 11.5 12 12,5 13 13.5 14 14.5 15
alcohol
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two features considered.

where k € Z is the number of samples, out of N total samples, that fall within a
volume V centered at x. If x; is the kth nearest-neighbor point to x, then V is the
volume of a hyper-sphere centered at x of radius ||x — x|

We can relate this density estimate back to a decision rule. If we let k; be the
first k samples in class w;, and let V; be the total number of samples in class w; (out

of N total samples), then we can estimate the class-conditional density and the prior

probability as

~ kz

p(x‘w]') = o,V
. N,
plw;) = -

Using Bayes’ decision rule (Equation 2.3), we can then assign observation x to wj if

I < ——— k. 2.12)
<vvw Y (2.12)
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In other words, assign x to the class that receives the largest vote amongst the k
nearest neighbors. Any instances of a tie are broken randomly. Figure 2.5 shows the
resulting decision boundaries defined by the k-nearest neighbor classifier for £ = 3
using a two-dimensional feature subset of the white wine data set, with alcohol and

malic acid as the two features considered.
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Figure 2.5: Decision boundary generated by the k-nearest-neighbor with £ = 3 (3NN) for a
two-dimensional feature subset of the white wine data set, with alcohol and malic acid as
the two features considered. This classifier is prone to over-training, as is evident by the
very irrcgular decision boundary fit to the training data set herec.

2.4 Summary

In this chapter we have introduced an example classification problem based on a
data set containing various properties of white wine. Bayes formula was provided
for use with statistical pattern classification, and several classification routines were
presented with example decision boundaries for the supplied example. We will apply

these classifiers and more in the following chapters to various time-domain signals.
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Features included for each application are specific to the fundamental properties of
each signal being considered, but all include several features generated using the
DWFP technique, presented in detail in Chapter 3. In what follows, the specifics on

how features can be generated from the fingerprint images will be discussed.
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Chapter 3

Time-Domain Signals Analysis

using Wavelet Transforms

Our motivation is to identify subtle features within time-domain signals collected from
real-world applications, where signals degrade due to any number of factors, includ-
ing physical interactions, aging, decoupling, etc. The often complex raw waveforms
are first transformed using the Dynamic Wavelet Fingerprinting (DWFP) technique,
taking the one-dimensional time-domain signal and outputting a two-dimensional
time-scale binary image. This chapter discusses the fundamentals behind the DWFP
technique, and then provides two example applications of how it can be used to ex-
tract specific features of interest for structural health monitoring (SHM) using guided

waves.

3.1 Wavelet Transforms

Wavelets are ideally suited for analyzing non-stationary signals, originally developed

to introduce a local formulation of time-frequency analysis techniques. The contin-
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uous wavelet transform (CWT) of a square-integrable, continuous function s(t) can

be written

Cla,b) = [ b (Osdr, (3.1)

o
where ¢(t) is the mother wavelet, * denotes the complex conjugate, and ¥, 4(t) is
given by
A . [t—0
Vab(l) = la| 7PV (—a ) (3.2)

Here, the constants a,b € R, where a is a scaling parameter defined by p > 0, and
b is a translation parameter related to the time localization of 1. The choice of p is
dependent only upon which source in the literature is being referred to, much like the
different conventions for the Fourier transform, so we choose to implement the most
common value of p = 1/2 [59]. The mother wavelet can be any square-integrable
function of finite energy, and is often chosen based on its similarity to the inherent
structure of the signal being analyzed. The scale parameter a can be considered to
relate to different frequency components of the signal. For example, small values
of a result in a compressed mother wavelet, which will then highlight many of the
high-detail characteristics of the signal related to the signal’s high-frequency compo-
nents. Similarly, large values of a result in stretched mother wavelets, returning larger
approximations of the signal related to the underlying low-frequency components.
To better understand the behavior of the CWT, it can be rewritten as an inverse

Fourier transform,

Cla,b) = 51; /_ :0 s(w)va (u}(aw))* by, (3.3)

where §(w) and ¢:(w) are the Fourier transforms of the signal and wavelet, respectively.

From Eq. 3.3, it follows that stretching a wavelet in time causes its support in
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the frequency domain to shrink as well as shift its center frequency toward a lower
frequency. This concept is illustrated in Figure 3.1. Applying the CWT with only a
single mother wavelet can thercfore be thought of as applying a bandpass filter, while

a series of mother wavelets via changes in scale can be thought of as a bandpass filter

bank.
| I I [
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Figure 3.1: Frequency-domain representation of a hypothetical wavelet at scale parameter
values of a = 1,2,4. It can be seen that increasing the value of a leads to both a reduced
frequency support as well as a shift in the center frequency component of the wavelet toward
lower frequencies. In this sense, the CWT acts as a shifting bandpass filter of the input
signal.

An infinite number of wavelets are therefore needed for the CWT to fully repre-
sent the frequency spectrum of a signal s(¢), since every time the value of the scaling
parameter a is doubled, the bandwidth coverage is reduced by a factor of 2. An effi-
cient and accurate discretization of this involves selecting dyadic scales and positions
based on powers of two, resulting in the discrete wavelet transform (DWT). In prac-
tice, the DWT requires an additional scaling function to act as a low-pass filter to
allow for frequency spectrum coverage from w = 0 up to the band-pass filter range of
the chosen wavelet scale. Together, scaling functions and wavelet functions provide
full spectrum coverage for a signal. For each scaled version of the mother wavelet

¥(t), a corresponding scaling function ¢(t) exists.
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Just as Fourier analysis can be thought of as the decomposition of a signal into var-
ious sine and cosine components, wavelet analysis can be thought of as a decomposi-
tion into approximations and details. These are generated through an implementation
of the wavelet and scaling function filter banks. Approximations are the high-scale
(low-frequency) components of the signal revealed by the low-pass scaling function
filters, while details are the low-scale (high-frequency) components revealed by the
high-pass wavelet function filter. This decomposition process is iterative, with the
output approximations for each level used as the input signal for the following level,
illustrated in Figure 3.2. In general most of the information in a time-domain signal
is contained in the approximations of the first few levels of the wavelet transform.
The details of these low levels often have mostly high-frequency noise information. If
we remove the details of these first few levels and then reconstruct the signal with
the inverse wavelet transform, we will have effectively de-noised the signal, keeping

only the information of interest. This is the process behind wavelet filtering.

3.1.1 Wavelet Fingerprinting

Once a raw signal has been filtered, we then pass it through the DWFP algorithm.
Originally developed by Hou [37], the DWFP applies a wavelet transform on the
original time domain data, resulting in an image containing “loop” features that re-
semble fingerprints. The wavelet transform coeflicients can be rendered in an image
similar to a spectrogram, except that the vertical axis will be scale instead of fre-
quency. These time-scale image representations can be quite helpful for identifying
subtle signal features that may not be resolvable via other time-frequency methods.

Combining Eq. 3.1 and 3.2, the CWT of a continuous square-integrable function
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s(t) can be written

Cla,b) = — / " s (fi-b> dt. (3.4)
va ) o a

Unlike the DWT, where scale and translation parameters are chosen according to
the dyadic scale (a = 2™,b = n2™, n,m € Z?), the MATLAB implementation of
the CWT used here utilizes a range of real numbers for these coefficients. A normal
range of scales includes a = 1,...,50 and b =1,..., N for a signal of length N. This
results in a two-dimensional array of coefficients, C(a,b), which are normalized to the
range of [—1,1] (Fig. 3.3(b)). These coefficients are then sliced in a “thick™ contour
manner, where the number of slices and thickness of each slice is defined by the user.
To increase efficiency, the peaks (C(a, b) > 0) and valleys (C(a, b) < 0) are considered
separately. Each slice is then projected onto the time-scale plane (Fig. 3.3(c)). The
resulting slice projections are labeled in an alternating, binary manner, resulting in

a binary “fingerprint” image, /(q,b) (Fig. 3.3(d)):
s(t) PV EEYY) 10, b). (3.5)

The values of slice thickness and number of slices can be varied to alter the appearance
of the wavelet cocflicients, as can changing which mother wavelet is used. The process
of selecting mother wavelets for consideration is application-specific, since certain
choices of v(t) will be more sensitive to certain types of signal features. In practice,
mother wavelets used are often chosen based on preliminary analysis results as well

as experience [37,39,42,46,61 64].
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Figure 3.3: A visual summary of the DWFP algorithm [37]. A time-domain signal (a) for
which a set of wavelet coefficients (b) is generated via the continuous wavelet transform. The
coefficients are then “thickly” sliced and projected onto the time-scale plane (c), resulting
in two-dimensional binary images (d), shown here with white peaks and gray valleys for
distinction.
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3.1.2 Feature Extraction from Wavelet Fingerprints

The problem of time-domain signal analysis has thus been transformed from a 1D
signal identification problem to a 2D image recognition scenario. This concept is the
underlying advantage behind the DWFP technique, as the output is a binary matrix
that is easily stored and transferred. The ability to select specific mother wavelets to
highlight different features in the signals provides a robustness to the algorithm as
well.

The last step in applying the DWFP technique to signal analysis is identifying
features within the binary images that correspond to the waveform features of interest.
A ridge counting algorithm applied to the 2D images is a straightforward way to
compare fingerprint images and identify some of the features of interest. An example
of ridge counting is shown in Figure 3.4. For each column of the binary image matrix,
the number of connected “on” regions corresponds to the number of ridges for that
point in time. In Figure 3.5 we show two longer fingerprint images generated from
ultrasonic waveforms with and without flaw interaction. For the majority of the
signal, the number of ridges between the flawed and unflawed waveforms match. The
signature of the flaw is easily identified here in the region indicated by the dashed
rectangle. A simple threshold can be applied to the ridge-counting metric for damage
detection.

Representing a one-dimensional time-domain signal as a two-dimensional time-
frequency image is an inherent advantage of time-frequency representations, allowing
for the application of image processing methods to assist in the analysis. Full false-
color images are both computationally expensive and generally difficult to analyze
when the goal is to automatically identify features of interest within a signal. Im-
age segmentation is usually a hurdle with automated processing, especially when

the flaw’s signature is identified by a specific feature shape or size within the im-
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Figure 3.4: Example of ridge counting in a fingerprint image. The number of connected
“on” pixel regions in each columnn corresponds to the number of ridges for that point in
tilne.

31



45

No flaw
Scale

= @
1
1 '
20 T T : T T : T
Flaw | 1
2 No Flaw —-— | !
@0 10 1 I
E ] "v‘w ” » J,\'\\ ‘“' |.
. ) . R - A4
* WA N Lﬂ./ AN
45 50 55 60 65 ' 7 75 ! 80
Time (us) b e e e = 1

Figure 3.5: Fingerprint images from two waveforms without (top) and with (middle) a flaw. The result of a ridge counting

algorithm is plotted (bottom), with the region identifying the flaw highlighted by the dashed rectangle.



age, as is often the case. A binary image requires significantly less computer storage
than a corresponding gray-scale or color image, and segmentation is trivial. While
this sort of fingerprint image can be formed from any time-frequency representa-
tion, wavelets have been shown to work quite well for a wide variety of applications
previously investigated, including an ultrasonic periodontal probe [39 -41], structural
health monitoring with Lamb waves [43,44], RFID signal analysis [64], and robot
navigation [65, 66].

We have introduced the principles of using the DWFP wavelet transform technique
for time-domain signal analysis. We next apply this technique to two real-world
industrial structural health monitoring (SHM) applications. First, we explore how the
DWEFP technique can be utilized to distinguish dents and the resulting rear surface
cracks generated in aircraft grade aluminum plates. We then show how wavelet
fingerprints can be used to identify corrosion in marine structures beneath layers of

insulation.

3.2 Applications in Nondestructive Evaluation

Originally explored by Lord Rayleigh in 1885 while investigating the propagation of
surface waves in a solid, e.g. as in earthquakes, the study of guided waves has been
advanced over the years [67 71]. Guided waves occur when vibrations propagate at
stress-free boundaries, or boundaries between two differing media. Deriving from the
same fundamental equations as bulk waves, guided waves experience mode conversion
and interference due to the guiding boundaries, which result in an infinite number of
dispersive guided wave modes [72]. Lamb waves are a subset of guided wave found
in plate-like structures. The basic derivations and discussions of Lamb waves can

be found in various texts [43,72 81], while a more thorough discussion of current
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techniques can be found in literature reviews [82,83]. Lamb waves are confined by
a structure’s boundaries and so follow its shape and curvature, with sensitivity to
material discontinuities at either surface as well as in the interior of the solid. The
Rayleigh-Lamb wave equations, derived in Appendix A, can be numerically solved
to generate plots of the modal group velocity as a function of a combined frequency-
thickness product. Also known as dispersion curves, these plots relate a combined
frequency-thickness parameter to the phase and group velocities of both the symmet-
ric and antisymmetric families of modes, and are shown in Figure 3.6 for aluminum.
The key technical challenge to using Lamb waves effectively is automatically iden-
tifying which modes are which in very complex waveform signals. As seen in the
dispersion curves, there are usually several guided wave modes present at any given
frequency-thickness value, often having overlapping mode velocities. Since each mode
propagates with its own modal structure, modes traveling with the same group ve-
locity result in a superposition of the individual displacement and stress components.
The resulting signals are inherently complex, and sophisticated analysis techniques
need to be applied to make sense of the signals. Contrary to traditional bulk-wave
ultrasonics, standard peak-detection approaches often fail for Lamb wave analysis.
Numerous methods have been developed in an attempt to simplify Lamb wave
analysis. One often used approach is to use a statistical comparison in which a base-
line measurement is compared to the damaged state signal. The main problem with
baseline-dependent data is that it is usually not practical for real-world situations
where environmental and operational conditions result in deviations from baseline
data that do not correlate to damage. Also, the dependence on a previously estab-
lished baseline makes it difficult to implement with current technologies. Alternative
inspection techniques to a baseline method exist, but often include an assumption

or restriction that renders them impractical. Examples include assuming uniform
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Figure 3.6: Dispersion curves for an aluminum plate. Solutions to the Rayleigh-Lamb wave
equations are plotted here for both symmetric (solid lines) and antisymmetric (dashed lines)
for both phase (a) and group (b) velocity.



thickness in the plate of interest, greatly reducing the number of possible real-world
applications [84], restricting the inspection frequency by exciting a specific Lamb
wave mode and analyzing the reflected and mode-converted waves [85], and expand-
ing the ray coverage to damaged as well as undamaged areas for an instantaneous

cross-correlation difference analysis [86, 87].

3.2.1 Dent and Surface Crack Detection in Aircraft Skins

Aircraft manufacturers and operators have concerns over fuselage damage commonly
called “ramp rash”. This damage occurs in the lower fuselage sections, and can
be caused by incidental contact with ground equipment such as air stairs, baggage
elevators, and food service trucks [88]. Ramp rash costs airlines billions of dollars
per year in both damage repair costs and downtime [89]. Even minor damage can
become the source of serious mechanical failure if left unattended [90]. The formation
of dents in the fuselage is common, but the generation of rear cracks can lead to
serious complications. Repairing this subsequent damage is critical for aviation safety,
however the hidden extent of the damage is initially unknown. In order to accurately
estimate repair requirements, and therefore reduce unnecessary downtime losses, an
accurate assessment of the damage is required.

A continuously monitoring inspection system at fuselage areas prone to impact
would provide an alternative to conventional point-by-point inspections. Guided
waves have previously shown potential for damage detection in metallic aircraft com-
ponents [62]. We test a guided wave-based SHM technique for identifying potential
flaws in metallic plate samples. We employ the DWFP to generate time-scale sig-
nal representations of the complex guided waveforms, from which we extract subtle

features to assist in damage identification.
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Experimental Setup

The samples tested were aircraft-grade 1.62 mm thick aluminum 2024 plates (with
primer), approximately 45 cm x 35 cm in size. Some of them had dents and some also
had simulated cracks of varying length and orientation, images of which are shown in

Figure 3.7, including the following flaw types:

e Dent without crack
e Dent with crack between 2-40 mm
e Dent with crack larger than 40 mm

Crack between 2-40 mm

Crack larger than 40 mm

(a) (b) (c)

Figure 3.7: A plate with no flaw present (a), a plate with a shallow, large crack present (b),
and a plate with both a dent as well as a crack present (c).

Angle beam transducers were used to generate surface waves that produce shear
waves normal to the surface of the sample. These waves propagate exclusively along
the surface of thicker materials and are known as Rayleigh waves. In thin plates, when
they are guided by boundary layers as they are in aircraft skins, they are referred to
as Rayleigh-Lamb waves. Angle beam transducers focus their propagation energy in
one direction using Snell’s law, unlike contact transducers that spread their energy in
all directions. This focused, directed energy can be favorable when specitic areas are

being considered that are known in advance to be prone to damage.
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Experimental data was collected using transducers manufactured by Olympus!.
Signals were generated and received using a Nanopulser 3 (NP3) from Automated
Inspection Systems?. The NP3 integrates both a pulser/receiver and a digitizer into a
portable USB-interfaced unit, emitting a spike excitation instead of a traditional tone
burst often used in NDE. The spike excitation then relies on the resonant frequency
of the transducers in order to generate the ultrasonic waves with a broad frequency
content to maximize scattering interaction with the surface cracks. The compact size
of the NP3 makes it favorable for in-field use for aircraft damage analysis. A graphical
user interface was developed in MATLAB to control the NP3 system.

We explore both a pitch/catch scanning configuration, where one transducer is
the transmitter while a second transducer is the receiver, as well as a pulse/echo
configuration where one transducer acts as both the transmitter and receiver. We
control the position of each transducer by attaching two individual transducers to
linear slides, controlled by stepper-motors that advance them along the edges of the
test area. The test area was centered around the flaw, with the transducers placed
215 mm apart from each other and advancing through 25 individual locations in 8.6
cm increments for a total scan length of 215 mm. An illustration of this is shown in
Figure 3.8. For the pitch/catch configuration, two transducers are stepped in parallel.
For the pulse/echo configuration, only one transducer is present.

Each waveform is run through the DWFP algorithin to gencrate a fingerprint
representation. This process is demonstrated for a typical waveform in Figure 3.9,
and involves windowing the full signal 3.9(a) around the first arriving wave mode

3.9(b), which is then used as an input signal for the DWFP transformation 3.9(c).

"Waltham, MA (http://www.olympus-ims.com/en/)
?Martinez, CA (http://www.ais4ndt.com/)
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Figure 3.8: Scanning apparatus for both a pitch/catch configuration (a) as well as a
pulse/echo configuration (b). Transducers are attached to linear slides controlled by stepper
motors on either side of the sample, allowing for systematic scanning to be performed (c).
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Figure 3.9: A raw Rayleigh-Lamb waveform collected from an unflawed plate sample (a).
The signal is first windowed to the region of interest, here the first mode arrival (b), from
which a DWFP image is geunerated {c).
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Dent Detection - Pitch/Catch Scanning

We first present results here from the pitch/catch scanning configuration. The first
sample considered contained a crack only, and the raw waveforms can be seen in
Figure 3.10. It can be seen that these signals are all very similar to each other, and
little information is readily available to identify the crack in the time-domain. Figure
3.11 provides the DWFP representations of these same signals. For each individual
DWFP image, a specific feature is identified and automatically tracked throughout
the scan progression. The feature in this case is the first arriving mode, indicated by
the first “peak” (in white) in time. For each following DWFP image, this feature is
identified and highlighted by a red star (x), with the corresponding position in time
given to the right of each fingerprint image. This first plate sample again shows no
variation in the DWFP representations as the transducers are moved along the edges
of the plate. The feature of interest highlighted varies little in its position. This
indicates that the pitch/catch scanning configuration is inadequate for identifying
surface cracks in the material.

The second plate scanned contained a dent only. Raw waveforms collected as
the pair of transducers progress along the sample edges can be seen in Figure 3.12.
It can be seen again that these signals are all very similar to each other, with the
time-domain representations unable to highlight the dent. Figure 3.13 provides the
DWFP representations of these same signals. The same feature described above, the
first arriving mode indicated by the first DWFP peak, is identified and tracked again.
It can be seen that there is a region of the sample where this feature shifts, indicating
the presence of a discontinuity in the propagation caused by the dent. It follows
that the pitch/catch scanning configuration is adequate for identifying dents in the

material.
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Figure 3.10: Raw waveforms collected from a plate sample with a crack only, using a
pitch/catch scanning configuration. Little information is readily available from the time-
domain representation of the signal. The dotted lines indicate the windowed region used
for the DWFP image generation.

42



t FoJOROJORORSR-T 75.06 ps

. . & & 6 N

* WeoNOROJOROLCR- IS 75.06 ps
. - a a & N

2 N FORORORORS I 2

54 75.01 ps
— - &8 @& & N
63 e > JOROROIORS A 2 75.01 ps
. . & & & N\
* o NOREIOIOROR- I 74.99 ps
. = &4 4 4 %
L o NOFOLORORORS I 75.01 ps
_ - &4 a & N
= * WoNOIORCORIAOR- 1 75.01 ps
8 . o & a e N\
= PO@S@®D0e 74.99 ps
g — - & 4@ O S
'z
s 108 75.01 ps
116 CEOROR A 74.99 ps
M @& & N
125 A AS 74.99 ps
. o & & @& %
134 P O@E®E0O0 74.96 ps
- - & @& O N
143 O@22200 . 74.94 ps
. o 4& & B N
152 OIOR A 74.94 ps
-~ & & @ N
- . 4B A &N
74 75 76 77 78 79 80 81
Time (ps)

Figure 3.11: DWFP representations of the pitch/catch raw waveforms shown in Figure 3.10
from a sample with a crack only. For each individual DWFP image, a specific feature is
identified and automatically tracked throughout the scan progression. The feature in this
case is the first arriving mode, indicated by the first “peak” (in white) in time. For each
following DWEP imagc, this feature is identified and highlighted by a red star (x), with the
corresponding position in time given to the right of each fingerprint image.
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Figure 3.12: Raw waveforms collected from a plate sample with both a dent as well as a
crack, using a pitch/catch scanning configuration. Little information is readily available
from the time-domain representation of the signal. The dotted lines indicate the windowed
region used for the DWFP image generation.
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Figure 3.13: DWFP representations of the pitch/catch raw waveforms shown in Figure
3.12from a sample with a dent only. For each individual DWFP image, a specific feature is
identified and automatically tracked throughout the scan progression. The feature in this
case is the first arriving mode, indicated by the first “peak” (in white) in time. For each
following DWFP image, this feature is identified and highlighted by a red star (x), with the
corresponding position in time given to the right of each fingerprint image.



Crack Detection - Pulse/Echo Scanning

We now use the same transmitting transducer in pulse/echo mode to determine if any
energy is being reflected from either type of flaw to aid in detection. We again present
results here for the two samples previously considered: one with a crack, and one with
a dent. We first present the raw waveforms collected from interaction with the crack
only, shown in Figure 3.14. The raw waveforms contain an initial high-amplitude
portion that is a result of energy reflecting within the transducer itself. We window
our search in the time-frame where a reflection would be expected to exist if present.
It can be seen that these signals are all very similar to each other, and all have a low
signal-to-noise ratio making it difficult to easily detect any features identifying a flaw.

Figure 3.15 provides the DWFP representations of these same signals. For each
individual DWFP image, a specific feature is identified and automatically tracked
throughout the scan progression. The feature in this case is the first peak “doublet”
feature after the 65 us mark, where a doublet is indicated by two fingerprint features
existing for different scales at the same point in time. For each following DWFP image.
this feature is identified and highlighted by a red star (x), with the corresponding
position in time given to the right of each fingerprint image. If no such feature is found,
the end point of the window is used. We can see that the DWFP representations of
the pulse/echo signals are able to identify waveforms that correlate with the position
of the crack if present.

The second plate under consideration contains a dent only. Raw waveforms col-
lected as the transducer progressed along an edge of the sample can be seen in Figure
3.16. It is again clear that these signals are all very similar to each other, with the
low signal-to-noise ratios making it difficult to easily extract any information from
them. Figure 3.17 provides the DWFP representations of these same signals. The

same feature described above, the first peak “doublet” feature after the 65 us mark, is
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Figure 3.14: Raw waveforms collected from a plate sample with a crack only, using a
pulse/echo scanning configuration. The low signal-to-noise ratio makes it difficult to analyze
these raw time-domain signals. The dotted lines indicate the windowed region used for the
DWFP image generation.
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Figure 3.15: DWFP representations of the pulse/echo raw waveforms shown in Figure 3.14
from a sample with a crack only. For each individual DWFP image, a specific feature is
identified and automatically tracked throughout the scan progression. The feature in this
case is the first peak “doublet” feature after the 65 us mark, where a doublet is indicated
by two fingerprint features existing for different scales at the same point in time. For each
following DWFP image, this feature is identified and highlighted by a red star (x), with the

L

corresponding position in time given to the right of cach fingerprint image.
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again identified and tracked. It can be seen that there is no region in this scan where
the feature is identified, indicating that this pulse/echo approach is not sufficient to
identify dents.

For each of the DWFP images, we have identified and automatically tracked in
time a specific feature within the image. We summarize the extracted time locations
of these features in Figure 3.18, where the extracted times are plotted against their
position relative to the plate. Vertical dotted lines indicate the actual (known) loca-
tions of each flaw present. We can clearly see that the pitch/catch waveforms are able
to identify the dent, while the pulse/echo waveforms are able to identify the crack.
This follows from the concept that the surface crack is not severe enough to distort
much of the propagating waveform, but still reflects enough energy to be identified

back at the initial transducer location.

Crack Angle Dependence

In order to determine how the angle of the crack affects the reflected signal’s energy
with respect to the incident wave angle, an angle-dependence study was performed. A
sample containing a large crack only, a dent without a crack, and a dent with a large
crack were included here. A point in the center of the flaw (either the center of the
dent, or the center of the craqk) was chosen as the center of rotation, and the Rayleigh-
Lamb transducers were placed 10 cm from this center point in 10° increments around
the point of rotation up to a minimum of 120° away from the starting location. A
pulse/echo measurement was taken at each location to measure any energy reflected
from the flaw.

Two features we extracted from the recorded pulse/echo signals are the arrival
time of the reflected signal and the peak instantaneous amplitude of that reflection.

The instantancous amplitude is calculated by first calculating the discrete Hilbert
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Figure 3.16: Raw waveforms collected from a plate sample with a dent only, using a
pulse/echo scanning configuration. The low signal-to-noise ratio makes it difficult to ana-
lyze these raw time-domain signals. The dotted lines indicate the windowed region used for
the DWFP image generation.
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Figure 3.17: DWFP representations of the pulse/echo raw waveforms shown in Figure 3.16
from a sample with a dent only. For each individual DWFP image, a specific feature is
identified and automatically tracked throughout the scan progression. The feature in this
case is the first peak “doublet” feature after the 65 us mark, where a doublet is indicated
by two fingerprint features existing for different scales at the same point in time. For each
following DWFP image, this feature is identified and highlighted by a red star (x), with the
corresponding position in time given to the right of each fingerprint image.
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transform of the signal s(f), which returns a version of the original signal with a
90° phase shift (preserving the amplitude and frequency content of the signal) [91].
The magnitude of this phase-shifted signal and the original signal is the instantaneous
amplitude of the signal, another name for the signal’s envelope. The maximum of
this instantaneous amplitude is what will now be referred to as the “peak energy” of
the signal.

The first sample (Figure 3.19(a)), which did not have a crack present, did not re-
turn any measurable reflected energy at any angle (Figure 3.19(b)). The two samples
with cracks (Figure 3.19(c) and Figure 3.19(e)) both show a measurable reflection
from the crack when the incident angle is normal to the crack, regardless of whether
or not a dent is present (Figure 3.19(d) and Figure 3.19(f)). Incident angles that
are 0-20° from normal still had measurable reflection energy, however incident angles
beyond that did not have a significant measurable reflection. These results agree with

expectations that the cracks would be highly directional in their detection.

3.2.2 Corrosion Detection in Marine Structures

Structural health monitoring is an equally important area of research for the world’s
navies. From corrosion due to constant exposure to harsh salt-water environments, to
the more recent issue of sensitization due to the cyclic day/night heat profile exposure
of the open water, maritime vessels are in constant need of repair. The biggest cost
in maintenance of these ships is often having to pull them out of services in order to
characterize and repair any and all damage present. Navies and shipyards are actively
researching intelligent monitoring systems that will provide constant feedback on the
structural integrity of areas prone to these damages.

Lamb waves provide a natural approach to identifying corrosion in metals. Each

mode’s group velocity is dependent on both the inspection frequency used as well

53



15
8 10
g
[=]
@
g
g
a5
Oﬁ:t_—*:g:::ﬁM*
0 20 40 60 80 160 120
Degrees
(b)
15
& 10t
g
=}
@
e
g
& 5
0
0 50 100
Degrees
(c) (d)
15 0
% 10
8
=
@
il
g
a 5

(e)

Figure 3.19: A plate sample with a dent only (a). Results show no reflection above the
noise level at any angle due to no crack being present (b). A plate sample with a dent and a
large crack (¢). Results show significantly higher reflection energy when the Rayleigh-Lamb
waves were incident at an angle close to broadside (d). A plate sample with a large crack
only (e). Results show highest reflection cnergy at normal incidence to the crack (f).



as the material thickness (see Appendix A). Since corrosion can be thought of as a
local material loss, it follows that mode velocities will change when passing through
a corroded area. They will either speed up or slow down, depending on the modes
and frequency-thickness product being used. Often several modes will propagate
simultaneously within a structure and will overlap each other if they share a similar
group velocity. As long as a frequency-thickness regime is chosen so that a single
mode is substantially faster than the rest and therefore arrives earlier, most of the
slower, jumbled modes can be windowed out of the signal. Key to utilizing Lamb
waves for SHM is understanding this dispersion-curve behavior since this is what
allows arrival time shifts to be correlated directly to material thickness changes.

In order to reliably identify these arrival time shifts in Lamb wave signals, we
again employ the dynamic wavelet fingerprint (DWFP) technique. The patterns in
DWFP images then allow us to identify particular Lamb wave modes and directly

track subtle shifts in their arrival times.

Experimental Setup

Apprentice shipbuilders fabricated a ‘T’-shaped plate sample made of 9.5 mm (3/8-
inch) thick mild steel for testing, shown in Figure 3.20. The sample was first ground
down slightly in several different areas on both the top and bottom surfaces to simulate
the effects of corrosion. The sample was then covered in yellow paint, and a l-inch
thick green foam layer was bonded to both the top and bottom surfaces. The sample
was intended to be representative of bulkhead sections found in active Navy ships.
Shear wave contact transducers in a parallel pitch/catch scanning configuration
were used to systematically scan the full length of the T-plate. A Matec® TB1000

pulser/receiver was paired with a Gage* CS8012a A/D digitizer to collect data. We

3Northborough, MA (http://www.matec.com/)
4Lockport, IL (http://www.gage~-applied.com/)
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(b)

Figure 3.20: A 9.5 mm (3/8-inch) thick steel bulkhead sample used in this analysis (a).
Several areas on the sample were ground down to introduce simulate wastage or corrosion.
The sample was then covered in yellow paint and then a 1 inch thick insulating layer of
green foam was bonded to the surface (b). In this picture, a section of the green foam has
been removed over one of the several underlying thinned regions.



selected a 0.78 MHz tone-burst excitation pulse for this inspection, giving a frequency-
thickness product of 7.4 MHz-mm. This corresponds to an area of the dispersion
curve where the S; mode is fastest and its group velocity is at a maximum, shown
in Figure 3.21. As the thickness of the plate decreases, i.e. a corroded region, the
frequency-thickness will decrease resulting in a shifted, slower S, group velocity and
therefore a later arrival time of the S mode. Because the entire T-plate sample was
covered in the thick foam insulation, we removed a narrow strip from the edges of
the plate in order to have direct contact between the transducers and the material.
The remaining foam was left on the sample for scanning. This insulation removal
could be avoided if transducers were bonded to the material during the construction
process. The transducers were stepped in parallel along opposing exposed edges of
the T-plate in 1 cm steps through 29 total locations, covering the full length of the
sample (projection 1). The sample was rotated 90° and the process was repeated for
the remaining two edges (projection 2). This is illustrated in Figure 3.22.

In order to extract mode arrivals from the raw waveforms, we used the DWFP
technique. We first filtered the raw waveforms with a 3rd-order Coiflets mother
wavelet. We then used the DWFP to generate 2D fingerprint images. These are
used to identify the features of interest, here the Sy mode arrival, in the signals.
Proper mode selection is especially important for this plate sample because of the
thick rubbery coating on each surface. Some modes are strongly attenuated by such
coatings, although we found that the S; mode was able to both propagate well and

detect the thinning flaws.

Results

The raw waveforms were converted to DWFP fingerprint images for analysis. The

mode of intcrest is the first arriving Sa, so the signals were windowed around the
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Figure 3.22: Scanning layout of the steel bulkhead section. Two transducers are stepped in
parallel down opposing edges of the sample, collecting a pitch/catch signal at each location
(top). Their orientation is then rotated 90° relative to the sample, and they are similarly
stepped down the remaining two edges of the sample (bottom).



expected S, arrival time in order to observe any changes due to damage. A raw
waveform is shown in Figure 3.23, with a windowed DWFP representation for both
an unflawed raypath as well as one that passes through a flaw on the test sample.
In each DWFP image, the red circle and corresponding red triangle indicate the
automatically identified S, arrival time, provided to the right of each image. It was
found that several areas along the length of the plate in each orientation had easily
identifiable changes in S mode arrival time from the 132.0 us arrival time for the
unflawed waveforms.

We can apply a simple threshold to these extracted mode arrival times, where any
waveforms with arrival times later than 134.0 us are labeled as “flawed”, and any that
arrive before this threshold are labeled as “unflawed”. Since we collected data along
two spatial directions in projections 1 and 2, we can map out the flawed vs. unflawed
raypaths geometrically and identify any hot-spots where raypaths in both orientations
identify a suspected flaw. This is illustrated in Figure 3.24, where “flawed” waveforms
from each projection are indicated by gray, and any spatial areas that indicated
“flaw” in both orientations highlighed in red. We also provide a photograph of the
actual sample with the foam insulation completely removed for final identification
of the flawed regions, indicated by the blue/white ovals in each subfigure. Excellent
agreement was found between the suspected flaw locations and the sample’s actual
flaws.

It should be noted that these results were collected by with transducers stepping
in parallel (keeping straight across from each other) in two orthogonal directions,
allowing us to do a reasonably good job of localizing and to some extent sizing the
flaws. Two of the expected flaw areas are over-sized and there is one ‘ghost flaw’
which isn’t actually present, but is due te an artifact of the ‘shadows’ created by two

alternate flaws. In order to more accurately localize and size flaws, it is necessary
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Figure 3.23: A raw Lamb wave signal (top) is first windowed around the region of interest,
here the first mode arrival time. DWFP images of this region can then be compared
directly between unflawed (middle) and flawed (bottom) signals. A simple tracking of the
mode arrival time can be applied, shown here as the red dot and triangle with corresponding
arrival time on the right of each image, allowing for identification of any flawed regions.
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Figure 3.24: Spatially overlaying the individual raypaths onto a grid of the bulkhead sample
and thresholding their first mode arrival time, we can sec agreement between our experi-
mentally identified “flawed” areas highlighted in red and the known thinned regions of the

plate identified by the blue (top) and white (bottom) ellipses.
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incorporate information from Lamb wave raypaths at other angles. The formal way

to do this is called Lamb wave tomography, which will be discussed in later sections.

3.3 Summary

In this chapter, we have demonstrated the usefulness of the dynamic wavelet finger-
printing technique for analysis of time-domain signals, with two specific applications
in the field of structural health monitoring provided. We have discussed the advan-
tages of time-frequency signal representations, and the specific subset associated with
time-scale wavelet transformations. We demonstrated how the DWFP technique can
be used to automatically identify differences between dents and subtle surface cracks
in aircraft-grade aluminum through a combination of pitch/catch and pulse/echo in-
spection configurations. Combined with straightforward image analysis techniques
identifying and tracking specific features of interest within these DWFP images, we
have shown how to implement a low-power, portable Rayleigh-Lamb wave inspec-
tion system for mapping flaws in airplane fuselages caused by incidental contact on
runways. Additionally, we have presented a similar approach for the identification
and localization of corrosion in marine structures. Even when the material is under-
neath a bonded layer of insulation, the guided wave modes were shown to reliably
propagate the full length of the sample without significant distortion of the wavelet
fingerprints. Multiple simulated corrosion regions were identified using DWFP image
analysis, again by identifying a specific feature of interest and tracking it.

These examples both make use of a DWFP feature identification technique, where
the feature identified is specific to the application at hand. This is an important point,
in that there is no one ‘magic’ feature we can identify that works across all applica-

tions. Here we had insight into the underlying physics of Lamb wave propagation,
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and were able to predict what types of features in the signals would correlate with
the changes we were interested in identifying, i.e. changes in mode arrival time or
structure due to some form of material damage. For many time-domain signals we
either do not have prior knowledge of expected signal changes, or they are too compli-
cated for analytical solutions that might provide insight into the physical interaction
at hand. The DWFP analysis technique provides enough freedom for generating and
isolating useful features of interest, however only an exhaustive search would guar-
antee the inclusion of the best features for a given application. Additionally, some
feature changes may not be related to their position in time. For example, the shape of
the fingerprint itself may change as a result of some physical interaction. Advanced
processing techniques are therefore required for use in conjunction with the power
behind the DWFP image representation. In the next chapter, we apply this DWFP
framework to RFID signal analysis and introduce pattern classification routines to

distinguish between extracted DWFP features.
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Chapter 4

Classification of Radio-Frequency
Identification (RFID) Tags with

Wavelet Fingerprinting

4.1 Introduction

Radio frequency identification (RFID) tags are widespread throughout the modern
world, commonly used in retail, aviation, health care, and logistics [92]. As the price
of RFID technology decreases with advancements in manufacturing techniques [93],
new implementations of RFID technology will continue to arise. The embedding of
RFID technology into currency, for example, is being developed overseas to poten-
tially cut down on counterfeiting [94]. Naturally, the security of these RF devices has
become a primary concern. Using techniques that range in complexity from simple
eavesdropping to reverse engineering [95], researchers have shown authentication vul-
nerabilities in a wide range of current RFID applications for personal identification

and security purposes, with successful cloning attacks made on proximity cards [96],
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credit cards [97], and even electronic passports [98].

Basic passive RFID tags, which lack the resources to perform most forms of cryp-
tographic security measures, are especially susceptible to privacy and authentication
attacks because they have no explicit counterfeiting protections built in. These low-
cost tags are the type found in most retail applications, where the low price favors
the large quantity of tags required. One implementation of passive RFID tags is to
act as a replacement for barcodes. Instead of relaying a sequence of numbers identi-
fying only the type of object a barcode is attached to, RFID tags use an Electronic
Product Code (EPC) containing not only information about the type of object, but
also a unique serial number used to individually distinguish the object. RFID tags
also eliminate the need for line-of-sight scanning that barcodes have, avoiding scan-
ning orientation requirements. In a retail setting, these RFID rags are being explored
for point-of-sale terminals capable of scanning all items in a passing shopping cart
simultaneously [99]. Without security measures, however, it is straightforward to
surreptitiously obtain the memory content of these basic RFID tags and reproduce a
cloned signal [100].

An emerging subset of RFID short-range wireless communication technology is
near field communication (NFC), operating within the high-frequency RFID band at
13.56 MHz. Compatible with already existing RFID infrastructures, NFC involves
an initiator that gencrates an RF field and a passive target, although interactions
between two powered devices are possible. The smartphone industry is one of the
leading areas for NFC research, as many manufacturers have begun putting NFC
technology to their products. With applications enabling users to pay for items such as
groceries and subway tickets by waving their phone in front a machine, NFC payment
systems are an attractive alternative to the multitude of credit cards available today

[101]. Similarly, NFC-equipped mobile phones are being explored for use as boarding
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passes, where the passenger can swipe their handset like a card, even when its batteries
are dead [102].

A variety of approaches exist to solve this problem of RFID signal authentication,
in which an RFID system identifies an RFID tag as being legitimate as opposed to a
fraudulent copy. One such method involves the introduction of alternate tag-reader
protocols, including the installation of a random number generator in the reader and
tag [103], a physical proximity measure when scanning multiple tags simultaneously
[104], or re-purposing the kill PIN in an RFID tag, which normally authorizes the
deactivation of the tag [105].

Rather than changing the current tag-reader protocols, we approach this issue of
RFID tag authentication by applying a wavelet-based RF fingerprinting technique,
utilizing the physical layer of RF communication. The goal is to identify unique
signatures in the RF signal that provide hardware specific information. First pi-
oneered to identify cellular phones by their transmission characteristics [106], RF
fingerprinting has been recently explored for wireless networking devices [107], wired
Ethernet cards [108], universal software radio peripherals (USRP) [109] and RFID
devices [64,110-112].

Our work builds on that of Bertoncini et al. [64]. in which a classification rou-
tine was developed using a novel wavelet-based feature set to identify 150 RFID tags
collected with fixed tag orientation and distance relative to the reader with RF shield-
ing. That data set, however, was collected in an artificially protected environment
and did not include physical proximity variations relative to the reader, one of the
most commonly exploited benefits of RFID technology over existing barcodes. The
resulting classifier performance therefore can’t be expected to translate to real-world
situations. Our goal is to collect signals from a set of 40 RFID tags with identical

Electronic Product Codes (EPC) at a variety of orientation and RFID reader frequen-
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cies as well as over several days to test the robustness of the classifier. The effects of
tag damage in the form of water submersion and physical crumpling are also briefly
explored. Unlike Bertoncini et al., we use a low-cost USRP to record the RF signals in
an unshielded RF environment, resulting in more realistic conditions and SNR values

than previously examined.

4.2 Classification Overview

The application of pattern classification for individual RFID tag identification begins
with data collection, where each individual RFID tag is read and the EPC regions are
windowed and extracted from all of the tag-reader events. A feature space is formed by
collecting a variety of measurements from each of the EPC regions. Feature selection
then reduces this feature space to a more optimal subset, removing irrelevant features.
Once a data set has been finalized, it is then split into training and testing sets via a
resampling algorithm, and the classifier is trained on the training set and tested on
the testing set. The classifier output is used to predict a finalized class label for the
testing set, and the classifier’s performance can be evaluated.

Each tag is given an individual class label, however we are only interested in
whether or not a new signal corresponds to an EPC from the specific tag of interest.
The goal for this application is to identify false, cloned signals trying to emulate the
original tag. We therefore implement a binary one-against-one classification routine,
where we consider one individual tag at a time (the classifier tag), and all other tags
(the testing tags) are tested against it one at a time. This assigns one of two labels
to a testing signal, either w = 1 declaring that the signal corresponds to an EPC
from the classifier tag, or w = —1 indicating that the signal does not correspond to

an EPC from the classifier tag.
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4.3 Materials and Methods

Avery-Dennison AD-612 RFID tags were used in this study, which follow the EPC-
global UHF Class 1 Generation 2 (EPCGen2) standards [113]. There were 40 in-
dividual RFID tags available, labeled AD01, AD02,..., AD40. The experimental
procedure involves writing the same EPC code onto each tag with a Thing Magic
Mercury 5e RFID Reader! paired with an omni-directional antenna (Laird Technolo-
gies?). Stand-alone RFID readers sold today perform all of the signal amplification,
modulation/demodulation, mixing, etc. in special-purpose hardware. While this is
beneficial for standard RFID use where only the demodulated EPC is of interest, it
is inadequate for our research because we seek to extract the raw EPC RF signal.
Preliminary work [64] collected raw RF signals through a vector signal analyzer
recording 327.50 ms of data at a 3.2 MHz sampling frequency, a laboratory-grade
instrument often used in the design and testing of electronic devices. While the
vector signal analyzer proved useful for data collection in the preliminary work, it is
not a practical tool that could be implemented in real-world applications. We thus
explore the use of an alternate RF signal recording device, a software-defined radio
(SDR) system. Software-defined radios are beneficial over standard RFID units as
they contain their own A/D converters and the majority of their signal processing
is software controlled, allowing them to transmit and receive a wide variety of radio
protocols based solely on the software used. The SDR system used here is from the
Universal Software Radio Peripheral (USRP) family of products developed by Ettus
Research LLC3, specifically the USRP2, paired with a GnuRadio [114] interface. With

board schemes and open source drivers widely available, the flexibility of the USRP

!Cambridge, MA (http://vwww.thingmagic.com)
2St Lonis, MI (http://www.lairdtech.com)
3Mountain View, CA (http://www.ettus.com)
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system provides a simple and effective solution for our RF interface.

RFID

\

Mercury 5e W
RFID Reader

Figure 4.1: Experimental setup for RFID data collection is shown, with the RFID reader,
tag, antenna, connection to the VSA, and USRP2 software defined radio.

Data was collected in two separate sessions: the first taking place in an environ-
ment that was electromagnetically-shielded over the span of a week, and the second
without any shielding taking place at William and Mary (W&M) over the span of
two weeks. The first session included twenty-five individual AD-612 RFID tags la-
beled ADO1 — AD25. The same EPC code was first written onto each tag with the
Thing Magic Mercury 5e RFID Reader, and no further modifications were performed
to the tags. Data was collected by placing one tag at a time in a fixed position
near the antenna. Tag transmission events were recorded for 3 seconds for each tag
using the USRP2, saving all data as a MATLAB format. Each tag was recorded
at three different RFID reader operating frequencies (902, 915, and 928 MHz), with
three tag orientations relative to the antenna being used at each [requency {parallel

(PL). upside-down (UD), and a 45° oblique angle (OB)). The second session of data
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collection at W&M included a second, independent set of fifteen AD-612 RFID tags
labeled AD26 — AD40. Simtilar to before, the same EPC code was first written onto
each tag with the Thing Magic Mercury 5¢ RFID Reader.

The second session was different from the first in that the tags were no longer
in a fixed position relative to the antenna, but rather simply held by hand near the
antenna. This introduces additional variability into the individual tag-reader events
throughout each signal recording. Tag transmission events were again recorded for 3
seconds for each tag. Data was collected at a single operating frequency (902 MHz)
with a constant orientation relative to the antenna (parallel (PL)), however data was
collected on four separate days allowing for environmental variation (temperature,
humidity, etc.). These tags were then split into two subsets, one of which was used
for a water damage study while the other was used for a physical damage study. For
the water damage, tags AD26 — AD32 were submerged in water for three hours, at
which point they were patted dry and used to record data (labeled as Wet). They
were then allowed to dry overnight, and again used to record data (Wet-to-Dry). For
the physical damage, tags AD33 — AD40 were first lightly crumpled by hand (Light
Damage) and subsequently heavily crumpled (Heavy Damage). Pictures of the tag
orientation variations as well as the tag damage can be seen in Figure 4.2.

From these data sets, four separate studies were performed. First, a frequency
comparison was run in which the three operating frequencies were used as training
and testing data sets for the classifiers, collected while maintaining a constant PL
orientation. Second, an orientation comparison was performed in which the three
tag orientations were used as training and testing data sets, collected at a constant
902 MHz operating frequency. Third, the four days worth of constant PL and 902
MHz hand-held recordings were used as training and testing data sets. Finally, the

classifiers were trained on the four days’ worth of recordings, and the additional
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(a) Parallel (PL) (b) Oblique (OB) (c) Upside-down (UD)

(d) Water Damage (e) Light Damage {f} Heavy Damage

Figure 4.2: Tag orientations used for data collection. Parallel (PL) (a), oblique (OB) (b), and upside-down (UD) (c) can be seen,
named because of the tag position relative to the antenna. Real-world degradation was also applied to the tags in the form of
water submersion (d), as well as both light (e) and heavy (f) physical deformation.



damage data sets were used as testing sets. The specific tags used for each comparison
are summarized in Table 4.1.

Table 4.1: There were 40 individual Avery-Dennison AD 612 RFID tags used for this study,
split into z subsets D, for the various comparisons. Tag numbers 7; are given for each
comparison.

Comparison Type D, Tags Used (7;)
Frequency Variations 902, 915, 928 MHz 1=1,...,25
Orientation Variations PL, UD, OB i=1,...,25

Different Day Recordings Day 1, 2, 3,4 1=26,...,40
Water Damage Wet, Wet-to-dry t=26,...,32
Physical Damage Light, Heavy damage 1 =33,...,40

4.4 EPC Extraction

In most RFID applications, the RFID reader only has a few seconds to identify a
specific tag. For example, consumers would not want a car’s key-less entry system
that required the user to stand next to the car for half a minute while it interrogated
the tag. Rather, the user expects access to their car within a second or two of being
within the signal’s range. These short transmission times result in only a handful of
individual EPCs being transmitted, making it important that each one is extracted
efficiently and accurately.

In our data set, each tag’s raw recording is a roughly 3 second tag-to-reader
communication. During this time there is continuous communication between the
antenna and any RFID tags within range. This continuous communication is com-
posed of repeated individual tag-reader (T<>R) events. The structure and duration of
each T&R event is pre-defined by the specific protocols used. The AD-612 RFID tags
are built to use the EPCGen2 protocols [113], so we can use the inherent structure

within these protocols to automatically extract the EPCs within each signal.
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Previous attempts at identifying the individual EPC codes within the raw signals
involved a fixed-window cross-correlation approach, where a manually extracted EPC
region was required for comparison [64]. With smart window sizing, this approach
can identify the majority of EPC regions within a signal. As the communication
period is shortened and the number of EPCs contained in each recording decreases,
however, this technique becomes insufficient.

We have developed an alternative technique that automatically identifies compo-
nents of the EPCGen2 communication protocols. The new extraction algorithm is
outlined in Program 1, with a detailed explanation to follow. It should be noted
that the region identified as [EPC+] is a region of the signal that is composed of a
preamble which initiates the transmission, a protocol-control element, the EPC itself,
as well as a final 16-bit cyclic-redundancy check.

The first step in the EPC extraction routine is to window each raw signal by locat-
ing the portions that occur between reader transmission repetitions. These periods
of no transmission are referred to here as “downtime” regions. These are the portions
of the signal during which the RFID reader is not communicating with the tag at
all. An amplitude threshold is sufficient to locate the downtime regions, which divide
the raw signal into separate sections, each of which contains several individual T<R
events. There is another short ‘dead’ zone between each individual T<R event where
the RFID reader stops transmitting briefly. Because of this, the upper envelope of
the active communication region is taken and another amplitude threshold is applied
to identify these dead zones, further windowing the signal into its individual TR
evernts.

Each individual T&R event is then processed to extract the individual [EPC+]
region within. First, the envelope of the T&R event is taken, which highlights the

back-and-forth communicating between the tag and the RFID reader. The [EPC+]
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Program 1 The EPC extraction routine used to find the EPC regions of interest for
analysis.

For each tag AD01-ADA40 {
Raw recorded signal is sent to getEPC.m
o Find and window “downtime” regions between tag/reader
communication periods
o Envelope windowed sections, identify individual T<R events
For each T<>R event
e Envelope the signal, locate flat [EPC+]
region
e Set start/finish bounds on [EPC+]
e Return extracted [EPC+] regions
Each extracted [EPC+] is sent to windowEPC.m
o Generate artificial Miller (M=4) modulated preamble
o Locate preamble in recorded signal via cross-correlation
o Identify all subsequent Miller (M=4) basis functions via cross-
correlation
o Extract corresponding bit values
o Verify extracted bit sequence matches known EPC bit sequence
o Return start/end locations of EPC region
Save EPC regions




region, being the longest in time duration out of all the communication, is relatively
consistent in amplitude compared to the up-and-down structure of the signal. There-
fore, a region is located that mecets a flatness as well as time duration requircments
corresponding to this [EPC+]. Once this [EPC+] region is found, an error check is
applied that envelopes the region and checks this envelope for outliers that would
indicate an incorrectly-chosen area.

The next step in this process is to extract the actual EPC from the larger [EPC+]
region. For all Class 1 Gen 2 EPCs, the tags encode the backscattered data using ei-
ther FMO baseband or Miller modulation of a subcarrier, the encoding choice made by
the reader. The Thing Magic Mercury 5e RFID Reader uses Miller (M=4) encoding,
the basis functions of which can be seen in Figure 4.3. The Miller (M=4) preamble is
then simulated and cross correlated with the [EPC+] region to determine its location
within. From the end of the preamble, the signal is broken up into individual bits,
and cross correlation is used to determine which bits are present for the remainder
of the signal (positive or negative, 0 or 1). Upon completion, the bit sequence is
compared to a second known bit sequence generated from the output of the RFID
reader’s serial log for verification, shown in Table 4.2. The bounds of this verified
bit sequence are then used to window the [EPC+| region down to the EPC only. A
single TR event as well as a close-up of a [EPC+] region can be seen in Figure 4.4.

The goal of the classifier is to identify individual RFID tags despite the fact that all
the tags are of the same type, from the same manufacturer, and written with the same
EPC. The raw RFID signal s(¢) is complex-valued, so an amplitude representation
a(t) is used for the raw signal [115]. An ‘optimal’ version of our signal was also
reverse-engineered using the known Miller (M=4) encoding methods, labeled sy(¢).

We then sublract the raw signal from the optimal representation, producing an EPC
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Figure 4.3: Excerpt from the EPC Class 1 Gen 2 Protocols showing the Miller basis functions
and a generator state diagram [113].
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lighted in gray (a). Close-up view of a single [EPC+] region with the EPC itself highlighted
in gray (b).
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Table 4.2: Thing Magic Mercury 5e RFID Reader Serial Log

(17:05:31.625 - TX(63)): 00 29 CRC:1D26

(17:05:31.671 - RX(63)): 04 29 00 00 00 00 00 01 CRC:9756

(17:05:31.671 - TX(64)): 03 29 00 07 00 CRC:F322

(17:05:31.718 - RX(64)): 19 29 00 00 00 07 00 01 07 72 22 00 80 30 00
30 08 33 B2 DD D9 01 40 35 05 00 00 42 E7 CRC:4F31

(17:05:31.734 - TX(65)): 00 2A CRC:1D25

(17:05:31.765 - RX(65)): 00 2A 00 00 CRC:01E8

(17:05:31.765 - TX(66)): 00 2A CRC:1D25

(17:05:31.796 - RX(66)): 00 2A 00 00 CRC:01E8

(17:05:31.796 - TX(67)): 05 22 00 00 00 00 FA CRC:0845

(17:05:32.093 - RX(67)): 04 22 00 00 00 00 00 01 CRC:7BA9

(17:05:32.003 - TX(68)): 00 29 CRC:1D26

(17:05:32.140 - RX(68)): 04 29 00 00 00 00 00 01 CRC:9756

(17:05:32.140 - TX(69)): 03 29 00 07 00 CRC:F322

(17:05:32.187 - RX(69)): 19 29 00 00 00 07 00 01 07 72 22 00 80 30 00
30 08 33 B2 DD D9 01 40 35 05 00 00 42 E7 CRC:4F31

(17:05:32.203 - TX(70)): 00 2A CRC:1D25

(17:05:32.234 - RX(70)): 00 2A 00 00 CRC:01E8

(17:05:32.234 - TX(71)): 00 2A CRC:1D25

(17:05:32.265 - RX(71)): 00 2A 00 00 CRC:01ES

EPC code (in hex) is in bold.
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error signal as well, labeled egpc. These are summarized by:

s(t) = r(t) +ict)
a(t) = V7220 + () (4.1)

eppc(t) = so(t) — s(t)

This signal processing step of reducing the complex-valued s(t) to either a(t) or
eepc(t) will be referred to as EPC compression. A signal that has been compressed
using either one of these methods will be denoted §(¢) for generality. Figure 4.5

compares the different EPC compression results on a typical complex RFID signal.

4.5 Feature Generation

For each RFID tag 7;, where 7 is indexed according to the range given in Table 4.1, the
EPC extraction routine produces N-many different EPCs 3§, ;(t), j = 1,.... N. Four
different methods are then used to extract features from these signals: Dynamic
Wavelet Fingerprinting (DWFP), Wavelet Packet Decomposition (WPD), higher-
order statistics, and Mellin transform statistics. Using these methods, M feature
values are extracted which make up the feature vector X = z;;4, k= 1,.... M. It
should be noted here that due to the computation time required to perform this anal-
ysis, the computer algorithms were adapted to run on William and Mary’s Scientific

Computer Cluster?.

DWFP

The DWFP technique described in Section 3.1.1 are used to generate a subset of the

features used for classification. Wavelet-based measurements provide the ability to

‘http://www.compsci.wm.edu/SciClone/
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Figure 4.5: The different EPC compression techniques are shown here, displaying the real
r(t) and imaginary c¢(t) components of a raw [EPC+] region (black and gray, respectively,
top), the amplitude a(t) (middle), and the EPC error egpc(t) (bottom). The EPC portion
of the [EPC+] signal is bound by vertical red dotted lines.
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decompose noisy and complex information and patterns into elementary components.
To summarize this process, the DWFP technique first applies a continuous wavelet
transform on each original time domain signal §; ;(¢) [37]. The resulting coefficients
are then used to generate!“ﬁngerprint”-type images [, j(a,b) that are coincident in
time with the raw signal. Mother wavelets used in this study include the Daubechies-
3 (db3), Symelet-5 (symb), and Meyer (meyr) wavelets, chosen based on preliminary
results.

Since pattern classification uses one-dimensional feature vectors to develop deci-
sion boundaries for each group of observations, the dimension of the binary fingerprint
images I; ;j(a,b) that are generated for each EPC signal needs to be reduced. A sub-
set of v individual values that best represent the signals for classification will be
selected. The number v (v < M) of DWFP features to select is arbitrary, and can be
adjusted based on memory requirements and computation time restraints. For this
RFID application, we consider all cases of v € [1, 5,10, 15, 20, 50, 75, 100].

Using standard MATLAB routines®, the feature extraction process consists of

several steps:
1. Label each binary image with individual values for all sets of connected pixels.

2. Re-label concentric objects centered around a common area (useful for the ring-

like features found in the fingerprints).
3. Apply thresholds to remove any insignificant objects in the images.
4. Extract features from each labeled object.

5. Linearly interpolate in time between individual fingerprint locations to generate

a smoothed array of feature values.

SMATLAB'’s Image Processing Toolbox (MATLAB, 2008, The Mathworks, Natick, MA.).
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6. Identify points in time where the feature values are consistent among individual

RFID tags yet separable between different tags.

The binary nature of the images allows us to consider each pixel of the image as
having a value of either 1 or 0. The pixels with a value of 0 can be thought of as
the background, while pixels with an value of 1 can be though of as the significant
pixels. The first step in feature extraction is to assign individual labels to each set
of 8-connected components in the image [116], demonstrated in Figure 4.6. Since
the fingerprints are often concentric shapes, different concentric “rings” are often not
connected to each other, but still are components of the same fingerprint object.
Therefore, the second step in the process is to re-label groups of concentric objects
using their center of mass, which is the average time-coordinate of each pixel, demon-
strated in Figure 4.7. The third step in the feature extraction process is to remove
any fingerprint objects from the image whose area (sum of the pixels) is below a
particular threshold. Objects that are too small for the computations in later steps
are removed, however this threshold is subjective and depends on the mother wavelet
used.

At this point in the processing, the image is ready for features to be generated.
Twenty-two measurements are made on each remaining fingerprint object, including
the area, centroid, diameter of a circle with the same area, Euler number, convex im-
age, solidity, coefficients of 2°¢ and 4** degree polynomials fit to the fingerprint bound-
ary, as well as major/minor axis length, eccentricity, and orientation of an ellipse that
has the same normalized second central moment as the fingerprint. For more details
on these features, see Reference [63]. The property measurements result in a sparse
property array P;;n(t], where n represents the property index n = 1,...,22, since
each extracted value is matched to the time value of the corresponding fingerprint’s

center of mass. Therefore, these sparse property vectors are linearly interpolated to
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Figure 4.6: An example of 8-connectivity (a) and its application on a binary image (b).
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Figure 4.7: An example of the fingerprint labeling process. The components of the binary
image (a) and the resulting 8-connected components (b), where each label index corresponds
to a different index on the ’hot’ colormap in this image. Concentric objects are then re-
labeled {c). resulting in unique labels for each individual fingerprint object, shown here as
orange and white fingerprint objects for clarity.
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produce a smoothed vector of property values, P; ; »(t). This process is shown for a
typical time-domain EPC signal in Figure 4.8.

Once an array of fingerprint features for each EPC has been generated, it still
needs to be reduced into a single vector of v-many values to be used for classification.
Without this reduction, not only is the feature set too large to process even on a
computing cluster, but most of the information contained within it is redundant.
Since we are implementing a one-against-one classification scheme, where one testing
tag (7;) will be compared against features designed to identify one classifier tag (7.),
we are looking for features values that are consistent among each individual RFID
tag, yet separable between different tags.

First, the dimensionality of the property array is reduced by calculating the inter-

tag mean property value for each tag 7,
1
pin(t) = H > Pijnlt). (4.2)
J

Each inter-tag mean vector is then normalized to the range [0, 1]. Next, the difference
in inter-tag mean vectors for property n are considered for all binary combinations of
tags Ti,, Ti,y,

dn(t) = I“ihn(t) - iu‘iz.,n(t)l for 1,12 €1 (43)

for values of i shown in Table 4.1. We are left with a single vector representing the
average intra-class difference in property n values as a function of time.

Similarly, we compute the standard deviation within each class,

7unlt) = [ 77 32 (Puss(t) = a0 (44)

We next identify the maximum value of standard deviation among all tags 7; at each
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Figure 4.8: The DWFP is applied to an EPC signal 3; j(¢), shown in gray (a). A close-up of
the signal is shown for clarity (b), from which the fingerprint image (c) is generated, shown
here with white peaks and gray valleys for distinction. Each fingerprint object is individually
labeled and localized in both time and scale (d). A variety of measures are extracted from
each fingerprint and interpolated in time, including the area of the on-pixels for each object
(e), as well as the coefficients of a fourth-order polynomial (p1x? + pax® + p32? + paz + ps)
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fit to the boundary of each fingerprint object, with coeflicients p; shown here (f).
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point in time ¢, essentially taking the upper envelope of all values of o, ,,(¢),
on(t) = max (gin(t)). (4.5)

Times t,,, where m = 1,..., v, are then identified for each property n at which the the
average intra-class difference d,(t,,) is high while the inter-class standard deviation

on(tn,) remains low. The resulting DWFP feature vector for EPC signal §; ;(¢) is
Tijkm = Pignm(tm)-

Wavelet Packet Decomposition

Another wavelet-based feature used in classification is generated by Wavelet Packet
Decomposition [25]. First, each EPC signal is filtered using a stationary wavelet
transform and removing the first 3 levels of detail as well as the highest approximation
level. A Wavelet Packet Transform (WPT) is applied to the filtered waveform with
a specified mother wavelet and the number of levels to decompose the waveform,
generating a tree of coefficients similar in nature to the continuous wavelet transform.
From the WPT tree, a vector containing the percentages of energy corresponding to
the T terminal nodes of the tree is computed, known as the wavelet packet energy.
Because the WPT is an orthonormal transform, the entire energy of the signal is
preserved in these terminal nodes [117]. The energy matrix E; for each RFID tag 7;

for can then be represented as

E; = [eu, €24, .. ’eN,i] (4-6)
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where N is the number of EPCs extracted from tag 7;, and e, ;[b] is the energy from
bin number b = 1,...,T of the energy map for signal j = 1,..., N. Singular value

decomposition is then applied to each energy matrix £;:

where U, is composed of T-element left singular column vectors uy;

Ui = [u13, U2, .-, Uz, ] - (4.8)

The T; matrix is a T x N singular value matrix. The row space and nullspace of E;
are defined in the N x N matrix V;*, and are not used in the analysis of the energy
maps. For the energy matrices F;, we found that there was a dominant singular value
relative to the second highest singular value, implying that there was a dominant
representative energy vector corresponding to the first singular vector u; ;. From the
set of all singular vectors u;, the significant bins that have energies above a given
threshold are identified. The threshold is lowered until all the vectors return a com-
mon significant bin. Finally, the WPT elements corresponding to the extracted bin
are used as features. In the case of multiple bins being selected, all corresponding
WPT elements are included in the feature set. Wavelet packet decomposition uses
redundant basis functions and can therefore provide arbitrary time-frequency resolu-
tion details, improving upon the wavelet transform when analyzing signals containing

close, high frequency components.

Statistical Features

Several statistical features were generated from the raw EPC signals §; ;(¢) [20]:
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1. The mean of the raw signal

1 A
Hid = T D 8i5()
t
where |§| is the length of 3, ;(¢t)

2. The maximum cross-correlation of §; ;(¢) with another EPC from the same tag,

8 k(t), where 7; = 7
max (Z 8505kt + T))
¢

3. The Shannon entropy
> 8,0 In(3E(8)

t

4. The unbiased sample variance

1 .
-1 Z(s,,,-(t) ~ fig)?

t

5. The skewness (third central moment)
= S (0) ~ )’
al;18l 4 e ”]
6. The kurtosis (fourth central moment)
e = =5 D (8(0) — e y)*
J Uﬁ]’ |§I - J +J

Statistical moments provide insight by highlighting outliers due to any specific flaw-

type signatures found in the data.
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Mellin Features

The Mellin transform is an integral transform, closely related to the Fourier transform
and the Laplace transform, that can represent a signal in terms of a physical attribute

similar to frequency known as scale. The 8-Mellin transform is defined as [119]

M(p) = /Om.é(t)tl’“l dt, (4.9)

for the complex variable p = —jc + 3, with fixed parameter 8 € R and independent
variable ¢ € R. This variation of the Mellin transform is used because the 3 parameter
allows for the selection of a variety of more specific transforms. In the case of 8 =
1/2, this becomes a scale-invariant transform, meaning invariant to compression or
expansion of the time axis while preserving signal energy, defined on the vertical line

p = —jc+ 1/2. This scale transform is defined as

1 [ .
Df(c)=E/0 3(t)el—7e-1/Dnt gy (4.10)

This transform has the key property of scale invariance, which means that 3§’ is a scaled
version of a function §, they will have the same transform magnitude. Variations in
each RFID tag’s local oscillator can lead to slight but measurable differences in the
frequency of the returned RF signal, effectively scaling the signal. Zanetti et al. call
this the time interval error (TIE), and extract the TIE directly to use as a feature for
individual tag classification [111]. We observed this slight scaling effect in our data
and therefore explore the use of a scale-invariant feature extraction technique.

The Mellin transform’s relationship with the Fourier transform can be highlighted
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by setting 3 = 0, which results in a logarithmic-time Fourier transform:

Ms(c) = [m§(t)e—jc(1“t) d(Int). (4.11)

oC

Similarly, the scale transform of a function 5(¢) can be defined using the Fourier

transform of g(t) = s(e'):

My(c) = / " g(ye i d() = Flg(t)). (4.12)

o

References [119,120] discuss the complexities associated with discretizing the fast
Mellin transform (FMT) algorithm, as well as provide a MATLAB-based implemen-
tation®. The first step in implementing this is to define both an exponential sampling
step along with the number of samples needed for a given signal in order to ex-
ponentially resample it, an example of which can be seen in Figure 4.9. Once the
exponential axis has been defined, an exponential point-by-point multiplication with
the original signal is performed. A fast Fourier transform (FFT) is then computed,
followed by an energy normalization step. This process is summarized in Figure 4.10.

Once the Mellin transform is computed, features are extracted from the resulting
Mellin domain including the mean of the Mellin transform, as well as the standard de-
viation, the variance, the second central moment, the Shannon entropy, the kurtosis,

and the skewness of the mean-removed Mellin transform [22,23].

4.6 Classifier Design

Since the goal of our classification routine is to distinguish individual RFID tags from

nominally identical copies, cach individual RFID tag is assigned a unique class label.
Y Y y S S “1

Shttp://profs.sci.univr.it /~desena/FMT
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—
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Figure 4.9: An example of uniform sampling (in blue, top) and exponential sampling (in
red, bottom).
This results in a multiclass problem, with the number of classes being equivalent
to the number of tags being compared. There are two main methods which can
be used to address multiclass problems. The first uses classifiers that have multi-
dimensional discriminant functions, which often output classification probabilities for
each test object that then need to be reduced for a final classification decision. The
second method uses a binary comparison between all possible pairs of classes utilizing
a two-class discriminant function, with a voting procedure used to determine final
classification. We have discussed in Section 4.2 our choice of the binary classification
approach, allowing us to include intrinsically two-class discriminants in our analysis.
Therefore, only two tags will be considered against each other at a time, a classifier
tag 7. € Dgr and a testing tag 7, € Dr, where Dg represents the training data set
used and Dy the testing data set, outlined in Table 4.1.

For each binary combination of tags (7., 7;), a training set (R) is generated com-
posed of feature vectors from k-many EPCs associated with tags 7, and 7; from data

set Dp. Corresponding known labels (wi) are wy = 1 when k € ¢, and wy = —1 when
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Figure 4.10: A raw EPC signal s;;(t) (top, left), the exponentially resampled axis (top,
right), the signal resampled according to the exponential axis (middle, left), this same
signal after point-by-point multiplication of the exponential axis (middle, right), and the
resulting Mellin domain representation (bottom).
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k € t. The testing set (T) is composed of feature vectors of tag 7; only from data
set Dr, where predicted labels are denoted y; = £1. In other words, the classifier is
trained on data from both tags in the training data set and tested on the testing tag
only from the testing data set. When Dg = D7, which means the classifier is trained
and tested on the same data set, a holdout algorithm is used to split the data into R
and T [63].

The problem of class imbalance, where the class labels wy are unequally distributed
(i.e. |wg = 1] > |wg = —1, or vice versa), can affect classifier performance and has
been a topic of further study by several researchers {121 123|. While the number of
EPCs extracted from each tag here does not present a significant natural imbalance
as all recordings are approximately the same length in time, it is not necessarily true
that the natural distribution between classes, or even a perfect 50:50 distribution, are
ideal. To explore the effect of class imbalance on the classifier performance, a variable
p is introduced here, defined as

ek = -1

p ke R (4.13)

T ue =1

This variable defines the ratio of negative versus positive EPC labels in R, with
p € Z*. When p = 1, the training set T contains an equal number of EPCs from tags
T. as it does 7; where under-sampling is used as necessary for equality. As p increases,
additional tags are included at random from 7,,,m # ¢, t with w,, = —1 until p is
satisfied. When all of the tags in Dg are included in the training set, p is denoted as
‘all’.

The process of selecting which classifiers to use is a difficult problem. The No Free
Lunch Theorem states that there is no inherently best classifier for a particular ap-

plication, and often times in practice several classifiers are compared and contrasted.

94



As previously discussed, there exists a hierarchy of possible choices that are applica-
tion dependent. We have previously determined that supervised, statistical pattern
classification techniques using both parametric and nonparametric probability-based
classifiers are appropriate for consideration.

For parametric classifiers, we include a linear classifier using normal densities
(LDC) and a quadratic classifier using normal densities (QDC). For nonparametric
classifiers, we include a k-nearest-neighbor classifier (KNNC) for £ = 1,2,3, and a
linear support vector machine (SVM) classifier. The mathematical explanations for
these classifiers can be found in [1,2,4-6,9,124-127]. For implementation of these
classifier functions, we use routines from the MATLAB toolbox PRTools [126].

For the above classifiers that output densities, a function is applied that converts
the output to a proper confidence interval, where the sum of the outcomes is one for
every test object. This allows for comparison between classifier outputs. Since each
EPC’s feature vector is assigned a confidence value for each class, the final label is

decided by the highest confidence of all the classes.

4.7 Classifier Evaluation

Since we have implemented a binary classification algorithm, a confusion matrix
L(c, t), where 7, is the classifier tag and 7; is the testing tag, can be used to view the
results of a given classifier. Each entry in a confusion matrix represents the number
of EPCs from the testing tag that are labeled as the classifier tag, denoted by a label

of y; = 1, and is given by

ly, =1
Lc.t) = lylly,l | when 7, € R,, €T (4.14)




A perfect classifier would therefore have values of £L = 1 whenever 7, = 7, (on the
diagonal) and values of £ = 0 when 7. # 7; (off-diagonal). Given the number of clas-
sifier configuration parameters used in this study, it does not make sense to compare
individual confusion matrices to each other to determine classifier performance. Each
entry of the confusion matrix is a measure of the number of EPCs from each testing
set that are determined to belong to each possible training class. We can therefore
apply a threshold h to each confusion matrix, where the value of h lies within the
range [0,1]. All confusion matrix entries that are above this threshold are positive
matches for class membership, and all entries below the threshold are identified as
negative matches for class membership. It follows that we can determine the number
of false positive (f;), false negative, (f.), true positive(t,), and true negative (¢_)

rates for each confusion matrix, given by

J+(h) = |L(c,t) > hl,c#t
to(h) = |Lc,t) > hl,c=t
+(h) |£(c,t) > Al (4.15)
f-(h) = |L(c,t) < hl,c=1t
() = IL(e,t) < Al # ¢
From these values, we can calculate the sensitivity (x) and specificity (¢),
— t+(h)
x(h) = t+(h;+(’fl)_(h) (4.16)
t_
v(h) = Twnim

The concept of sensitivity and specificity values is inherent in binary classification,
where testing data is identified as either a positive or negative match for cach possible
class. High values of sensitivity indicate that the classifier successfully classified most

of the testing tags whenever the testing tag and classifier tag were the same, while
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high values of specificity indicate that the classifier successfully classified most of the
testing tags being different than the classifier tag whenever the testing tag and the
classifier tag were not the same. Since sensitivity and specificity are functions of the
threshold A, they can be plotted with sensitivity (x(h)) on the y-axis and 1—specificity
(1 — 9(h)) on the z-axis for 0 < h < 1 in what is known as a receiver operatic
characteristic (ROC) [128]. The resulting curve on the ROC plane is essentially a
summary of the sensitivity and specificity of a binary classifier as the threshold for
discrimination changes. Points on the diagonal line y = x represent a result as good as
random guessing, where classifiers performing better than chance have curves above
the diagonal in the upper left-hand corner of the plane. The point (0, 1) corresponding
to x = 1 and 9 = 1 represents perfect classification.

The area under each classifier’s ROC curve (JAUC|) is a common measure of a
classifier’s performance, and is calculated in practice using simple trapezoidal inte-
gration. Higher |AUC| values generally correspond to classifiers with better perfor-
mance [129]. This is not a strict rule, however, as a classifier with a higher |[AUC]
may perform worse in specific areas of the ROC plane than another classifier with a
lower |[AUC| [130]. Several example confusion matrices can be seen in Figure 4.11,
where each corresponding |AUC]| value is provided to highlight their relationship to
performance. It can be seen that the confusion matrix with the highest |AUC| has a
clear, distinct diagonal of positive classifications while the lowest |[AUC| has positive
classifications scattered throughout the matrix.

The use of |AUC| values for directly comparing classifier performance has recently
been questioned [131,132], identifying the information loss associated with summa-
rizing the ROC curve distribution as a main concern. We therefore do not use |[AUC|
as a [inal classifier ranking mecasure. Rather, they are only used here to narrow the

results down from all the possible classifier configurations to a smaller subset of the
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7+ € Dr
(a) JAUC| = 0.9871

Te € DT
(b) |AUC| = 0.8271

7. € Drp
TCEDR

Te € DT
(d) IAUC]| = 0.4571

¢ € Dr
(¢) JAUC| = 0.6253

Figure 4.11: A comparison of confusion matrices £ for classifiers of varying performance,
with 0 — black and 1 — white. A perfect confusion matrix has values of £ = 1 whenever
T, = Tt, seen as a white diagonal here, and values of £ = 0 whenever 7. # 7;, seen as a
black off-diagonal here. In general, |AUC| = 1 corresponds to a perfect classifier, while
|AUC] = 0.5 performs as well as random guessing. This trend can be seen in the matrices.
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‘best’ ones. The values of x(h) and ¥ (h) are still useful measures of the remaining top
classifiers. At this point, however, they have been calculated for a range of threshold
values that extend over 0 < h < 1. A variety of methods can be used to determine
a final decision threshold h for a given classifier configuration, the choice of which
depends heavily on the classifier’s final application. A popular approach involves
sorting by the minimum number of misclassifications, min(f, + f_), however this
does not account for differences in severity between the differnt types of misclassifica-
tions [133]. Instead, the overall classifier results were sorted here using their position
in the ROC space corresponding to the Euclidean distance from the point (0,1) as a

metric. Formally, this is

droc(h) = V(x — 12+ (1 — ¥)2. (4.17)

For each classifier configuration, the threshold value A corresponding to the minimum

distance was determined,

~

h = argfllnin dROC(h) = {hIVh, : dRoc(hl) > dROC(h)}- (418)

In other words, h is the threshold value corresponding to the point in the ROC space
that is closest to the (0, 1) ‘perfect classifier’ result. The classifier configurations are
then ranked by the lowest distance droc(h). Figure 4.12 shows an example of the
ROC curves for the classifiers that are generated from the confusion matrices found
in Figure 4.11. In it, the point corresponding to h is indicated by a circle, with the

(0,1) point indicated by a star.
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Figure 4.12: ROC curves for the classifiers corresponding to the confusion matrices in Figure
4.11, with |[AUC| = 0.9871 (dotted line), |[AUC| = 0.8271 (dash-dot line), |AUC| = 0.6253
(dashed line), and |[AUC| = 0.4571 (solid line). The ‘perfect classifier’ result at (0,1) in
this ROC space is represented by the black star (x), and each curve’s closest point to this
optimal result at threshold & is indicated by a circle (o).

4.8 Results

Frequency Comparison

The ultra-high-frequency (UHF) range of RFID frequencies spans from 868-928 MHz,
however in North America UHF can be used unlicensed from 902-928 MHz (+ 13 MHz
from a 915 MHz center frequency). We test the potential for pattern classification
routines to uniquely identify RFID tags at several of operating frequencies within
this range. Data collected at three frequencies (902, 915, and 928 MHz) while being
held at a single orientation (PL) were used as training and testing frequencies for
the classifier. Only amplitude (a(t)) signal compression was used in this frequency
comparison.

Table 4.3 shows the top individual classifier configuration for the RFID reader
operating frequency comparison. Results are presented as sensitivity and specificity
values for the threshold value A that corresponds to the minimum distance dpoc in

the ROC space. Similarly, confusion matrices are presented in Figure 4.13 for each
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classifier configuration listed in Table 4.3.

The classifier performed well when trained on the data set collected at 902 MHz,
regardless of what frequency the testing data was collected. Accuracies were above
94.6% for all three testing frequencies, and sensitivity (x(h)) and specificity (¥(h))
values were all above 0.943, very close to the ideal value of 1.000. These confusion
matrices shown in Figure 4.13(a) - (c) all display the distinct diagonal line which
indicates accurate classification. When the classifier was trained on either the 915
MHz or 928 MHz data sets, however, the classification accuracy was low. Neither
case was able to identify tags from other frequencies very well, even though they did
well classifying tags from their own frequency. When Dy = 915 MHz and Dy = 928
MHz, for example, the |JAUC| value was only 0.5195, not much higher than the 0.5000
value associated with random guessing. The corresponding confusion matrix (Figure
4.13(f)) shown no diagonal but instead vertical lines at several predicted tag labels,

indicating that the classifier simply labeled all of the tags as one of these values.

Orientation Comparison

A second variable that is inherent in real-world RFID application is the orientation rel-
ative to the antenna at which the RFID tags are read. This is one of the main reasons
why RFID technology is considered advantageous compared to traditional barcodes,
however antenna design and transmission power variability results in changes in the
size and shape of the transmission field produced by the antenna [134]. Tt follows
that changes in the tag orientation relative to this field will result in changes in the
pre-demodulated RF signals. To test how the pattern classification routines will be-
have with a changing variable like orientation, data was collected at three different
orientations (PL, OB, and UD) while being held at a common operating frequency

(902 MHz). This data was used as training and testing sets for the classifiers. Again.
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Table 4.3: The classifier configurations ranked by dROC(ﬁ) over all values of the classifier configuration variables when trained
and tested on the frequency parameters 902, 915, and 928 MHz. Dgr and Dy correspond to the training and testing data sets,
respectively. p represents the ratio of negative versus positive EPCs in the training set. The threshold h corresponding to the
minimum distance droc is presented, along with the values of x(h) and ¥ (h).

Classifier Configuration Results
Dr Dy Feiﬁx\r}z:l()u) Classifier p |AUC x(h)  ¢w(h) h (%) AC?E}Z )a Y
902 902 100 QDC (MATLAB) 3 | 0.9983 | 1.000 0.997 96.6 99.7
902 915 1 LDC (PRTools) 5 | 0.9898 | 1.000 0.943 8.5 94.6
902 928 30 3NN 1 | 09334 | 0.960 0950 10.9 95.0
915 902 1 LDC (PRTools) 12| 0.4571 | 0.640 0.543 2.3 54.7
915 915 1 QDC (MATLAB) 9 | 0.9977 | 1.000 0.995 82.2 99.5
915 928 10 LDC (MATLAB) all | 0.5195 | 0.720 0.538 1.9 54.6
928 902 10 INN 3 | 04737 | 0.520 0.757 9.1 4.7
928 915 1 LDC (MATLAB) 7 | 0.6587 | 0.880 0.498 2.0 51.4
928 928 75 QDC (MATLAB) 2 | 1.0000 | 1.000 1.000 86.9 100.0
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Figure 4.13: Confusion matrices (L) for the classifier configurations corresponding to the
minimum distance droc(h) over all combinations of (Dg, Dy) where Dg, Dy € 902, 915,
928 MHz (a) - (i). Values of £ range from [0, 1] with 0 — black and 1 — white here.
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only amplitude («(t)) signal compression was used.

Table 4.4 shows the top individual classifier configuration for the RFID tag ori-
entation comparison. Results are presented as sensitivity and specificity values for
a threshold value A that corresponds to the minimum distance droc in the ROC
space. Similarly, confusion matrices are presented in Figure 4.14 for each classifier
configuration listed in Table 4.4.

Similar to the frequency results, the classification results again show a single orien-
tation that performs well as a training set regardless of the subsequent tag orientation
of the testing set. When trained on data collected at the parallel (PL) orientation,
the classification accuracies range from 94.9% to 99.7% across the three testing tag
orientations. Values of X(ﬁ) range from 0.880 - 1.000, meaning that over 88% of the
true positives are correctly identified, and w(ﬁ) values range from 0.952 - 0.997, in-
dicating that over 95% of the true negatives are accurately identified as well. These
accuracies are verified in the confusion matrix representations found in Figure 4.14(a)
- (¢). When the classifiers are trained on either the oblique (OB) or upside-down (UD)
orientations, we again see that the classifiers struggles to identify testing data from
alternate tag orientations. The best performing of these results is for D = OB and
D7y = PL, where X(iz) = 0.920 and w(h) = 0.770 suggesting accurate true positive
classification with slightly more false positives as well, resulting in an overall accuracy
of 77.6%. When Dg = UD, the testing results are again only slightly better than
random guessing, with |AUC]| values of 0.5398 for Dy = PL and 0.5652 for Dy = OB.

Different Day Comparison

We next present classification results when data recorded on multiple days were used
as training and testing data sets. The following analysis provide a better understand-

ing of how signals taken from the same tag, same frequency, same orientation, but in
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Table 4 4: The classifier configurations ranked by dRoc(iz) over all values of the classifier configuration variables when trained and
tested on the orientation parameters PL, UD, and OB. Dy and Dy correspond to the training and testing data sets, respectively. p
represents the ratio of negative versus positive EPCs in the training set. The threshold h corresponding to the minimum distance
droc is presented, along with the values of X(it) and ¥(h).

Classifier Configuration Results
Dr D F:zgl\lfi) Classifier p |AUC] X v h (%) AC%;OI )a e
PL PL 1 QDC (MATLAB) 13| 0.9979 | 1.000 0.997 88.9 99.7
PL UD 75 3NN 1| 09489 {0960 0953 12.1 95.4
PL OB 20 INN 1| 0.8627 [ 0.880 0952 2.8 94.9
UD PL 10 LDC (MATLAB) 19| 0.5398 | 0.680 0.658 2.9 65.9
UD UD 1 QDC (MATLAB) 5 | 0.9994 | 1.000 0.995 73.6 99.5
UD OB 5 LDC (MATLAB) 15 0.5652 | 0.680 0.622 1.9 62.4
OB PL 10 LDC (MATLAB) 13| 0.8250 | 0.920 0.770 5.8 77.6
OB UD 5 INN 4 | 0.6042 | 0.760 0.622 1.9 62.7
OB OB 75 QDC (MATLAB) 2 | 1.0000 | 1.000 1.000 47.7 100.0
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Figure 4.14: Confusion matrices (L) for the classifier configurations corresponding to the
minimum distance droc(h) over all combinations of (Dgr, Dr) where Dg, Dy € PL, UD,
OB (a) - (h). Values of £ range from [0, 1] with 0 — black and 1 — white here.
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subsequent recordings on multiple days are comparable to each other. It is important
to note that the data used here was collected with the RFID tag being held by hand
above the antenna. While it was held as consistently as possible, it was not fixed
in position. Additionally, each subsequent recording was done when environmental
conditions were intentionally different from the previous recordings (humidity, tem-
perature, etc.). Data was collected on four different days (Day 1, 2, 3, and 4). This
data was used as training and testing sets for the classifiers. Amplitude («(t)) as well
as EPC error (egpc(t)) were both used as signal compression methods.

Table 4.5 shows the top individual classifier configuration for the different day
tag recording comparison. Results are presented as sensitivity and specificity values
for a threshold value A that corresponds to the minimum distance droc in the ROC
space. Similarly, confusion matrices are presented in Figure 4.15 for each classifier
configuration listed in Table 4.5.

The first thing to note in these results is the prevalence of the EPC error (egpc(t))
signal compression compared to the amplitude (a(()) signal compression. This sug-
gests that egpc(t) is more able to correctly classify the RFID tags than the raw signal
amplitude is. Unlike the two previous sets of results, where one frequency and one
orientation classified well compared to the others, there is no dominant subset here.
All the different days classified similarly when tested against each other. This is ex-
pected, since there should be no reason data trained on a specific day should perform
better than any other. |AUC| values were mainly above 0.6700 yet below 0.7500, with
accuracies ranging from 63.6% to 80.9% when Dg # Dy.

The confusion matrix representations of these classification results (Figure 4.15)
again indicate there is no single dominant training subset. We see that Dp = Dr
results all show distinct diagaonl lines, even with Dy, Dy = Day 4 where there are

additional high off-diagonal entries in the matrix. This is indicated in Table 4.5 by
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Table 4.5: The classifier configurations ranked by dRoc(ft) over all values of the classifier configuration variables when trained and
tested on the different day parameters Day 1, 2, 3, and 4. D and Dy correspond to the training and testing data sets, respectively.
p represents the ratio of negative versus positive EPCs in the training set. The threshold h corresponding to the minimum distance
droc is presented, along with the values of X(h) and @Z}(ﬁ)

Classifier Configuration Results
Dn Dy EPC #DWFP . AUC Accuracy

Comp. Features (v) Classifier p | | X v k) (%)
Day1 Day 1l | a,egpc 15 QDC (MATLAB) 2 | 0.9949 | 1.000 0.986 23.9 98.7
Day 1 Day 2| egpc 20 LDC (MATLAB) 4 | 0.7432 | 0.867 0.657 39.5 67.1
Day 1 Day 3| egpc 10 INN 12 | 0.6735 | 0.800 0.662 9.1 67.1
Day 1 Day4| egpc 10 QDC (MATLAB) 5 | 0.7287 | 0.667 0.724 37.6 72.0
Day 2 Day 1| egpc 20 LDC (MATLAB) 10| 0.7443 | 0.800 0.748 42.4 75.1
Day 2 Day 2 | a,egpc 20 QDC (MATLAB) 2 | 0.9990 | 1.000 0.986 424 98.7
Day 2 Day 3| egpc 20 3NN 11 0.7990 | 0.800 0.790 52.6 79.1
Day 2 Day4| egpc 1 SVM 1] 0.7083 | 0.800 0.733 20.1 73.8
Day 3 Day 1| egpc 1 SVM 1 {07014 | 0.867 0.619 21.9 63.6
Day 3 Day 2| egpc 15 3NN 8 | 0.6919 | 0.800 0.719 4.6 72.4
Day 3 Day 3| a,egpc 50 QDC (MATLAB) 5 | 1.0000 | 1.000 1.000 72.8 100.0
Day 3 Day 4| egpc 50 3NN 7 1 0.6390 { 0.800 0.648 4.6 65.8
Day4 Day 1l | a,egpc 1 3NN 3 | 0.7705 | 0.800 0.710 179 71.6
Day4 Day2| egpc 5 INN 3 1 07395 | 0.733 0.719 298 72.0
Day 4 Day 3 o 1 3NN 1| 0.7422 | 0.667 0.819 576 80.9
Day 4 Day 4 | a,egpc 50 LDC (PRTools) 1 | 1.0000 | 1.000 1.000 95.7 100.0
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Figure 4.15: Confusion matrices (£) for the classifier configurations corresponding to the

minimum distance dgoc(h) over all combinations of (Dg, Dr) where Dg, Dy € Day 1, 2,
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a relatively high threshold (k) value of 95.7. When Dg # Dr, there are still faint
diagonal lines present in some of the confusion matrices. For example, when Dy =
Day 2 and Dy = Day 3 (Figure 4.15(g)), diagonal entries coming out of the lower
left-hand corner are somewhat higher in accuracy (closer to white in the confusion
matrix) than their surrounding off-diagonal entries. We see in Table 4.5 that this

classifier has an |AUC| equal to 0.7990 and a 79.1% overall accuracy.

Damage Comparison

We next present the results of the RFID tag damage analysis to explore how physical
degradation affects the RFID signals and the resulting classification accuracy. The
data sets from Day 1, 2, 3, and 4 are combined and used here as a single training set.
The tags which make up this data set, AD26 — AD40, are split into two subsets: tags
AD?26 — AD32 were subjected to water damage study, while tags AD33 — AD40 were
subjected to a physical damage study. The AD-612 tags are not waterproof nor are
they embedded in a rigid shell of any kind, although many RFID tags exist that are
sealed to the elements and/or encased in a shell for protection. For the water damage,
each tag was submerged in water for three hours, at which point they were patted
dry to remove any excess water and used to collect data (labeled as Wet). They were
then allowed to air-dry overnight, and were again used to collect data (Wet-to-dry).
For the physical damage, each tag was first gently crumpled by hand (Light damage)
and subsequently balled up and then somewhat flattened (Heavy damage), with data
being collected after each stage.

Table 4.6 shows the top individual classifier configuration for the two RFID tag
damage comparisons. Results arc presented as sensitivity and specificity values for
a threshold valuc A that correspends to the minimum distance dpgoe in the ROC

space. Similarly, confusion matrices arc presented in Figure 4.16 for each classifier
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configuration listed in Table 4.6.

The RFID tag damage classification results provide similar to the previous differ-
ent day comparison. The water damage did not seem to have a severe effect on the
classification accuracy, while the more severe physical damage showed lower classifier
accuracy. However, rather than relatively equal x(h) and (k) values, the heavy
damage resulted in values of x(h) = 1.000 and ¥ (k) = 0.589, which means that the
classifier was optimistically biased and over-classified positive matches. This lower
accuracy was not unexpected, as deformation of the tag’s antenna should distort the

RF signal and therefore the classifier’s ability to identify a positive match for the tag.

4.9 Discussion

The results presented above suggest that a dominant reader frequency, 902 MHz in
this case, may exist at which data can be initially collected for the classifier to be
trained on and then used to correctly identify tags read at alternate frequencies. In
our analysis, we have explored reader frequencies that span the North American UHF
range, yet were only part of the full 865-928 MHz UHF range for which the AD-612
tags used here were optimized. Therefore, the dominant 902 MHz read frequency
we observed lies at the center of the actual tags operating frequency range. It is
of no surprise that the tags perform best at the center of their optimized frequency
range rather than at the upper limit. Similarly, a classifier can be trained on a tag
orientation (relative to the reader antenna) that may result in accurate classification of
RFID tags regardless of their subsequent orientation to the reader antenna. Antenna
design for both the readers and the tags is an active field of rescarch [93], and it
is expected that the RF field will be non-uniform around the antennas. This could

explain why only one of the experimental orientations used here performs better than
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Table 4.6: The classifier configurations ranked by dRoc(iL) over all values of the classifier configuration variables when trained and
tested on the tag damage comparisons for both water and physical damage. Dp and Dy correspond to the training and testing
data sets, respectively. p represents the ratio of negative versus positive EPCs in the training set. The threshold h corresponding
to the minimum distance droc is presented, along with the values of x(fl) and w(h)

Classifier Configuration Results
Du Dy EPC DWFP . AUC Accurac
Comp. F:itures (v) Classifier P | | X v h(%) (%) !
Day 1, 2, 3, 4 Wet o 1 SVM 1106361 | 0.714 0.78 80.1 73.8
Day 1,2,3,4  Wet-to-dry o 1 3NN 17 | 0.7789 | 0.857 0.738 4.8 75.5
Day 1, 2, 3,4 Light Damage o ) INN 16 |1 0.7589 | 0.750 0.839 17.9 82.8
Day 1, 2, 3,4 Heavy Damage o 20 LDC (PRTools) 7 | 0.7980 | 1.000 0.589 44.5 64.1
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Figure 4.16: Confusion matrices (£) for the classifier configurations corresponding to the
minimum distance droc(h) over all combinations of (Dr, Dr) where Dr = Day 1, 2, 3,
and 4, and Dr € wet, wet-to-dry, light damage, and heavy damage (a) - (d). Values of £

range from [0, 1] with 0 — black and 1 — white here.
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the others. Regardless of the field strength, however, the unique variations in the
RF signature of an RFID tag should be present. It is promising that the classifier
still had an accuracy of over 60% with these variations, and up to 94.9% accuracy if
trained on the parallel (PL) orientation.

Changes in the environmental conditions, like ambient temperature and relative
humidity, were also allowed in the different day study where the RFID tags were
suspended by hand near the antenna (in generally the same spot) for data collection
on successive afternoons. It is important to note that the tags were not in a fixed
location for this study, and that slight variations in both distance to the reader as
well as orientation were inherent due to the human element. Even so, the classifier
was generally able to correctly identify the majority of the RFID tags as being either
a correct match or a correct mismatch when presented with a data set it had never
seen before, with accuracies ranging from 63.6% to 80.9%. This study represents a
typical real-world application of RFID tags due to these environmental and human
variations.

As previously mentioned, the EPC compression method tended to favor the EPC
error signal egpc(t), although there was not a large difference in classifier performance
between the different day comparison that used both a(t) and egpc(t) compression,
and the frequency/orientation comparisons that used only a(t) compression. The
parameter p had a large sprecad of values across the classifiers, indicating that the
classification results may not be very sensitive to class imbalance within the training
set. The number of DWFP features also shows no consistent trend in our results,
other than being often larger than 1, indicating that there may be room for feature
reduction. With any application of pattern classification, a reduction in the feature
space through feature selection can lead to improved classification results [9]. In-

dividual feature ranking is one method that can be used to identify features on a
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one-by-one basis, however it can overlook the usefulness of combining feature vari-
ables. In combination with a nested selection method like sequential backward floating
search (SBFS), the relative usefulness of the DWFP features, as well as the remaining
features, can be evaluated [16].

The results in Tables 4.3 - 4.5 where Dg = Dy are comparable to those observed
by Bertoncini et al. [64], with some classifiers having 100% accuracy and the rest near
99%. In these instances, the classifier was trained on subsets of the testing data, so
it is expected that the classifier performs better in these cases.

It is also important to note that the final decision threshold A used can still vary
greatly depending on the classifier’s application. It is important to note that adjust-
ing the classifier’s final threshold value does not alter the classification results of said
classifier. The |[AUC]| takes into account all possible threshold values, and is therefore
fixed for each classifier configuration. The threshold values only determine the dis-
tribution of error types, x vs. ¥, within the results. Aside from the minimum dgroc
metric, weights can be applied to determine an alternate threshold if the application
calls for a trade—off between false negatives and false positive results. For example, if
a user is willing to allow up to five false positives before allowing a false negative, a
minimizing function can be used to identify this weighted optimal threshold.

A comparison of different methods to determine a final threshold can be seen
in Table 4.7, where the classifier configuration trained on Day 1 data and tested
on Day 4 data from Table 4.5 is presented for several alternate threshold values.
First, the threshold is shown for the minimum distance dROC(iL), as was previously
presented in Table 4.5. The threshold is then shown for the minimum number of total
misclassifications (f, + f_), followed by minimum number of false positives ( f, ), and
then by that of the lowest number of false negatives (f_). Several weighting ratios are

then shown, where the cost of returning a false-positive (f;) is increased compared
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to the cost of returning a false negative (f_). For example, a weighting ratio of 1: 5
[f- : f+] means that 5 f, cost as much as a single f_, putting more emphasis on
reducing the number of f_ present. It can be seen that the values of x(h) and ¢/(h)
change as the threshold h changes. An overly optimistic classifier is the result of
threshold values that are too low, when all classifications are identified as positive
matches (x = 1 and ¥ = 0). Alternatively, an overly pessimistic classifier is the
result of threshold values that are too high, resulting in all classifications identified
as negative matches (x = 0 and ¢ = 1). The weighting ratio 1: 10 [f- : f;] returns
the most even values of x and ¢, which matches the h threshold. Figure 4.17 shows
an example of the trade-off between the values of x(h) and (k) as the threshold A

is increased, where two examples from Table 4.7 are highlighted.

s s i e
"

80 100

Threshold (%)

Figure 4.17: A plot of sensitivity x(h) (solid line) and specificity y)(h) (dashed line) versus
threshold for the classifier trained on Day 1 and tested on Day 4 from Table 4.5. Threshold
values are shown corresponding to the min(f, + f_) (A = 63.4, dash-dot line) as well as
h (h = 37.6, dotted line). The threshold value determines the values of x and v, and is
chosen based on the classifier’s final application.

It is useful to discuss a few examples here to better understand the different
threshold results. In a security application, for example, where RFID badges are
used to control entry into a secure area, it is most important to minimize the number
of f. results because allowing a cloned RFID badge access to a secure area could be

devastating. In this situation, we would want the value of ¥ to be as close to 1.0
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Table 4.7: The classifier configuration trained on Day 1 and tested on Day 4 data from Table 4.5 using several different metrics to
determine the final threshold h. Metrics include min(fy + f_), min(f} ), min(f_), a weight of 1:5, 1:10, 1:15, and 1:20 for {f; : f_],
meaning that up to 20 f; are allowed for each f_. The choice of metric used to determine the final threshold value depends on
the classifier’s final application.

Classifier Configuration Results
Dg Dr EPC #DWFP |AUC] | Sorted by Accuracy
Comp. Features Classifier P X v R () (%)

Day 1 Day 4| egpc 10 QDC (MATLAB) 5| 0.7287 | min dpoc(h) | 0.667 0.724  37.6 72.0
min(f, + f_) [ 0.133 0.995 63.4 93.8
min(f, ) 0.067 1.000 65.3 93.8
min(f_) 1.000 0.000 0.1 6.7
15 [f, - f-] 10200 0981 56.7 92.9
1:10 [f, : f] 0667 0.724 37.6 72.0
LI5[f, : f-] [ 0.867 0529 30.8 55.1
1:220 [f, : f] 10933 0.443 282 47.6
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