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ABSTRACT

Satellite imagery analysis using deep learning methods, specifically convolutional
neural networks (CNNs), has grown in popularity since 2012, with uses extending
into the estimation of population, wealth, poverty, conflict, migration, education,
and infrastructure, among other applications. This dissertation contributes to this
body of literature in three parts. First, I explore the use of deep learning to
overcome the sparsity, or complete lack, of accurate information regarding existing
road infrastructure across much of the world. Using a novel labeled dataset
generated by a custom-coded Android application, I show that a transfer learning
approach can estimate road quality based on high-resolution satellite imagery with
an accuracy of up to 80%. In the second chapter, I illustrate the vulnerability of
this and related models to cyber intrusions (data poisoning), and propose a new
technique to mitigate these vulnerabilities. The third chapter applies the lessons
learned to propose a novel model architecture for spatiotemporal monitoring of
industrial sites in inaccessible regions around the world, integrating high-resolution
satellite imagery, a segmentation algorithm, and a pretrained deep learning
framework to automatically detect and monitor individual industrial sites within
the People’s Republic of China. These three chapters advance our understanding
of many of the challenges unique to computer vision in the context of satellite
data, and provide some guidance on fruitful future directions.
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Chapter 1

Introduction

With the combined rapid growth of the availability of geospatial data [1] and the de-

velopment of convolutional neural networks (CNNs) since 2012 [2], analysis of satellite

imagery with deep learning methods has extended into many uses including the estima-

tion of population [3], wealth [4], poverty [5], conflict [6], migration [7], education [8], and

infrastructure [9], among other applications [10, 11]. These techniques have broadly il-

lustrated an effective strategy to remotely and automatically identify, estimate, and track

various forms of information in otherwise data sparse regions. In this dissertation, I focus

on the application of convolutional methods to high-resolution (<1 meter) satellite imagery

through three topics: (1) road qualification, (2) data poisoning of satellite images, and (3)

industrial growth monitoring.

The remainder of the Introduction provides an overview of convolutional neural net-

works, the technical background of their use in the analysis of geospatial data, and an

overview of the three research topics which are covered in Chapters 2, 3, and 4. Finally,

this dissertation is summarized and concluded in Chapter 5.
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1.1 Technical innovation in the use of CNNs to analyze satel-

lite imagery

Convolutional neural networks (CNNs) are artificial neural networks (a class of machine

learning algorithm) which are specifically designed to deal with the variability of 2D shapes,

including image-based data [12]. Since 2012, they have demonstrated high effectiveness in

image classification and detection tasks across a wide range of applications, most notably

the ImageNet challenge [2, 13]. Like other deep neural networks (DNNs), CNNs have

multiple layers including convolutional layers, non-linear layers, pooling layers, and fully-

connected layers. The convolutional and fully-connected layers have parameters (weights)

that are tuned and optimized during model training, while pooling and non-linearity layers

do not [14]. CNNs have the advantage of requiring relatively little preprocessing compared

to other image classification algorithms [15]. This allows the network to optimize its weights

(or filters) through automated learning, as opposed to existing machine learning algorithms

whose filters, or feature vectors, are often hand-engineered [15]. Another important aspect

of the CNN is its ability to obtain abstract features when input propagates toward the

deeper layers. For example, in image classification, an edge might be detected in the first

layer, simple shapes in the second layer, and then higher level features such as faces in the

deeper layers [14].

The following subsections provide a detailed overview of the aspects of convolutional

modeling unique to satellite imagery data. Covered are specificities in fully-connected lay-

ers, classifiers, loss functions, network structure, and parameter optimization. A summary

of some of the key capabilities and weaknesses of CNNs in this domain is provided in Table

1.1 at the end of this section.

1.1.1 Fully-connected layers

In contrast to most econometric, or, more recently, neural network based models models,

state-of-the-art CNNs contain hundreds of millions of parameters [16]. Most of these pa-
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rameters come from what are called fully-connected layers, that host a large number of

neurons. In AlexNet, for example, the first and the second fully-connected layers, which

have 4096 neurons each, contain around 89% of all parameters [2]. A specific focus of com-

puter vision remote sensing (CVRS) community has been on size of, and computation in,

the fully-connected layers of CNNs. A larger number of parameters leads to higher memory

requirements when mapping and running the network on computational platforms. Con-

sequently, using deep CNNs obligates significant hardware resources, which hinders their

practicability for applications on platforms that have limited memory specifications such

as mobile computing devices [17]. Thus, reducing the parameters of the fully-connected

layers in CNNs is important to enable CNN model convergence on relatively limited satel-

lite image training data. In 2017, Li, Fu, et al. added dropout and a Restricted Boltzmann

Machine (RBM) to the fully-connected layers, which reduced the number of parameters

[18]. Li used the UC Merced land use dataset to evaluate the performance of this method

and achieved better performance than other related methods, reaching an overall accuracy

of 95.11%. Zhong, Fei, and Zhang proposed a global average pooling layer (GAP), which

was used to replace a fully-connected network as the classifier. It greatly reduced the total

parameters in a large patch convolutional neural network (LPCNN), and made it easier

to train the model with limited training data [19]. The LPCNN was evaluated on three

different high spacial resolution remote-sensing datasets: IKONOS land use dataset, UC

Merced land use dataset, and Google Earth land use dataset of SIRI-WHU [20, 21, 22].

Their improved CNN model achieved the best performance on the three datasets with

overall accuracies of 92.54%, 89.90%, and 89.88%, respectively.

1.1.2 Classifiers

In computer vision, logistic, rectified linear unit (ReLU), hyperbolic tangent (tanh), soft-

max, and support vector machine (SVM) classifiers are commonly used in the output layer

of a CNN to divide the feature space and obtain classification results. Some of these clas-

sifiers can be less effective on satellite imagery data. In remote sensing (RS), a softmax
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classifier is sometimes inadequate for dividing the feature space since the training data

more frequently contains noise compared to the broader image recognition literature, or

large differences in appearance (such as in scale) may exist for a particular feature [23].

See Fig. 1.1, for example. A few studies have specifically sought to contrast different

classification techniques in the context of remotely sensed imagery, with the goal of finding

optimal classifiers for their specific satellite image classification task. In one example, to

address the problem of speckle noises in synthetic aperture radar (SAR) images used to

detect ships, Bai, Jiang, Pei, Zhang, and Bai substituted a fuzzy SVM for a conventional

classifier, thereby reducing the impact of noise sample points on the division of the fea-

ture space [24]. As a result, they achieved a detection accuracy of 98.6% for identifying

ships in the SAR images. In another example, Xu et al. established a multi-kernel SVM

classifier using a linear combination of multiple kernel functions on the UC Merced land

use dataset and the WHU-RS19 scene classification dataset [25, 21, 26]. This classifier

adaptively selects a kernel function for classification based on differences within an image

feature and, consequently, has a greater ability to divide complex feature spaces, resulting

in higher classification accuracy [23].

1.1.3 Loss functions

Like images produced from close-range cameras, RS images produced using aerial or satel-

lite photographic techniques from above are multidirectional, meaning objects of the same

type can possess more than one appearance depending on the capture angle. Some com-

monly used loss functions may not be effective at differentiating features of objects within

the same class due to this multidirectionality [23]. There are a few studies that have fo-

cused on improving loss functions in this regard. For example, Cheng, Zhou, and Han

added L2 regularization and a regularization constraint term that restricted the rotation

variation in objects to the original loss function [28]. They evaluated the performance of

this method with the NWPU VHR-10 object detection dataset, which includes aircraft,

ships, bridges, and so on, improving classification accuracy on 9 of 10 classes versus with-
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Figure 1.1: Scale in satellite imagery

An example of a feature, in this case beach, that can appear very differently depending on
the scale at which it’s captured by the satellite. Image A is from the 10 meter resolution
Sentinel-2 [27]. Image B is from the 30 cm resolution UC Merced land use dataset and
much more zoomed in [21].

out the rotation-invariant method. In another example, Li, Qu, and Peng designed a loss

function in which the intraclass compactness and interclass separability are maximized si-

multaneously for ship detection in SAR images [29]. In their study, they designed a dense

residual CNN based on ResNet50 and used the OpenSARShip dataset to evaluate ship

types [30, 31], achieving a 77.2% classification accuracy, which was higher than that of the

original ResNet50 for this application.

1.1.4 Network structure

Increasing the number of layers in neural networks is sometimes associated with improved

generalization [23]. However, the increase in the number of network layers means an

increase in the number of model parameters to be trained, which can require more training

data or the use of other techniques to reduce the chance of overfitting [32].

Several studies have sought to improve the network structure of CNNs for the purpose

of classifying satellite imagery. A common approach is to design several independent
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CNN models that differ in convolutional layer depth or the number of neurons in the fully-

connected layers, and then combine them through feature fusion or model integration. This

idea limits the total number of network parameters and allows the network to converge

with limited training data [23]. For example, in order to extract the objects in a built-up

area from SAR images, Li, Zhang, and Li extracted features at three different scales using

three independent CNN models that differed in the depth of the convolutional layers [33].

They then imported the extracted features of the various scales into the fully-connected

layers to fuse them, and then finally classified the fused features using a softmax. This

network structure was capable of learning detailed and abstract features in buildings in

an urban area, improving the learning ability compared to any of the independent CNNs.

Using the UC Merced land use scene classification dataset, Li, Fu, et al. first trained several

independent CNN models that differed in the number of neurons in the fully-connected

layers and then integrated the classification results using a voting strategy during the test

stage to obtain the final scene classification results [18]. Their experimental results (92.14%

accuracy) showed that this structure could yield a more accurate scene classification.

1.1.5 Parameter optimization

Training a deep CNN architecture from scratch with random initialization can be com-

putationally prohibitive for large amounts of data, therefore, parameter initialization -

especially for satellite remote sensing tasks - are generally developed from pre-trained

CNN models (e.g., AlexNet and VGG-Net) [34, 23]. Pre-trained networks allow practi-

tioners to rapidly transfer and apply the learned parameter values from random image

features to their applications, thereby making training for RS image classification more

efficient, reducing the complexity and cost of training [23]. The process framework for

transfer learning is to use a model trained in one source domain or task to help build

a model in a related target domain without the need for considerable new labeled data.

This knowledge transfer paradigm, in which general features learned from one task help

inform a similar task, has become particularly popular with deep CNNs as pre-trained
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models built on large labeled datasets such as ImageNet are often available through open

source code repositories [35]. While complex representations at later layers can reduce the

performance of transfer learning to new tasks if they are too highly specialized, research

suggests that transferring features, even from dissimilar tasks, can be better than using

random parameter initializations [36]. Transfer learning in the context of deep CNNs and

satellite images has recently shown to be effective for general object classification, resi-

dential scene classification, and to predict locations of conflict-related deaths [34, 37, 38].

According to the literature, there are currently two commonly employed transfer learning

approaches to initialize parameters for CNN training in RS image classification [39, 40, 41].

One of the approaches selects several layers of a pre-trained network and fine-tunes them

based on the remote sensing image dataset so that the CNN adapts to achieve improved

RS image generalization. For example, Zhang, Wang, Liu, Liu, and Wang compiled a

remote sensing image set of five types of urban land—commercial, residential, factory,

education-purposed, and public land, based on Google Earth satellite images [42]. They

then trained a prediction model by fine-tuning a pre-trained AlexNet using this sample set.

Subsequently, they used the prediction model to classify images into the five types of urban

land in the cities of Shenyang and Beijing. Their results demonstrated that the fine-tuned

pre-trained AlexNet could effectively classify urban functional land. The second transfer

learning approach directly uses a pre-trained network as an extractor for obtaining remote

sensing image features, with the extracted features then used to train a classifier [23].

For example, Weng, Mao, Lin, and Guo used the last convolutional layer of a pre-trained

AlexNet network to extract remote sensing image features to train an extreme learning

machine classifier [43]. This classifier achieved a classification accuracy of 95.62% on the

UC Merced land use dataset. Marmanis, Datcu, Esch, and Stilla converted 1-D remote

sensing image features extracted by the fully-connected layers of a pre-trained network to

a 2-D feature matrix [44]. This matrix was then used to train a CNN model containing

two convolutional layers, two fully-connected layers, and a softmax classifier. They then

used their model to classify the scenes in the UC Merced land use dataset, achieving an
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overall classification accuracy of 92.4%. Lu et al. used the network parameters obtained

from training a linear land elimination task as the initial parameters to train a CNN, sub-

sequently using the eigenvectors from the trained CNN model as the input for a SVM to

identify farmland from UAV images [45].

Parameter optimization is a key component of the training process, i.e. updating CNN

weights, specified by a learning optimizer. Popular training optimizers include stochastic

gradient descent (SGD) [46], Geoffrey Hinton’s root mean square propagation (RMSprop),

and Adam [47] and Adagrad [48, 49]. As one example, in their use of a large patch CNN for

land use scene classification, Zhong et al. employed SGD as an optimizer, and a momentum

technique is used to help prevent the model from getting stuck in local minima and to speed

the approach to the global minimum [19].

Application cases of CNN-based RS image classification are commonly divided into

scene classification [25, 37], object detection [24, 50], object extraction [51, 52, 53], object

classification [24, 34], and object qualification [54]. Scene classification is a task in which

the entirety of an RS image is classified using the overall context and information contained

within the image [23]. Object detection is the process of determining the locations and

types of targets to be detected in a remote sensing image and labeling their locations

and types with bounding boxes [23]. Object extraction is the process of determining the

accurate boundaries of the objects to be extracted in a remote sensing image [23]. Object

classification is the determination of what an object of interest is.

1.2 Overview of the research topics

Motivated by the concurrence of the unprecedented potential to collect data and the condi-

tion of data sparsity in many regions, this dissertation addresses research questions related

to the overarching question, “to what degree of accuracy, and by what means, can convo-

lutional networks trained on high-resolution satellite images estimate real-world features

and economic conditions?” This dissertation consists of the following three interrelated
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Aspect Capabilities Weaknesses
Fully-connected layers High parameter count of DNNs al-

lows ability to fit highly complex
data

Greater computational resources re-
quired

Classifiers Wide-variety of available activation
functions

Some common classifiers, such as
softmax, tend to be less effective on
RS data

Loss functions Wide-variety of known functions
compatible with CNNs

Some commonly used loss functions
are less effective with RS data due
to image orientation and scale

Network structure CNNs are deep and able to extract
detailed features in imagery

Greater parameter count requires
more training samples and/or regu-
larization

Parameter optimization Programmatically, transfer learning
can be easily carried out

Common language libraries are slow
to adopt satellite image-trained net-
work presets

Table 1.1: CNN capabilities and weaknesses

Overview of some of the key capabilities and weaknesses of convolutional neural networks in the
context of satellite data.

research topics.

1.2.1 Research topic 1: Road qualification

Research question: How well can CNNs trained on high-resolution satellite imagery capture

variation in road quality?

Abstract: Recognizing the importance of road infrastructure to promote human health and

economic development, actors around the globe are regularly investing in both new roads

and road improvements. However, in many contexts there is a sparsity - or complete lack

- of accurate information regarding existing road infrastructure, challenging the effective

identification of where investments should be made. Previous literature has focused on

overcoming this gap through the use of satellite imagery to detect and map roads. In this

piece, we extend this literature by leveraging satellite imagery to estimate road quality

and concomitant information about travel speed. We adopt a transfer learning approach

in which a convolutional neural network architecture is first trained on data collected in the
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United States (where data is readily available), and then “fine-tuned” on an independent,

smaller dataset collected from Nigeria. We test and compare eight different convolutional

neural network architectures using a dataset of 53,686 images of 2,400 kilometers of roads

in the United States, in which each road segment is measured as “low", “middle", or “high"

quality using an open, cellphone-based measuring platform. Using satellite imagery to

estimate these classes, we achieve an accuracy of 80.0%, with 99.4% of predictions falling

within the actual or an adjacent class. The highest performing base model was applied to

a preliminary case study in Nigeria, using a dataset of 1,000 images of paved and unpaved

roads. By tailoring our US-model on the basis of this Nigeria-specific data, we were able

to achieve an accuracy of 94.0% in predicting the quality of Nigerian roads. A continuous

case estimate also showed the ability, on average, to predict road quality to within 0.32 on

a 0 to 3 scale (with higher values indicating higher levels of quality).

1.2.2 Research topic 2: Data poisoning of satellite images

Research question: How susceptible are satellite image-trained CNNs to data poisoning

attack, and how well can neuron activation-based countermeasures perform?

Abstract: With growing opportunities and incentives to disrupt critical space infrastruc-

ture systems, cybersecurity of data pipelines associated with satellite images is becoming

an increasingly important task. Combined with this threat is a growing body of liter-

ature focused on data poisoning and backdoor attacks on deep learning models tailored

toward image recognition. To date, there is no work exploring backdoor attacks on deep

learning models trained on satellite data. In this study, we evaluate the susceptibility of

convolutional networks trained on satellite images to a common trigger-based backdoor

attack. We first insert the attack into models trained on two satellite datasets and as-

sess the susceptibility of each model to the attack. We then explore the capability of two

state-of-the-art countermeasure techniques based on neuron activity to detect and repair

the damage inflicted by the attack. Our results show significant and highly varied attack
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susceptibility ranging from 0 to 100% with strong dependence on the combination of classes

targeted and features common in satellite images. Existing defense strategies are shown

to be generally ineffective for this style of attack on satellite data. Finally, we introduce

a diagnostic approach for the detection of poisoning vulnerability in satellite image-based

deep learning approaches.

1.2.3 Research topic 3: Industrial growth monitoring

Research question: How accurately can a convolutional deep learning system estimate

development at industrial sites from high-resolution panchromatic imagery?

Abstract: Due to insufficient or difficult to obtain data on development in inaccessible

regions, remote sensing data is an important tool for interested stakeholders to collect in-

formation on economic growth. To date, no studies have utilized deep learning to estimate

industrial growth at the level of individual sites. In this study, we harness high-resolution

panchromatic imagery to estimate development over time at 419 industrial sites in the

People’s Republic of China using a multi-tier computer vision framework. We present two

methods for approximating development: (1) structural area coverage estimated through a

Mask R-CNN segmentation algorithm, and (2) imputing development directly with visible

& infrared radiance from the Visible Infrared Imaging Radiometer Suite (VIIRS). Labels

generated from these methods are comparatively evaluated and tested. On a dataset of

2,078 50 cm resolution images spanning 19 years, the results indicate that two dimensions

of industrial development can be estimated using high-resolution daytime imagery, includ-

ing (a) the total square meters of industrial development (average error of 0.021 km2), and

(b) the radiance of lights (average error of 9.8 nW
cm2sr

). Trend analysis of the techniques re-

veal estimates from a Mask R-CNN-labeled CNN-LSTM track ground truth measurements

most closely. The Mask R-CNN estimates positive growth at every site from the oldest

image to the most recent, with an average change of 4,084 m2.
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Chapter 2

Predicting road quality using high

resolution satellite imagery: A

transfer learning approach

2.1 Introduction

Investments in road infrastructure are a major expenditure of both international devel-

opment organizations and local governments, reflecting the importance of transportation

networks for a wide range of human outcomes [55, 56, 57, 58, 59, 60, 61, 62, 63, 64, 65,

66, 67, 68, 69, 70]. Despite the importance of road networks, data on their location and

quality is sparse in much of the world, particularly in developing nations [54]. While a

selection of recent research (i.e., [71]) has sought to identify where roads are located using

satellite data, a much smaller body of literature has explored the topic of road quality

(i.e., [54]). This challenges our ability to effectively allocate resources, as without accurate

measures of road quality - and concomitant measures of the speed of travel - it is difficult to

estimate the impact a new or improved road may have on key metrics, such as travel times

to local markets or clinics. Approaches employed for the measurement of road quality

to date have had critical limitations, with local measurements requiring large amounts of
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time, labor, and expensive equipment [54], and crowdsourced information being plagued by

sparse collection and inaccuracy in many of the locales where data is needed most [72, 73].

Predicting road quality using remote, automated analysis of high resolution images

collected from aerial or satellite platforms provide a globally systematic solution to this

challenge [74]. In this chapter, we present a test of the use of transfer learning in con-

volutional neural networks in conjunction with high resolution satellite imagery of roads

to determine (a) if road quality can be estimated with a reasonable degree of accuracy

with satellite imagery, and (b) the degree to which such an approach can be applied across

different geographies.

This chapter is structured as follows. In “Related works", we review the relevant

literature on the application of computer vision to satellite imagery. In “Data", we discuss

our data collection methods, and “Methodology" provides the technical approach we test

for road quality classification. We introduce our results in the following section, and finally

provide a discussion and conclusion in the final two sections.

2.2 Related works

Recent improvements in the quality and speed of Convolutional Neural Networks (CNNs)

has led to several novel applications in many domains including for satellite imagery [23, 75,

76, 77, 78, 79]. One of the most prominent examples of this has been recent research into the

capability of daytime satellite imagery to predict factors traditionally only collected with

on-the-ground surveys, including household income and factors related to health outcomes

[80, 81, 82, 83]. Progress on identifying the limits and opportunities of satellite sources has

been swift, with the computer vision and remote sensing (RS) communities collaborating

to overcome a number of challenges. A wide range of literature has provided insights into

effective technical strategies to overcome these differences; [84] and [23] provide a broad

overview of the technical objectives and innovations that have emerged over the last few

years as reviewed in Chapter 1.
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Specific to roadways, research has been conducted on road detection, centerline extrac-

tion, mapping road safety, and automated road crack detection [71, 52, 85, 86]. Remote

sensing road detection literature has a long history, going back to efforts in the 1980s and

earlier using coarse resolution imagery and manual digitization [87]. As with other im-

age analyses, the difficulties of road detection from remotely sensed images lie in that the

image characteristics of road features can be affected by sensor type, spectral and spatial

resolution, weather, light variation, and ground characteristics, among other factors [87].

Additionally, given RS images of roads often contain discontinuities, occlusion or shad-

ows, near-parallel boundaries with constancy in width, and sharp bends, it is difficult to

model all these situations and to incorporate them into a single module—in practice, a

road network is too complex to be modeled using a general structural model [87]. Most

of the methods suggested in literature for road detection consist of one or more types of

algorithms: classification-based (NNs and SVMs) [88, 89], knowledge-based [90, 91], math-

ematical morphology [92, 93], active contour model [94], and dynamic programming [95].

In more recent times, convolutional networks have begun to be tested for their efficiency

at road network detection and extraction. Zhang et al. merged GF-2 and World View

satellite images as the input for a CNN to extract roads, and achieved an accuracy of

99.2% [51]. Similarly, Xu, Mu, Zhao, and Ma, used low and high frequency sub-bands that

reflect multiscale image features which were obtained by a contourlet transform, obtaining

a scene classification accuracy above 90% [25]. Furthermore, Xia, Cao, Wang, and Shang

added four types of texture information to satellite images and used the resulting data

as the input for a CNN to extract roads, vehicles, and vegetation based on the CNN and

conditional random field methods [96]. These studies helped illustrate that greater texture

and spectrum information in multisource data can improve the accuracy of extracting road

information from RS images [23].

A far more limited literature has explored our capability to discern road quality with

satellite imagery. In 2018, Oshri et al. used two data sources in a supervised learning

setting: survey data from Afrobarometer [97] as ground truth infrastructure quality labels,
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and relatively low resolution (10 and 30 meter) satellite imagery from Landsat 8 and

Sentinel 1 as input sources to classify, among other infrastructure items, road quality in

a binary fashion [98]. They achieved 70.5% accuracy. Also in 2018, Gabriel Cadamuro

et al. carried out work utilizing CNNs to classify road quality from satellite images [54].

Here, the International Roughness Index (IRI) was collected by specialized equipment for

over 7,000 km of predominantly trunk roadways in Kenya. Using the IRI information

to label 50x50 cm resolution satellite images of the corresponding roads, the pre-trained

networks AlexNet, VGG, and SqueezeNet were used to classify road segments, yielding

accuracy scores shown in Table 2.1 for binary and 5-category classification. Cadamuro

et al. described two key remaining challenges to road classification: (1) treating the

problem as sequential, i.e., for the prediction of a given road segment, utilize the data of

nearby road segments, and (2) better accommodation for the continuous nature of road

roughness measurements to mitigate the negative impact of road heterogeneity on the

quality of predictions [54]. This chapter contributes to this growing body of literature in a

number of ways, including tests incorporating higher resolution imagery, exploration of the

effectiveness of intercontinental transfer learning, and the implementation of a continuous

measurement of road roughness.

Binary 5-class
Architecture Standard (%) Held-out (%) Standard (%) Held-out (%)

SqueezeNet (64) 88 79 73 52
SqueezeNet (224) 89 84 69 49
VGG-11 (64) 90 79 71 51
VGG-11 (224) 87 78 65 44
AlexNet (64) 89 79 70 52
AlexNet (224) 87 79 64 45

Table 2.1: Cadamuro et al. results

Cadamuro et al.’s accuracy results for binary and 5-class prediction of road quality.
“Standard" was a random train-test split and “held-out" was a train-test split where roads
within their 1 km block were not included in both the train and test sets. Batch sizes are
in parentheses.
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2.3 Data

This section details our data collection and labeling strategy. A total of 53,686 images of

roads in Virginia were collected and labeled according to their quality following the process

detailed in this section. Additionally, 1,000 images of roads throughout Nigeria were used

to test the transferability of the best identified model architecture.

2.3.1 Road roughness collection

In order to label the satellite imagery, road roughness values were collected via an Android

app whose interface is shown in Fig 2.1. The app1 was distributed to a total of thirty

trained users for collection throughout Virginia, USA from September to November 2020.

Information was collected across 2,400 km of primary, secondary, and unpaved roads in

southeastern, central, northern, and western Virginia, USA.

Figure 2.1: Application interface

Screenshot of the version of the app used for road roughness data collection. Shown are
the various instantaneous accelerometer and gyroscope readings. Calculated average
vibration values, v, appear on-screen during recording.

1The source code for the app can be found at https://github.com/wmgeolab/roadrunner_app
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The data collection application uses a device’s accelerometers to measure the average

movement of the device, with respect to the vehicle, over a 20-70 meter driving distance.2

This movement is essentially vibratory information transmitted through the tires, suspen-

sion, and ultimately to whatever part of the vehicle the device is in contact with. We will

refer to this measurement as the road segment’s average vibration, v. The app records v

in three directions with respect to the device screen. The app records only when driving

over a minimum speed, such as 3 mph. Geographic coordinates (latitude and longitude)

are recorded whenever new pairs become available through the device’s GPS manager.

Due to the variable nature of vehicle ride and the placement and physical properties of

a given device, the relationship between v and road quality was individually determined

for each device/vehicle setup. For each setup, subjective visual and somatosensory judge-

ments of road quality were made by the user as they drove and collected data, noting the

time of collection as well.3 Using this judgement along with time of collection and the

corresponding average vibration, the qualities of road segments were inferred. See Fig 2.2

as an example of how the average vibration values were used to sort the quality of each

segment for a particular user.

2.3.2 Remotely sensed imagery collection

The source images were supplied by the Virginia Geographic Information Network’s Vir-

ginia Base Map Project (VBMP)4 with 30x30 centimeter resolution pixels captured be-

tween 2017 and 2019 [99]. As needed, region images were manually downloaded and merged

into a single composite (no overlaps were present in the collection grid). For the duration

of data collection, a processing script was run continuously in cycles to analyze new road

segment entries in near-real-time from the cellphone collection devices. The processing
2Our version of the app builds on the previous correlation identified between phone metrics and road

roughness established in the software created by Mark Buie (https://github.com/mebuie).
3For our approximations, relatively smooth, maintained, highway and primary roads are deemed high

quality. Low quality roads are unpaved dirt or gravel roads, or road segments inflicted with numerous
potholes. Mid-quality roads fall somewhere in-between, including roads with grainy textures like concrete
or road segments with some potholes present.

4https://vgin.maps.arcgis.com/apps/Viewer/index.html?appid=cbe6a0c1b2c440168e228ee33b89cb38
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Figure 2.2: Average vibrations

Plot of the average vibrations, v, for an individual device in the order of time collected,
corresponding to dates between September 4th and November 26th, 2020. In this case, v
in the direction of the center-of-Earth to sky axis was used. Each point represents a road
segment. The quality thresholds for this setup were determined to be 0.375 and 0.600,
where points falling below v = 0:375 represent high quality roads, those above v = 0:600
are low quality, and points in-between are mid-quality. The spike on the right corresponds
to a particular drive on dirt roads in the Appalachians near Blacksburg, VA, USA.

script took the geographic coordinates of a given segment and used them to crop a new

image showing only the imagery contained within the minimum and maximum latitudes

and longitudes, with 5 pixels added to each as buffer. The result was a collection of images,

with one image corresponding to each road segment traversed (see Fig 2.3).

Of the 53,686 collected road segments, 47,557 were labeled high-quality roads, 5,417

were mid-quality, and 712 were low quality. This imbalance was taken into account when

creating the testing set by composing approximately half the testing set with high-quality

roads, a quarter with mid-quality, and a quarter with low quality. This strategy allowed

for a more stringent test of our ability to detect low and mid-quality quality roads, while

still seeking to minimize balance errors.
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