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ABSTRACT

Recent advances in Artificial Intelligence (AI) are characterized by ever-increasing
datasets and rapid growth of model complexity. Many modern machine learning models,
especially deep neural networks (DNNs), cannot be e�ciently carried out by a single
machine. Hence, distributed optimization and inference have been widely adopted to
tackle large-scale machine learning problems. Meanwhile, quantum computers that
process computational tasks exponentially faster than classical machines o↵er an
alternative solution for resource-intensive deep learning.

However, there are two obstacles that hinder us from building large-scale DNNs on the
distributed systems and quantum computers. First, when distributed systems scale to
many nodes, the training process is slowed down by high communication costs, including
frequent training data transmission and gradient exchange. Second, such applications
are prevented from being widely used in academia and industry by high computation
costs. These costs include training and inference for DNNs deployed on
resource-constrained devices. They also includes optimization for quantum neural
networks (QNNs). To circumvent these obstacles, this dissertation focuses on
streamlining the training and inference of classical DNNs and QNNs.

To reduce the communication cost of distributed training, we explore the theoretical
foundations of two mainstream distributed schemas: classical distributed learning and
federated learning (FL). Based on these explorations, we propose two novel optimization
algorithms that e↵ectively reduce the communication cost without model performance
losses. For classical distributed learning, we propose communication-e�cient stochastic
gradient descent (CE-SGD) to downsize the stochastic gradient used for
synchronization. For federated learning, we propose a preconditioned federated
optimization algorithm (PreFed) that utilizes the objective function’s geometric
information to accelerate the federated training process.

To reduce the computation cost for DNN’s inference on portable devices, we use the
knowledge distillation technique to propose an e�cient and robust Cloud-based deep
learning. It enables the Cloud server to generate high-quality and lightweight models,
allowing small devices to execute the learning tasks locally. In addition, we propose a
computation-and-communication-e�cient federated neural architecture search
(E-FedNAS) algorithm to automatically find a model structure fitting for the unseen
local data. E-FedNAS progressively fine-tunes the model structure and creates the ideal
model in one path, which is suitable for small devices.

Finally, we investigate the recently-emergent barren plateaus (BP) issue in the
variational quantum algorithm (VQA) for the Noisy Intermediate-Scale Quantum
(NISQ) computer. The BP issue is that the gradient of the objective function vanishes
exponentially with the size of the system. This prevents the QNN from updating and
causes ine�ciency in PQC training. To this end, we propose a look-around, warm-start
gradient-based optimizer (LAWS) to mitigate the BP issue, accelerate QNNs’ training,
and improve QNNs’ generalization ability.
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Chapter 1

Introduction

1.1 The Road from Machine Learning to Deep Neural Networks

and Quantum Neural Networks

Over the past decade, Artificial Intelligence (AI) has achieved great success in academia and

industry. Machine learning (ML), a subset of AI technology, has been widely applied to fields

such as computer vision, speech recognition, natural language processing, and many other next-

generation AI applications. ML seeks to learn meaningful relationships, patterns, and features

from hundreds of millions of data examples and observations. ML owes its achievements to the

fast development of information technology and the increasing popularity of the Internet, which

have generated a vast quantity of data suitable for ML.

Because of this rapidly increasing volume of data, conventional statistical models such as

logistic regression [33], K-means [102], SVM [31], and decision trees [125] are not advisable. This

is due to the fact that most of these models require data to conform to statistical assumptions,

such as independence of observations and the avoidance of multicollinearity of independent

variables [138]. However, when the scale of data increases, the prior knowledge, such as training

data distributions, is barely acquired. Moreover, training statistical ML models relies on a

certain amount of human labor, such as hand-crafted feature preparations and hyper-parameter

selections. This kind of work is di�cult and ine�cient in the face of such a high volume of

data. Researchers have begun to use more sophisticated ML models, such as DNNs, to achieve
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state-of-the-art performance and remove the need for a human to explicate and formalize data to

be machine-learning accessible. One noteworthy advantage of using DNNs instead of traditional

statistic ML models is that DNNs are expected to automatically “learn” feature representations

directly from the raw data. DNNs in particular can learn features that humans are not capable

of identifying. Consequently, DNNs have the potential to reveal underlying information from

datasets to accomplish complex real-world learning tasks without human intervention.

Alternatively, the emergence of the quantum neural networks (QNNs) [20] based on Noisy

Intermediate-Scale Quantum (NISQ) [123] computers has drawn much research attention due

to their ability to process data exponentially faster than DNNs run on classical machines [190].

In addition, it has been shown that QNNs have strong model expressibility [136], which sig-

nificantly outperforms DNNs in some specific tasks. Although NISQ is still in its early stages,

the exploration of QNNs should be regarded as a major step toward more powerful quantum

technologies in the future.

1.2 Current Situations, Solutions and Challenges

Modern DNNs and QNNs are characterized by the ever-increasing datasets and rapid growth of

model complexity. These two characteristics deeply a↵ect DNNs and QNNs in model training

and inference.

First characteristic (C1) is the rapidly increasing data prevent the deep model from

e�ciently training. For example, the benchmark used for academic research, ImageNet [39],

contains 12,197,122 annotated images, and the total size is 179GB. Even if one uses the lat-

est released GeForce RTX 2080 Ti GPU with 11 GB GDDR6X memory, processing ImageNet

with ResNet-152 takes more than 29 GPU hours to complete the training without further opti-

mizations, which is super time-consuming. Other benchmarks, such as WikiText-103 [109] for

natural language process (NLP), and CVC-ClinicDB [12] for medical analysis, are also too large

to train. In addition, a typical dataset size for training a commercial model has the order of

magnitude 9 to 10, making the use of computational resources and total training time incredibly

high. However, using abundant data for deep model training is necessary. It is mainly due to
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Figure 1.1 : E�ciency challenges in distributed learning system and quantum machine learning.

the DNNs’ performance, such as prediction accuracy, model stability, and generalization ability

can be significantly improved if a model has been fed with su�cient data samples.

Second characteristic (C2) , fast-growing model complexity, complicates DNNs’ struc-

ture and prolongs training and inference time. DNNs usually employ hundreds of functional

layers with certain parameters to perform feature extraction and evaluation. For example, the

AlexNet [83] in 2013, the most famous image classification model as the winner of the ILSVRC

competition, contains 11 layers with 233 million trainable parameters and executes 727 million

floating-point operations per second (FLOPs). Now, nine years later, in 2022, as reported in [36],

the current image classification model CoAtNet-7 from Google Brain has 2.44 billion parameters,

and the FLOPs astonishingly reaches 2586 billion. To achieve the state-of-the-art performance,

CoAtNet-7 has 1000 times parameter use and requires 3500 times FLOPs compares to AlexNet.

Such a huge amount of parameter use and floating-point operations demand not only dramtically

slows down the training procedure but also increases inference time, especially runing model on
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portable devices.

Characteristic (C3) for QNNs is that QNNs’ structure is even more sophisticated than

DNNs, causing barren plateau issues, amortizing the computation time savings when using

quantum computers. The current QNNs’ implementation belongs to the family of the variational

quantum algorithm (VQA), a quantum-classical hybrid schema that enables noisy quantum

devices to work with the help of classical computers. The QNN runs on a quantum computer

where the parameterized quantum circuit is used for ansatz preparation and expectation value

measurement. Such a QNN variationally updates the parameters by a classical optimizer to find

a global minimum of the objective function. Due to the limited quantum computer resource,

most QNNs’ experiments are now conducted by simulators on classical computers. However,

even the state-of-the-art simulator, for example, TensorFlow Quantum [16], is not able to train

the QNNs with more than 16 qubits due to the exponential computation resource demand to

realize qubit entanglement.

1.2.1 A Solution: Distributed Computing

Distributed computing is a common approach to tackling the problem of large-scale deep learn-

ing. The basic goal of training deep learning models on distributed systems is to partition data

among di↵erent workers so that each worker only calculates the gradients of the objective func-

tion evaluated on the assigned training data. In this way, the computation workload on each

worker is reduced and distributed learning systems benefit from data parallelism. In addition,

distributed learning enables us to utilize more powerful computation units, such as CPUs and

GPUs, which dramatically enlarge the computation power available to train and inference. As

a result, the deep learning characteristics: C1 and C2 can be mitigated when increasing the

distributed scale. Thanks to increasing access to public cloud services, such as Amazon AWS,

Google Cloud, and Microsoft Azure, there has been a surge of research interest in using dis-

tributed computing to accelerate large-scale machine learning. This new field of study is known

as distributed learning.
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1.2.2 Overview of the Challenges in Distributed Learning

Obviously, the design of an e�cient distributed learning system and e�cient learning algorithms

are highly non-trivial. One primary challenge comes from the high communication cost in the

distributed environment. For distributed learning, information exchange between workers is

conducted over the communication channels with limited bandwidth. As we mentioned before,

rising the scale of distributed learning relieves computational power shortage, but it spawns high

communication demands. Communication ine�ciency typically occurs in the distributed train-

ing stage. But the communication cost in inference, such as an application forwarding the data

to the central server for querying model prediction, should also be noticed. Another challenge

we are mentioning is handling the heterogeneity in distributed learning. The components of

distributed learning system can be various, such as di↵erent network configurations, computer

hardware, operating systems, and data resources. One could process the learning tasks locally

instead of on the central server due to network configuration, privacy concerns, or personal pref-

erence. In such cases, collaboratively learning a high-quality and computation-e�cient model

for the local device is enticing. Other critical challenges, including elevating distributed model

robustness and improving distributed model generalization ability, should be carefully assessed.

In the chapter 1.3.1, we will introduce distributed learning and discuss the possible research

opportunities in the context of e�ciency.

1.2.3 Overview of the Challenges in QNNs

There are many challenges in the QNNs, such as ansatz and state preparation, hamiltonian

construction, operator encoding, and quantum noise mitigation. In this thesis, we focus on

parameter optimization. Particularly, we discuss the first-order gradient-based optimizers. A

recent study has shown that some optimizers converge in polynomial time for convex cost func-

tions. However, the QNNs are far from having such a favorable landscape. In fact, the QNN

optimization is shown to be NP-hard, which means that finding the optimal solution to the prob-

lem is intractable in the worst possible case. Of course, this is to be expected as all optimization

problems can su↵er from the same issue. The key challenge is knowing whether QNNs can be

optimized heuristically in a polynomial number of iterations and converge to an approximate
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yet accurate solution.

1.3 Distributed Learning

Modern distributed learning has two di↵erent schemas: classical distributed learning and feder-

ated learning (FL) [108] as shown in the Figure 1.3.1. We say that classical distributed learning

is about having centralized data but distributing the model training to di↵erent nodes, while

federated learning involves decentralized data and training with a central model.

1.3.1 Classical Distributed Learning with Stochastic Gradient Descent

In classical distributed learning, training a model can often be formulated as an optimization

problem in the following form:

argmin
! "W

f (! ) =
1

n

n"

i =1

f i (! ) (1.1)

where ! is the model parameter and W is the parameter space. The function f i denotes the

objective function evaluation on i -th data sample. Our goal is to minimize the overall ”risk” f (! )

with respect to the parameter ! . This problem is also known as the empirical risk minimization

(ERM) problem. Consider the standard linear regression. The input training data xi is a d-

dimensional vector associated with a label yi . We are going to find a d-dimensional parameter

! , so that we can predict yi as ŷi = ! !, x i ". Meanwhile, in order to minimizing the prediction

error, the objective function f i is defined as Mean Square Error (MSE) by using Euclid distance

between ŷi and yi , such that f i (! ) = ||ŷi # yi ||22 = ||! !, x i " # yi ||22.

A common approach to solving Equation 1.1 is using an iterative gradient method named

stochastic gradient descent (SGD). The SGD method starts from a fixed initial parameter ! 0. At

iteration t , it takes a noisy gradient gt with respect to the parameter ! t , such that E[gt ] = $ f i (! ),

then SGD update the parameter for t + 1 iteration as

! t+1 = ! t # "gt (1.2)
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Figure 1.2 : Two distributed learning schemas: classical distributed learning and federated learning

where " is stepsize (a.k.a learning rate). We keep running this update process until we meet

some stop criteria for example the parameter ! converges to a stationary point.

In distributed learning, we perform SGD updates (Equation 1.2) in a parallel manner. Al-

gorithm 1 shows a typical distributed SGD algorithm. That is, at iteration t, each worker

computes an independent copy of the gradient gi according to its local data shard di . Then the

central parameter server gathers all the gradients from workers. The parameter server computes

stochastic gradient by taking the average of all the local gradients as

ḡt =
1

n

n"

i =1

gi (1.3)

where gi is the local gradient computed by i -th worker, and we have n workers in total. The

averaged gradient on the parameter server is broadcast to each worker to update the model

parameter from ! t to ! t+1 according to the Equation (1.2). It is worth mentioning that we

assume all the data samples in di are independent and identically distributed (a.k.a. i.i.d sample).

It is essential to use i.i.d samples for distributed training because it ensures that E[ḡt ] = E[gi,t ] =

$ f (! t ) for all i %[n].

Parallel SGD reduces the computational cost by partitioning the training workload to each
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Algorithm 1: Distributed Stochastic Gradient Descent

1 Initialization Initialize model parameter ! 0 for all workers and learning rate " 0.

Prepare training dataset D.

Parameter Server:

2 Averaging gradients ḡ,t =
1
n

! n
i gi,t

3 Broadcast ḡi,t to all workers

On i -th Worker :

4 for t = 1, á á á, T do

5 Compute local gradient gi,t = $ f i (! t , x) where x & D

6 Send gi,t to parameter server

7 Update model parameter ! t+1 = ! t # " t ḡi,t

8 end

worker. The worker only needs to process a small amount of data and update the model via an

averaged gradient. However, since computing the averaged gradient ḡ requires collecting all the

local gradients over n workers, it is required for these workers to perform synchronization with

the parameter server for every single iteration.

Consequently, the use of distributed machine learning is at the expense of communication

e�ciency. Given the number of total workers n, and the size of total trainable parameters

S, if we assume the model converges after Tdist iterations, the total communication cost for

distributed training can be formulated as

2 án á S áTdist (1.4)

Consider distributively training the AlexNet, which has nearly 61 million 32-bit real value pa-

rameters with an actual gradient size of 61 ' 106 ' 32 ( 244MB. The communication cost for

one round of training is approximately 500Mb.

At this point, the distributed machine learning framework faces a dilemma. That is, we

are expecting to use more parallel workers to accelerate the training process. However, the

more workers we use, the more network bandwidth and time we spend on communication. This

communication cost directly comes from the nature of the iterative SGD optimization algorithm.

On the one hand, frequent gradients synchronization is essential. Reducing the communication
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Algorithm 2: Federated Learning

1 Initialization Initialize model parameter ! 0 for all workers and learning rate " 0.

Prepare training dataset Di for each worker.

Parameter Server:

2 Averaging local models from selected set !̄ ,t =
1
n

!
i " [n] ! i,t

3 Broadcast !̄ t to all workers

On i -th Worker :

4 ! 1 = !̄ t

5 for k = 1, á á á, K do

6 Compute local gradient gi,k = $ f i (! k , x) where x & D i

7 Update model parameter ! i,k +1 = ! i,k # " t gi,k

8 end

9 ! i,t +1 = ! K

10 if i -th worker is selectedthen

11 Send ! i,t +1 to parameter server

12 else

13 Wait for !̄ t+1 from parameter server

14 end

rounds or total training iterations would cause insu�cient training where downgrade the model

performance. On the other hand, since the number of gradients is equivalent to the number of

trainable parameters, the gradients of the deep model are in big size. The approaches such as

decreasing the transmitted gradient size may lead to degraded model performance. The above

phenomenons raise open questions on distributed algorithm design.

1.3.2 Federated Learning

As a communication-e�cient distributed learning, federated learning (FL) [108] was first pro-

posed in 2017 from Google. It enables portable devices to collaboratively learn a shared predic-

tion model while keeping all the training data on device, decoupling the ability to do learning

from the need to store the data in the cloud. Federated learning tries to solve the same opti-

mization problem defined in Equation 1.1 but is di↵erent in the model update rule. Algorithm 2

shows the original federated learning algorithm. At iteration t, each work updates the local

model using SGD defined the Equation 1.2 for K local iterations on its private dataset. Then
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federated learning performs the model update in parallel on a subset of local models and averages

them on a centralized server. Notice that federated learning uses unshared data for training and

performs periodically model updates, making federated learning significantly di↵erent from clas-

sical distributed learning. In fact, the federated learning updates model with SGD has di↵erent

theoretical foundations than the classical one, known as local SGD.

Besides, federated learning is also characterized by the followings. First, the training data

for federated learning is non-i.i.d. In federated learning, the data is massively distributed over

di↵erent clients such as banks, hospitals, and information institutions. Data shard on each

worker is sampled from a possibly di↵erent distribution (a.k.a., heterogeneous or non-i.i.d. data

samples). Consequently, local data fail to represent the overall distribution. Data heterogeneity

does not only bring challenges to algorithm design but also makes theoretical analysis much

harder. Second, considerable clients are involved in federated learning training ranging from

network sensors and smartphones to powerful servers. The distributed SGD may not be suitable

for federated learning due to the extremely high heterogeneity.

Indeed, federated learning reduces the communication costs of frequent model updates. For

example, given the number of total workers n, the participating workers ratio is r ) 1, and the

size of total trainable parameters S, if we assume the federated model converges after Tfed global

averaging, then the total communication cost for federated training is

(1 + r ) án á S áTfed (1.5)

Compared to the communication cost in Equation 1.4, since Tfed * Tdist , federated learning

uses much less communication than classical distributed learning.

While federated learning has demonstrated empirical success in certain applications, it suf-

fers from slow convergence issues and poor generalization ability in heterogeneous settings. This

is due to federated model divergence, where locally trained models drift away from globally

optimal models when training with non-i.i.d private data. Besides the unstable model per-

formance caused by model divergence, another consequence is that one probably needs more

communication rounds for global model fusion, increasing the communication cost again.
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Figure 1.3 : Quantum Neural Networks

1.4 Quantum Machine Learning

The emergence of the Noisy Intermediate-Scale Quantum (NISQ) [123] technology has demon-

strated its enormous potential in number factorization [135], quantum system simulation [101],

or solving linear systems of equations [59]. Current state-of-the-art NISQ with 50-100 qubits

may be able to perform tasks that outperform the capabilities of today’s classical computers [7].

The quantum neural networks (QNNs) defined on NISQ are applications of the variational

quantum algorithm (VQA). Current QNN is the quantum-classical hybrid model that enables

noisy quantum devices to work with the help of classical computers. The QNN runs a param-

eterized quantum circuit (PQC) for ansatz preparation and expectation value measurement on

a quantum computer. Meanwhile, QNN variationally updates the parameters by a classical

optimizer to find a global minimum of the objective function. Generally, the PQC with unitary

U(#) having the form

U(#) =
L#

l=1

Ul (#l ) (1.6)

where

Ul (#l ) =
M#

m=1

e! i" l,m Vm / 2Wl,m (1.7)

Here, the l indicates the layer where #l = (#l,1, á á á, #l,M ) contains the parameter of such layer and
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# = { #l } L
l=1 . Vm is Hermition operator that generates the unitary in the ansatz. In addition, Wl,m

is the unparameterized quantum gate. One of the widely used ansatzes in quantum chemistry,

optimization, and quantum simulation is hamiltonian variational ansatz (HVA) which aims

to prepare a trial ground state for a given Hamiltonian H =
!

Vm (here Vm are Hermitian

operators, usual Pauli strings) by Trotterizing an adiabatic state preparation process [162].

The unitary of HVA, therefore, is given by U(#) =
$

l

%$
m exp(# i#l,m Vl,m )

&
in the form of

Euqation 1.6. Without loss of generality, the cost of QNN can be expressed as

C(#) = f
%
{ $k} , {O k} , U(#)

&
(1.8)

where f is some function, { $k} are input states, {O k} is a set of observables, and U(#) is

parameterized unitary defined in Equation 1.6. To explicitly define function f , one could have

cost in the form

C(#) =
K"

k=1

ak Tr
'
U(#)$kU  (#)Ok

(
(1.9)

where ak is the coe�cients of the linear combination of expectation values. The subscript k

indicates the fact that one could work with di↵erent functions for each state in the training set.

Particularly, in variational quantum eigensolver, one chooses O = H , where H is the physical

Hamiltonian and lets training set with size K = 1. The cost function becomes the expectation

value of the Hamiltonian H

C(#) = Tr
'
U(#)$0U  (#)H

(
(1.10)

where $0 = |0"!0| is the initial (pure) state. In the above Equation 1.10, let |%(#)" = U(#)|0".

For simplicity, we write |%(#)" as |%" henceforth. Given a N -dimensional complex Hilbert space

CN , we define a projector P# as |%"! %| %CPN ! 1. Now we consider the following optimization

problem

min
"

C(#) (1.11)

where

C(#) = Tr(P# H ) = !%|H |%" (1.12)

Note that % is normalized since U(#) is unitary.
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To optimize the above objective function, many practices use the SGD algorithm men-

tioned in Equation 1.2. However, a recently discovered phenomenon, so-called barren plateaus

(BP) [106], where gradients of the cost functions vanish exponentially with the size of the system,

limits the performance of QNNs. We define BP as

DeÞnition 1 (Barren Plateau). Consider the cost function C(#) deÞned in Eq 1.11. This cost

exhibits a barren plateau if, for all #i %#, the expectation value of partial derivative&i Ci (#) =

&C(#)/&#i respect to the cost function is zero i.e.,E[&i Ci (#)] = 0. The variance of the above

partial derivative vanishes exponentially with the number of qubits, i.e,

Var " [&i Ci (#)] % O(p! n) (1.13)

for some p > 1.

Notice, we have the following conclusion by using Chebyshev’s inequality

P(|&i Ci (#)| + c) )
Var" [&i Ci (#)]

c2 (1.14)

for some constant c. The definition and above inequality tells that the probability of finding a

&i Ci (#) that is larger than c decreases exponentially when the variance of the partial derivative

establishes an exponential decay. In other words, BP prevents QNNs’ parameter updates from

gradient changes when using gradient-based optimizers such as SGD causing slow convergence

issue and ine�cient computation.

1.5 Problem DeÞnition

In this section, we summarize the e�cient issues raised in classical distributed learning (in

section 1.3.1), federated learning (in section 1.3.2), and quantum neural network (in section 1.4).

E�cient distributed learning can be described as a fundamental trade-o↵ between compu-

tation and communication. We consider the e�ciency problems in two aspects: training and

inference. First, in distributed training, we expect to increase the number of distributed workers

to scale up the parallelism while maintaining high model performance. The more distributed

13



workers contribute to the training, the less computational workload is on the single worker.

For quantum machine learning, training the QNNs with the gradient-based method should be

careful in dealing with the BP issue to avoid computational resource waste. Second, we expect

to execute machine learning applications e�ciently on portable devices in the distributed learn-

ing systems. More specifically, the users can execute their learning tasks on the local devices

instead of processing them remotely. In this manner, users use less communication bandwidth

and receive reactions without network delay.

In summary, our work mainly focuses on addressing the following problems.

¥ (P1) The first problem we want to address is the communication cost in training dis-

tributed models. For classical distributed training, we focus on reducing the gradient

size to lower the overall communication budget. Of course, reducing the gradient size is

highly non-trivial because modifying gradients directly a↵ects the model performance. An

ill-considered gradient adjustment even causes the non-convergence issue.

¥ (P2) For federated learning, we want to accelerate the model training, reducing the total

communication rounds used for the model to meet some stop criteria. Accelerating the

federate model training and ensuring models quickly converge to the optimal solution are

also challenging due to the training data and environmental heterogeneity.

¥ (P3) Next, we want to address is the communication computation cost in the model

inference. The traditional distributed learning application always relies on well-trained

models that reside in the powerful cloud server. This distributed system requires users to

upload their data to a remote server to revoke training results, which is highly ine�cient

and insecure. We want to address this issue by running the machine learning task on local

devices. Therefore, we can reduce the communication cost and preserve privacy. However,

deploying the DNNs on resource-constrained devices is a challenge task.

¥ (P4) The last problem we want to address is how to train quantum neural networks

e�ciently using a first-order optimization algorithm while avoiding the barren plateau

issue. The major challenge is that the classical optimizers utilized in classical parameter

space are likely not suitable for quantum model parameter space.
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Distributed Learning Quantum Learning

Classical Federated Learning VQA

Training CE-SGD (Chapter 2) PreFed (Chapter 3) LAWS (Chapter 6)

Inference NMD (Chapter 4) E-FedNAS (Chapter 5) -

Table 1.1 : Thesis Contributions

1.6 Our Contributions

We summarize the major contributions of this thesis in this section and present them in Table 1.6.

¥ In chapter 2 for P1 , we propose a communication e�cient SGD algorithm to improve

the learning e�ciency for large-scale distributed optimization name CE-SGD. The CE-

SGD algorithm can e↵ectively reduce the communication cost without observable learning

accuracy loss by introducing the error feedback scheme. We analyze its convergence be-

havior from the theoretical perspective and demonstrate its advantage over state-of-the-art

algorithms. Our experiments demonstrate the e�cacy of the proposed algorithm.

¥ In chapter 3 for P2 , we present the preconditioned federated algorithms, PreFed and

PreFedOpt, to improve the learning e�ciency for FL optimization. We theoretically an-

alyze their convergence behavior. Our experiments show proposed algorithms achieve

state-of-the-art performances.

¥ In chapter 4 for P3 , we propose a new knowledge distillation method which is an

e�cient method that allows the knowledge transfer from a deep learning model to a shallow

and lightweight mode. Users hence can execute the machine learning tasks in the local

environment without sending their private data to the cloud server. Our proposed method

reduces the deep model size and achieves state-of-the-art accuracy.

¥ In chapter 5 for P3 , we propose E-FedNAS, a novel federated NAS algorithm. E-

FedNAS is a computation and communication e�cient federated NAS algorithm. E-

FedNAS reduce the computational cost by randomly sampling a subset of search space
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on each client. At the same time, E-FedNAS addresses the data heterogeneity in federated

learning using a novel model construction where the practitioner is able to train local data

in a single unified model. E-FedNAS model is ready to use at the end of the FL training

without further retaining and fine-tuning, which makes it more e�cient.

¥ In chapter 6 for P4 , we propose an e�cient optimization algorithm named LAWs,

which could mitigate the barren plateau issue presented in QNNs. We also propose an

unified framework for quantum natural gradient by using a classical first-order optimization

scheme. The proposed new algorithm named WsQNG show its power in QVA learning.

Our experiment results show that the proposed algorithm have better generalization ability

in quantum classification problems.

1.7 Dissertation Organization

This dissertation is organized as follows. Chapter 2 provides an overview of large-scale dis-

tributed learning problems with communication constrain. We demonstrate the e�cient com-

munication SGD (CE-SGD) that improves the learning e�ciency for large-scale distributed opti-

mization. Chapter 3 extends the study of proposing communication-e�cient learning algorithm

for federated learning. Chapter 4 provides another communication-e�cient learning framework

for Edge computing. We propose an e�cient method for model knowledge distillation that allows

small and shallow distilled models to be deployed on resource-constrained devices. Chapter 5

studies the popular neural architecture search (NAS) problem under the federated settings. In

addition, we propose a e�cient federated NAS schema. Chapter 6 focus on optimizing the QNN

with first-order optimizer. Chapter 7 concludes this dissertation and identifies several possible

directions for future work.
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Chapter 2

CE-SGD: Communication-E!cient

Distributed Machine Learning

Algorithm

In this chapter, we start by addressing the ine�cient communication problem P1 defined in

Chapter 1.5. The remarkable advances in deep learning are driven by data explosion and in-

creased model size. Recently, the emergence of fifth-generation (5G) networks has made deep

learning easily access to a wealth of data suitable for training. Training large-scale models with

huge amounts of data are based on the distributed system [25, 29, 38, 127], where data paral-

lelism is adopted. In a central parameter server (PS) based distributed learning paradigm, each

worker maintains an identical model copy and is trained using a subset of data. The models

are optimized using iterative methods such as stochastic gradient descent (SGD). The gradients

generated from all workers are sent to the PS to perform gradient synchronization. Gradient

averaging is a commonly used gradient synchronization method. Then the PS broadcasts av-

eraged gradient back to each worker to perform the model update. The PS-based approaches

scale up distributed machine learning by integrating computational power on multiple workers.

However, a subsequent challenge emerges that the persistent gradient synchronization re-

quires an enormous amount of network bandwidth [89, 90]. Given the number of total workers
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N , the total communication cost for one round of training can be formulated as

2 áN á S (2.1)

where S is the size of the training model, including all weights and training metadata. For

simplicity, we denote S = P ábit where P is the number of total trainable parameters and bit is

precision such as 4, 8, 16. For example, as the winner of ILSVRC-2013 competition, AlexNet [84]

comes along with nearly 61 million 32-bit real value parameters with an actual model size of

61 ' 106 ' 32 ( 244MB. The communication cost for one round of training is approximately

500Mb. The current averaged 5G speed is around 50Mbps. Therefore, it takes approximately 10

sec to complete single iteration communication, significantly increasing the training time usage

because training AlexNet or other typical deep neural networks (DNNs) usually requires 100k

to 500k iterations.

To reduce the communication cost between workers and the PS, two types of distributed

SGD approaches have been widely studied: gradient quantization and gradient sparsiÞcation.

Gradient quantization is quantizing the gradients to low precision or approximation value. For

example, Quantized SGD (QSGD) [2] randomly quantizes gradient values by using uniformly

distributed quantization levels to achieve a communication cost of 32 + d log2(2l + 1) bits per

communication round where d is the dimension of gradient and l = 4, 8, 16 is the predefined

quantization level. Other approaches [133, 163, 193] are similar but di↵erent in error compen-

sation mechanism. One drawback of gradient quantization is that it increases the stochastic

variance and causes slow convergence [77].

On the other hand, gradient sparsification focus on randomly dropping the coordinates of

gradients to reduce the actual gradient size. To ensure the gradient unbiasedness, the gradient

of each worker is synchronized on centralized PS. Gradient sparsification works due to two

reasons. First, most deep neural models are over-parameterized [17], which means the number

of trainable parameters is larger than the number of training samples. Consequently, a well-

trained deep model has many model parameters that have values close to zero. We can use this

sparse gradient to reduce the communication cost by only sending some gradient coordinates
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Figure 2.1 : (a) illustrates a typical PS-based learning scheme. Model train and inference happen on
local works. To enable model training, it only requires gradient communication between the PS and
workers. (b) illustrates a detailed PS-based learning model training process via synchronous SGD. Layer-
wise model parameter wi,m,t is updated via averaged gradient ḡi,m,t .

with significantly larger values than zero to the PS. In other words, gradient sparsification drops

the less beneficial coordinates. Second, for other gradient coordinate values close to zero, we

defer the PS synchronization. We record their values locally and send the accumulated value to

PS periodically. This procedure can also be described as a variant of asynchronous SGD [97,144]

where the model convergence is guaranteed. Through gradient sparsification provably works, it

is very challenging to be applied in real-world scenarios. The sparsity of the gradient is achieved

on threshold-like settings. However, properly choosing threshold values for dropping specific

gradient coordinates of di↵erent network layers is impossible. For example, in our experiments,

we observed that the gradient sparsification approach fails to converge if threshold values are

tuned inappropriately.

To address the issues mentioned above in gradient sparsification, we propose CE-SGD, a

communication-e�cient distributed learning algorithm that allows sparse gradients to synchro-

nize on the PS and aggressively reduces the overall communication costs. The main idea of CE-

SGD is to select gradients for transmission based on the feedback from the parameter server. If

a gradient has contributed to loss reduction (observed by the parameter server) multiple times,

it will be selected for transmission with a higher probability. Otherwise, a gradient will not be

transmitted. Aside from being communication e�cient, CE-SGD has several other advantages:

¥ The implementation of CE-SGD is compatible with all existing training frameworks.
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¥ CE-SGD can adaptively tune layer-wise gradient drop ratio for each layer without any

threshold tuning.

¥ CE-SGD allows the model to choose the best gradients to improve the training speed and

accuracy.

¥ Moreover, CE-SGD reduces the staleness e↵ect and gains the critical model performance

improvements by speculative gradient update.

2.1 Related Work

There have been several works proposed to reduce the communication cost of stochastic gradient

descent in the context of distributed machine learning. Edge learning inherits from it but di↵ers

in scale and network topology. As shown in Figure 2.1(a), instead of sending ML tasks to

the cloud, data is processed locally for both ML model training and inference. This enables

real-time operations and helps significantly reduce the network delay and security vulnerability

associated with processing private data in the cloud. Algorithm 3 shows a general process of

e�cient communication algorithms.

Gradient quantization When using SGD or other first-order gradient methods as a model

optimizer, quantizing the gradients to their low precision value has been widely adopted. Gradi-

ent quantization has been explored in [133,145,148,163,193]. In [133], the authors adventurously

applied 1-bit SGD on speech DNNs to reduce data-exchange bandwidth, and they empirically

showed its feasibility on distributed environments. An error feedback scheme is introduced dur-

ing quantization to compensate for the quantization error. However, it only benefits speech

recognition neural networks and relies on sparse stochastic optimization algorithms such as

AdaGrad [43] to achieve a small accuracy gain. [193] proposed the DoReFa-Net to train con-

volutional networks with weights and gradients all quantized into fixed-point numbers. The [2]

proposed Quantized SGD to make a melting trade-o↵ between communication bandwidth and

convergence time. QSGD randomly quantized gradient values by using uniformly distributed

quantization levels to save communication costs. Wen et al. [163] further extend this idea

and compress gradients into ternary values {# 1, 0, 1} with a stochastic quantization function to
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Algorithm 3: Generalized Communication e�cient algorithm

1 Initialization Initialize model parameter xi for all workers. gi,t is local gradient on

worker i and gupdate is update gradient from local.
Server :

2 Perform Reduceand gather all gupdate
i,t ! 1

3 Averaging gradients ḡt ! 1 = 1
n

!
i gupdate

i,t ! 1

4 Perform Broadcast ḡi,t ! 1 to workers i %[N ]
Clients:

5 Update model parameter xt , xt ! 1 # ' t ḡi,t ! 1

6 Compute local gradients gi,t = $ f (xt ;Di )
7 if Gradient quantization [133,145,163,193]then
8 gupdate

i,t , Quantization(gi,t )

9 else if Gradient sparsiÞcation [1,42,50] then
10 gupdate

i,t , Sparsification(gi,t )

11 else
12 gupdate

i,t = gi,t

13 Send gupdate
i,t to Parameter Server

ensure the unbiasness. Although TernGrad has theoretical guarantees and their experimental

results are promising, the scalar sharing across all localized workers downgrades the performance

because of the unexpected network delay that prolongs the sharing process.

Gradient sparsiÞcation Gradient sparsification is also a popular and e�cient method.

The intuition of sparse approaches is straightforward: dropping the less beneficial coordinates

of gradient vectors and then synchronizing on edge servers to ensure unbiasedness. Therefore, a

reduction of communication costs is adopted. The insight of gradient sparsification can attribute

to 1) DNNs usually over-parameterized [42] with a considerable amount of parameters that have

numerical values close to zero, and therefore resulting in sparse gradients; 2) sparse SGD can

be formulated as variants of delaying weight updates such as asynchronous SGD [144]. To avoid

using the out-of-date gradient coordinates, [96] applied gradients accumulation for gradient value

less than the predefined updating threshold.

Updating out-of-date (stale) gradient coordinates cause convergence, slow down, and model

performance degeneration. Early studies such as [1, 42, 50, 149] used constant-like or fixed ratio

thresholds to perform gradient coordinates selection. It is impractical to apply such methods to

real-world applications. The threshold is hard to choose for particular DNNs, and our experi-
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ments show the threshold-based methods even fail to converge in some cases.

Recently, a series of hybrid strategies via combining gradient sparsity and vector quantization

has been proposed. A heuristic algorithm proposed by [23] aimed to automatically tune the

compression rate and then quantize them for updates. With a limited coding length of stochastic

gradients, and constrained gradient variance budget, [160] achieved a high compression ratio on

l2-regularized logistic regression by using the gradient sparsification technique. The gradient

level sparsification training possibly leads the final model to be sparse. It will accelerate the

model training on clients later.

2.2 Preliminaries

Notations Given a vector x %Rk we denote its j-th entry by x(j ) . We use |x (j ) | to denote the

absolute value of x(j ) . The ||x ||2 and ||x ||# are l2-norm and the maximum absolute entry of

vector x respectively. We use gi,m,t to denote the m-th layer gradient that computed by i-th

worker at iteration t. We use g(e) to denote the e-th entry of gradient g. Given two vectors

x, y %Rk , we use !x , y" to denote their inner product, x - y to denote the element-wise product.

This is also known as Hadamard product.

2.2.1 Problem Formulation

We consider distributed learning with a central PS and N (N is larger) workers. Given a dataset

D , the training task aims to solve the following minimization problem, also known as empirical

risk minimization (ERM):

argmin
x "R k

f (x) =
1

N

N"

i =1

Ed$ D i [Fi (x ; d)] + (r (x) (2.2)

where x %Rk is the parameter we want to learn from the model. And F (á; á) is a prespecified loss

function which measures the accuracy of the predictions and r (x) is a regularization function. For

simplicity, we let f i (x) = Ed$ D i [Fi (x ; d)] in the rest of the chapters. Generally, this minimization

problem can be solved by using stochastic gradient descent (SGD) algorithm, that is, with some

22



proper initialization parameter x, we update the parameters as following rule:

x t+1 = x t # ' t gt (2.3)

where gt = $ f (x t ; d) is the gradient of the loss function at the current parameter x t over a

random data sample d from Di and ' t is current step size (learning rate). More specifically,

in the context of PS based distributed scheme, the standard distributed SGD algorithm can be

expressed as

x t+1 = x t #
' t

n

n"

t=1

gt (2.4)

Algorithm 3 illustrates a generalized communication e�cient distributed algorithms. We also

introduce the following assumptions for non-convex optimization with smooth objectives.

Assumption 1 (Smoothness) We assume the Lipschitz continuous for all model copies$ f i (x),

denoted as:

||$ f i (x) # $ f i (y)|| ) L i ||x # y||for all x, y and i %[n] (2.5)

Further we let L =
N"

i =1

L i

Assumption 2 (Unbiasedness) The stochastic sub-gradients$ Fi (x) is unbiased, denoted as:

Ed$D i [$F i (x; d)] = $ f i (x) (2.6)

Lemma 2.1 (Lipschitz smoothness) Suppose the model copyf i (x) in Assumption. 9 holds is

L-Lipschitz continuous. For any x, y %Rk, the objective function f (x) satisÞes:

f (x) # f (y) # $ f (y)T (x # y) )
L
2

||x # y||2 (2.7)

These assumptions are commonly used in previous works for analyzing convergence rate of

distributed SGD [72,89,134,163].
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Algorithm 4: CE-SGD

1 Initialization Initialize model parameter xi for all workers. Learning rate ' 0 = 0.001.
Weighted Coordinate Map M 0 = 0. A random selection vector V0.

Server :
2 Perform Reduceand gather all gupdate

i,m ! 1,t ! 1

3 Averaging gradients ḡ,m! 1,t ! 1 = 1
n

!
i gupdate

i,m ! 1,t ! 1

4 Perform Broadcast ḡi,m ! 1,t ! 1 to workers
Clients:

5 Compute local loss f i (xt )
6 for Model Layer 1, á á á, L do
7 Update m # 1 %[L ] layer parameter
8 xi,m ! 1,t , xi,m ! 1,t ! 1 # ' t ḡi,m ! 1,t ! 1 - Vi,m ! 1,t ! 1

9 Compute m-th layer gradient gi,m,t by backpropgation
10 if f (xt! 1, D i ) > f (xt , D i ) then
11 Retain selection vector Vi,m,t , Vi,m,t ! 1

12 gupdate
i,m,t , gi,m,t - Vi,m,t

13 Update weighted coordinate map

14 M i,m,t = M w(Vi,m, 1% t ) =
! t

t=1 Vi,m,t

15 else
16 Calculate selection vector Vi,m,t , $(M i,m,t ! 1)

17 gupdate
i,m,t , gi,m,t - Vi,m,t

18 Speculative Update: Randomly choose some rare-update coordinate add to gupdate
i,m,t

19 Send gupdate
i,m,t to Parameter Server

2.3 Communication e!cient algorithm: CE-SGD

In this chapter, we will introduce our communication-e�cient distributed training algorithm CE-

SGD. We shed light on the analysis of communication reduction of di↵erent schemes. We also

prove the convergence proof of CE-SGD for both convex and non-convex optimization problems.

2.3.1 CE-SGD Algorithm

The main idea of the algorithm is to transmit a gradient with a probability according to its

usage. For this purpose, we define a selection vector Vi,m,t (definition 1) as a mask to determine

whether a gradient will be transmitted. When an element of the vector is 1, the gradient will

be transmitted; otherwise, it will not. The sparse operator (definition 2) works on generating a

selection vector. The element of the selection vector corresponding to a gradient will be more
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likely to be 1 if (1) previously sending the exact gradient will make the loss function decrease

and (2) the gradient has been selected multiple times (stored as a weighted coordinate map).

In essence, the change of the loss function based on a gradient will give feedback to the worker

to show whether the transmission of the gradient will reduce the loss function. The worker will

transmit the gradient that will be more likely to reduce the loss function based on the observation

in the previous rounds. Before moving on to our algorithm, we introduce the selection vector,

sparse operator, and sum weighted coordinate map as follows:

DeÞnition 2 (Selection Vector Vi,m,t ) We deÞneVi,m,t % [0, 1]k as the selection vector of gra-

dient gi,m,t where k is the dimension of gradientgi,m,t .

Selection vector Vi,m,t of i -th worker’s model m-th layer only select gradient g(e)
i,m,t if and only

if V (e)
i,m,t = 1. Selection vector is generated via applying a sparse operator $ on a sum weighted

map M t which accumulates all previous selection vectors that have been used for each iteration.

DeÞnition 3 (Sparse operator) Given a non-negative deÞned vectorvt %Rk, the j-th entries of

sparse vectorµt w.r.t vector vt is deÞned as

µ(j )
t !

)
**+

**,

1, with the probability $(j )(vt )

0, otherwise
(2.8)

where the sparse operator$(vt ) % [0, 1]k . For weighted sparse operator, we deÞne$(j )(vt ) =

|v(j )
t |/ . vt . 2 for normalization purpose.

For Bernoulli operator, the $(j )(vt ) = Bernoulli(|v(j )
t |/ . vt . # ). We also define weighted coordi-

nate mapping function M as

DeÞnition 4 Given selection vectorVi,m,t deÞned above, coordinate mapping functionM takes

Vi,m, 1, Vi,m, 2, á á áVi,m,t as input and return an accumulated mapM t where

M t = M (Vi,m, 1, Vi,m, 2, á á á, Vi,m,t ) (2.9)
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In this work, we use sum weighted gradient coordinate mapping functionM w where

M t = M w(Vi,m, 1% t ) =
T"

t=1

Vi,m,t (2.10)

At this point, we can present the synchronous distributed communication e�cient algorithm

in Algorithm 4. PS performs the sparse synchronization via the Reduce and then Broadcast

averaging gradients to each worker (line 2-4). Each worker keeps an identical model copy and

maintains a tuple of 1) layer-wise gradients gi,m,t computed in each iteration; 2) a sum weighted

coordinate map M i,m,t that keeps tracking the coordinate-wise weight changes of layer-wise

gradients and 3) a selection vector Vi,m,t at current step t that marks which gradient coordinate

can be used for PS synchronization. It is worth mentioning that we use the Bernoulli operator

to generate sparse selection vector. That is our sparsification function is defined as $(j )(gi,m,t ) =

Bernoulli(|g(j )
i,m,t |/ . gi,m,t . # ).

On each worker, we keep the loss value of last update f (xt! 1) for current iteration t. We

train the model on local dataset Di and do backpropagation layer-wisely. For the gradient of

m-th layer, we use loss feedback mechanism (line 8) and selection vector Vi,m,t to decide which

gradient entries will be upload to the PS for next step synchronization. When the learning

model receive a positive feedback (for example f (xt! 1) > f (xt )), we think the current gradient

coordinate selection will reward the model and we increase the probability of that coordinate

being selected in the next iteration by fine-tuning the weighted coordinate map (line 9-12). On

the opposite, if negative feedback is received (line 13) such as f (xt! 1) > f (xt ). It means the

current gradient coordinate selection is not beneficial for the model. Therefore we are looking

for new gradient coordinate selection. The CE-SGD then generates sparse gradient by applying

sparse operator on weighted coordinate map (line 14-15).

In order to avoid some gradient coordinates never being updated and ensuring the unbiased-

ness, we randomly select coordinates that have a small weight value or the coordinate that has

not been updates for long time (line 17). We call this process as speculative update. Speculative

update can be performed in a periodical manner. Figure 2.2 explains how to generate sparse

gradient according to sparse operator on coordinate mapping function M .
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Figure 2.2 : This figure demonstrates how the selection vector Vi,m,t , sparse operator $ and coordinate
mapping function M work together. In order to update selection vector Vi,m,t to Vi,m,t +1 , we sum up
all previous selection vector element-wise from t = 1 to t for example M i,m,t =

! t
t =1 Vi,m,t . Then we

apply Bernoulli operator $ to M i,m,t such that Vi,m,t = $(M i,m,t ! 1). The update gradient gupdate
i,m,t is

computed by Hadamard product of gradient gi,m,t and current selection vector Vi,m,t shown as green
colored coordinates. The coordinate in red box is selected because of the speculative update where we
randomly select some coordinates for synchronization.

2.3.2 Communication Reduction Analysis

To analyze how much worker-to-server tra�c that CE-SGD is able to reduce, we make the fol-

lowing assumptions. For simplicity, we use a non-dropout and non-skipped deep neural network

which has L layers in total. We suppose it has all fully connected layers in the set F C and other

layers in the set NF C such that |F C| + |NF C | = L . We define the dimension of its m-th layer

as km .

Let us assume the ratio of the total number of non-fully-connected layer parameters to fully-

connected layer parameters is 1/c < 1. For gradient quantization, the quantization level is l .

The layer-wise gradient drop ratio is 1 # rVm,t at iteration t . Suppose rVm,t & N (µ, ) 2) over t

and µ %(0, 1). As a results, the bits that required by gradient quantization per communication

round are:

32/
"

m" NF C

km +
"

m" F C

km (log2(2 / l + 1)) + 32

= (
32

c
+ (log2(2 / l + 1))

"

m" F C

km + 32

(2.11)
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Meanwhile, for the CE-SGD:

32 /
"

m" NF C &F C

km rUm,t = 32(µ/c + 1)
"

m" F C

km (2.12)

When we use gradient quantization level l = 4, 6, 8 and FC/NFC ration c < 1/µ # µ, CE-SGD

outperforms other algorithms.

2.3.3 Convergence of CE-SGD

In this chapter, we will analyze the convergence of CE-SGD on convex and non-convex opti-

mization problems. The theoretical results are consistent with our experimental results. We

present two theorems below.

Theorem 2.1 (Convex Case) Suppose the loss functionf (x) is convex and di!erentiable onRd.

We assume that the optimal setX ' of our objective function f (x) is nonempty and bounded.

f (x) has bounded gradientsE||$ f (x)|| ) G. Let the learning sequence{ ' t } be
#"

t=1

' 2
t < 0 and

#"

t=1

' t = 0 . Then the iterative CE-SGD shown in Algorithm 4 converges to a stationary point

s.t. f (xt ) # f (x' ) ) C$||x0 # x' || where x0 is random initial point and C$ = 2/
!

' t . We also

conclude that

f (xt ) # f (x' ) ) R x0 ||$ Ut,i f (xt )|| (2.13)

where R x0 = supxt
{maxx" X ! ||xt # x' || : f (xt ) ) f (x0)}

Proof: Due to the page limitation, we only show the proof sketch. According to Lemma. 2.1

and Algorithm 4, let L = 1
$t
, we have

f (xt+1 ) # f (xt ) ) #
' t

2
||$ Ut,i f (xt )||2 (2.14)

Let ( t = f (xt ) # f (x' ), and

( t+1 ) ( t #
' t

2
||$ Ut,i f (xt )||2 (2.15)
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The convexity tells that

( t ) !$ Ut,i f (xt ), (xt # x' )" ) || xt # x' || á ||$Ut,i f (xt )||

From two equations above, we conclude that

( t+1 ) ( t #
' t

2||xt # x' ||2
( 2

t (2.16)

To proof the convergence of f (xt ), it is equivalent to show that ||xt # x' || is decreasing. From

Lemma. 2.1, we obtain

($ Ut,i f (x) # $ Ut,i f (y))T (x # y) + ' t ||$ Ut,i f (x) # $ Ut,i f (y)||2

We know $ Ut,i f (x' ) = 0 and

||xt+1 # x' || ) || xt # x' ||2

Let * t =
$t

2||x0 ! x ! ||2 ) $t
2||x t ! x ! ||2 and substitute it in Equation. 2.16,

* t ( 2
t + ( t+1 ) ( t 1 * t

( t

( t+1
+

1

( t
)

1

( t+1
(2.17)

This implies,

1

( t+1
#

1

( t
+ * t 2

1

( t
+

t"
* t (2.18)

That is

1

f (xt ) # f (x' )
+

! t ' t

2||x0 # x' ||2

which is equivalent to

f (xt ) # f (x' ) ) C$||x0 # x' ||2 (2.19)

where C$ = 2/
!

' t . We know the di↵erence between f (xt ) and f (x' ) is bounded by ||xt # x' || á

||$ Ut,i f (xt )||. And we already prove the sequence of ||xt # x' || is descent. Suppose the optimal

solution set X ' exist, we can find a maximum value of sequence {|| xt # x' ||} t , and we say

R x0 = sup
xt

{ max
x" X !

||xt # x' || : f (xt ) ) f (x0)}
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That is

f (xt ) # f (x' ) ) R x0 .$ Ut,i f (xt ). (2.20)

" The following theorem shows the convergence of CE-SGD on the non-convex problems.

Theorem 2.2 (Non-convex case) We assume that the optimal setX ' of our loss function f (x) is

nonempty and bounded.f (xt ) has bounded gradientsE||$ f (x)|| ) G. Let the learning sequence

{ ' t } is
#"

t=1

' 2
t < 0 and

#"

t=1

' t = 0 . And we deÞne+t 3 E [f (xt )|I t ]. Algorithm 4 converges to

a stationary point in expectation as:

+T ) +0 #
1

2

T"

t=0

' t E||$ f (xt )||2 +
1

2

T"

t=0

' t , t (2.21)

Proof: Given selection matrix Ut at iteration t , Algorithm 4 has parameter updates rule as

follow,

xt+1 = VUt (xt ) = xt # ' t
1

n

n"

i =1

&Ut,i Fi (xt ) (2.22)

where

&Ut,i Fi (xt ) = Ut,i &Fi (xt )

For simplicity, let

&Ut F (xt ) = [$ Ut, 1 F1(xt ), $ Ut, 2 F2(xt ), á á á, $ Ut,n Fn(xt )]

in Rk( n to be the selected gradients from all n workers at iteration t . Choosing 1n as a column

vector in Rk with 1 for all coordinates. According to the Algorithm 4, the sparse parameter

updating

E[f (xt+1 )|Ut ] = Ef (xt # ' t &Ut F (xt )
1n

n
) (2.23)

Then, we apply Lemma. 2.1, and have:

Ef (xt+1 ) ) Ef (xt ) # E!$ f (xt ), ' t &Ut F (xt )
1n

n
"

+
L
2

E||' t &Ut F (xt )
1n

n
||2

(2.24)
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Taking the second term on right hand side of Equation. 2.24, we obtain:

E!$ f (xt ), ' t &Ut F (xt )
1n

n
"

=
' t

2
E||$ f (xt )||2 +

' t

2
E||&Ut F (xt )

1n

n
||2

#
' t

2
E||$ f (xt ) # &Ut F (xt )

1n

n
||2

(2.25)

We know that,

E||$ f (xt ) # &Ut F (xt )
1n

n
||2

=
1

n2 E||
n"

i =1

$ f i (xt ) #
n"

i =1

$ Ut, 1 f i (xt )||2

)
1

n

n"

i =1

E||$ f i (xt ) # $ Ut, 1 f i (xt )||2

(2.26)

Plugging Equation. 2.26 back to Equation. 2.25, we have:

E!$ f (xt ), ' t &Ut F (xt )
1n

n
"

+
' t

2
E||$ f (xt )||2 +

' t

2
E||&Ut F (xt )

1n

n
||2

#
' t

2n

n"

i =1

E||$ f i (xt ) # $ Ut, 1 f i (xt )||2

(2.27)

And now, the Equation. 2.24 changes to:

Ef (xt+1 )

) Ef (xt ) #
' t

2
E||$ f (xt )||2

# (
' t

2
#

L' 2
t

2
)E||&Ut F (xt )

1n

n
||2

+
' t

2n

n"

i =1

E||$ f i (xt ) # $ Ut, 1 f i (xt )||2

(2.28)
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Now, the last line of second inequality of Equation. 2.28:

n"

i =1

E||$ f i (xt ) # $ Ut, 1 f i (xt )||2

=
n"

i =1

! t,i"
PUt,i ||$ f i (xt ) # $ Ut, 1 f i (xt )||2

=
n"

i =1

k"

j =1

! t,i"
PUt,i ($ f (j )

i (xt ) # µ(j )
t,i $ f (j )

i (xt ))
2

=
n"

i =1

k"

j =1

$ f (j )
i (xt )

2
! t,i"

PUt,i (1 # µ(j )
t,i )

2

=
n"

i =1

k"

j =1

$ f (j )
i (xt )

2E[(1 # µ(j )
t,i )

2]

(2.29)

where PUt,i is the probability of using Ut,i as selection decision at iteration t on worker i over the

entire probability distribution space ! t,i . The Expected value in Equation. 2.29 can be expressed

as:

E[(1 # µ(j )
t,i )

2] = V ar(µ(j )
t,i ) + (E (µ(j )

t,i ) # 1)2

= $(j ) # 2$(j ) + 1 = 1 # $(j )
(2.30)

Remember that we introduce the speculative selection to ensure the unbiasedness in Algo-

rithm. 4, then the $(j ) > 0 is satisfied. Mathematically, we let $0(t) = min %( j ) { $(j )
t : j % [k]} .

Therefore we assume the exception value is bounded above E[(1# µt,i )2] ) , t and Equation. 2.29

yields that:

n"

i =1

E||$ f i (xt ) # $ Ut, 1 f i (xt )||2 ) n, t ||$ f i (xt )||2 (2.31)

Suppose we have,

' t

2
+

L' 2
t

2
(2.32)

32



then Equation. 2.28 becomes,

Ef (xt+1 )

) Ef (xt ) #
' t

2
E||$ f (xt )||2 +

' t , t

2

(2.33)

Let I t ! d0, á á á, dt! 1; x0, á á á, x t! 1 be all the information so far up to steps t. Our goal is to

show the expect value

+t 3 E [f (xt )|I t ]

converge to the optimal value f (x' ) for sure. By taking the expectation on both side of inequality

above, and given the previous condition, we obtain

+t+1 ) +t #
' t

2
E||$ f (xt )||2 +

' t , t

2
(2.34)

Summing up from +0 to +T , we obtain,

+T ) +0 #
1

2

T ! 1"

t=0

' t E||$ f (xt )||2 +
1

2

T ! 1"

t=0

' t , t (2.35)

which completes the proof. "

Now, let ' t =
-

C0/T fixed, where C0 is a constant, i.e. the total mini-batch size on N

workers [72], and T is the number of iterations. With the su�cient iteration T + L 2C0, and
T ! 1"

, t = C1, Equation. 2.35 has the form of:

1

T

T ! 1"

t=0

E||$ f (xt )||2 )
2(+0 # +T )

C0
4

T
+

C1

T
(2.36)

Therefore, Algorithm. 4 achieves the O(1/
4

T) convergence rate when T is large.

In the next chapter, we show our experimental results and analysis.
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Figure 2.3 : Loss (in blue color) and Top-1 accuracy (in red color) of CIFAR10 on ResNet18 and
CIFAR100 on VGG11, ResNet50 and MobileNet. In all experiments, we use Adam optimizer with initial
learning rate 0.001. The min-batch size is 64 which is smaller than other experiments. This is due to the
limited memory and computational resource on Raspberry Pi.

2.4 Numerical Results

In this chapter, we validate our algorithm with experiments on various machine learning image

classification and language tasks. Compared to the state-of-the-art e�cient algorithms, CE-SGD

outperforms in convergence speed, test accuracy and communication costs.

2.4.1 Experiment Setup

Environment In order to simulate the real world scenario, we conduct experiments on the

distributed system that contains 4 Raspberry Pi 3 Model B as remote workers and a PC as central

parameter server. We link Raspberry Pi with PS via standard wireless connection protocol.

Raspberry Pi has one Camera Module port and one Audio jack which make it to be capable of
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Figure 2.4 : The average batch time is defined as the cost of time of one round communication including
the local training time, network transmission time and global aggregation time. When we increase the
number of training workers, the network delay becomes a bottleneck of TernGrad because TernGrad uses
a shared scalar [163].

any image classification or language recognition tasks.

Datasets and networks The datasets we use for image classification include: MNIST,

FashionMNIST, CIFAR10, CIFAR100 and ImageNet (ILSVRC2013). The MNIST database of

handwritten digits has a training set of 60,000 examples, and a test set of 10,000 examples.

Fashion-MNIST consists of the same number of train samples and test samples as MNIST. Each

example is a 28x28 grayscale image, associated with a label from 10 classes.

The CIFAR-10 and CIFAR-100 are labeled subsets of the 80 million 32x32 colour image

dataset. ImageNet consists of two parts, training data and validation data. The training data

contains 1000 categories and 1.2 million images, and the validation and test data consist of

150,000 photographs, collected from Flickr and other search engines, hand labeled with the

presence or absence of 1000 object categories. We are using training models include LeNet,

AlexNet, ResNet, VGG, GoogleNet, and MobileNet. LeNet contains 60k parameters, and

AlexNet has 60M parameters with an actual model size of 233MB. ResNet (actual size 44.7

MB) and GoogleNet (also known as InceptionV3, 104MB) are typical very deep neural net-

works, and they contain 12M and 23M parameters, respectively.

2.4.2 Communication reduction

We first evaluate the convergence of CE-SGD as shown in Figure 2.3. All four results achieve

state-of-the-art accuracy. Further, we evaluate the communication cost of gradient transmis-

sion cost per round as shown in Table 2.1. We train CIFAR100 on GoogleNet. The raw size

of GoogleNet is 104MB with all trainable parameters and hyper-parameters, and the actual

transmitted gradient size is 66MB. The highest drop ratio that gradient drop can achieve is
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Table 2.1 : Communication Cost for Large Scale Training

Method Cost Per-round (MB) Top-1 Top-5

BaseLine 66 77.55% 93.37%

GradientDrop 36.2 65.40% 89.12%

QSGD 28.6 71.48% 92.89%

CE-SGD 24.1 (Avg.) 75.13% 93.64%

0.45, and the communication cost per round is 36.2MB. If we choose some large drop ratio

(+ 0.45), the model accuracy will significantly drop, and it occasionally does not even converge.

Theoretically, for the quantized approach QSGD, it can reduce the worker-to-server tra�c by

a factor of 32/log 2(8) ( 10.3. However, we are unable to achieve this amount of reduction in

reality. Because, in gradient quantization schemes, communication reduction only benefits from

quantization on the fully connected layers but not on convolution layers. The precision loss due

to vector quantization and extra quantization variance will hurt convolution weights. CE-SGD,

instead, applies adaptive sparsed gradient selection and lets the model decide what gradient is

best for training. Unlike the QSGD, CE-SGD can apply gradient sparsification over all model

layers, including the convolution layer, since we do not sacrifice gradient precision. In Table 2.1,

CE-SGD reduces the communication cost to 21.1MB per round and achieves higher Top-1 and

Top 5 accuracy (75.13% and 93.64%, respectively). Further, we track the averaged cost for Mo-

bileNet, VGG11, and WideResNet shown in Table 2.2. It shows that the CE-SGD can achieve

up to 50% and 60% communication reduction on VGG 11 and WideResNet, respectively.

In addition, we also conduct the experiments of distributed learning by using Google Cloud

Service. We create separate VM instances (4, 8, 16) with an NVIDIA K80 GPU with 24

GB of GDDR5 memory. We use NVIDIA Collective Communications Library (NCCL) as the

communication backend to perform distributed multiple GPUs training. By default, the NCCL

backend will use the standard TCP-based network interface for communication. Compared with

QSGD and TernGrad, CE-SGD will introduce extra computation. It is necessary to evaluate

whether the extra computations could cause a delay in distributed training process or not.

As shown in Figure 2.4, the extra overhead computation of CE-SGD is negligible. When the
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Table 2.2 : Experiments on Respberry Pi 3 (CIFAR100)

Model Cost/Actual Size (MB) # Epochs Top-1

MobileNet 11/14 120 76.12%

VGG11 44/89 80 76.41%

WideResNet 27/62 80 78.82%

complexity of DNNs is low and the number of training workers is small, CE-SGD uses a similar

batch time as other methods. However, when the model grows more extensive and more training

workers involve in, the CE-SGD shows its advantage on batch time.

2.5 Chapter Summary

In this chapter, we present the communication-e�cient SGD algorithm to improve the learning

e�ciency for large-scale distributed optimization. The CE-SGD algorithm can e↵ectively reduce

the communication cost without observable learning accuracy loss by introducing the error

feedback scheme. We analyze its convergence behavior from the theoretical perspective and

demonstrate its advantage over state-of-the-art algorithms. Our experiments demonstrate the

e�cacy of the proposed algorithm.
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Chapter 3

PreFed: A Preconditioned Federated

Learning

Chapter 2 proposes a communication-e�cient distributed training algorithm CE-SGD to reduce

the communication cost between workers and parameter servers. This chapter focuses on re-

ducing communication costs for the federated learning paradigm. Federated learning (FL) [108]

is a distributed learning paradigm that collaboratively trains models in heterogeneous networks

without data sharing. FL performs the model update in parallel on a small subset of the total

clients and averages the local models on a centralized server only once in a while.

FL has two fundamental characters that distinguish it from the standard parallel optimiza-

tion. First, the training data is non-iid [91, 94]. In FL, the data is massively distributed over

di↵erent clients such as banks, hospitals, and information institutions [75]. Data shard on each

client is sampled from a possibly di↵erent distribution (a.k.a., heterogeneous or non-i.i.d. data

samples). Consequently, local data fail to represent the overall distribution. Data heterogeneity

does not only bring challenges to algorithm design but also makes theoretical analysis much

harder. Second, considerable clients are involved in FL training ranging from smartphones,

network sensors to powerful servers. The standard distributed optimizations, such as stochastic

gradient descent (SGD), may not be suitable for FL due to the high communication cost of

iterative gradient methods.

In order to handle heterogeneity and tackle high communication costs, communication-
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e�cient optimization methods are widely adopted. Federated averaging (FedAvg) [108] is the

first and perhaps the most widely used FL algorithm. FedAvg runs K steps of SGD in parallel

on a small sampled subset of devices before performing global model synchronization. In this

way, FedAvg can significantly reduce the amount of communication required to train a model.

While FedAvg has demonstrated empirical success in certain applications, recent works have

highlighted its slow convergence issues in heterogeneous settings. This is due to (1) model di-

vergence [76,92], where locally trained models drift away from globally optimal models causing

slow and unstable convergence, and (2) a lack of adaptivity [129]. FedAvg updates local models

via vanilla SGD, resulting in poor performance if we train models with heavy-tail stochastic

gradient noise distributions such as language models. [185] theoretically have showed that the

preconditioned methods such as AdaGrad [44], Adam [78], and AMSGrad [130] have better per-

formance in such settings. Spurred by the advances of preconditioned methods, [129] proposed

the first decentralized Adam method (FedAdam) directly applied to federated learning.

In this work, we propose preconditioned federated algorithms based on two di↵erent adaptive

frameworks: client-side [167] and server-side [129]. We first propose Preconditioned Federated

(PreFed) algorithm, a client-side adaptive federated optimization that accelerates the client

models training. In addition, we propose PreFedOpt algorithm, where the adaptivity is applied

only on the server. For both proposed algorithms, we achieve adaptivity by using a covariance

matrix-based preconditioner [71]. We periodically synchronize this preconditioner over all clients

on a centralized server.

A key insight we have in developing proposed algorithms is that covariance matrix precondi-

tioner reduces the noise in the stochastic gradient-based approximation of Fisher information [3].

Therefore the curvature in the loss landscape can be precisely captured by noise-reduced Fisher

information to accelerate the gradient descent training [8, 37, 71].

In light of the above, we highlight the main contributions of the chapter. We propose precon-

ditioned FL algorithms (PreFed and PreFedOpt) based on two adaptive federated optimization

frameworks. We provide convergence guarantees for our methods for non-convex online FL op-

timizations. Despite encouraging theoretical results, our empirical evaluation indicates that our

methods consistently outperform recent state-of-the-art adaptive federated algorithms.
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Algorithm 5: FedAdaGrad [129]

1 Initialization: w0, v0, " 0, - > 0;
2 for t = 0, 1, á á á, T # 1 do

Clients (ClientOpt):
3 Sample subset S of clients;
4 wt

i, 0 = wt ;

5 for each client i % S in parallel do
6 for k = 0, á á á, E # 1 do
7 gt

i,k = $ Fi (wt
i,k , xi ), xi & D i ;

8 wt
i,k = wt

i,k ! 1 # " t gt
i,k ;

9 �t
i = wt

i,K # wt

Server (ServerOpt) :
10 �t =

1
|S|

!
i "S �t

i ;

11 vt = vt! 1 +�2
t ;

12 wt+1 = wt # &t)
vt + ' - �t ;

13 Server broadcast wt+1 to all clients;

3.1 Related Work

There is an enormous amount of work studying standard federated optimization1 [57,92,94] and

first-order preconditioning [13,37,93,124], which is too much to discuss here in detail. Thus, we

only briefly discuss two lines of work that are most relevant to our work here. First, adaptive

federated optimzation e.g., [129, 167], to understand and give theoretical guarantees. Second,

the covariance matrix-based gradient descent preconditioning [71].

Adaptive Federated Learning In order to solve the federated learning problem [108] first

proposed FedAvg as a communication e�cient FL algorithm. FedAvg runs vanilla SGD on

client model updates and averages the client models to produce the new global model for next

round training. To accommodate the first-order adaptive methods, [167] proposed AdaAlter, a

method for FL that allows the client models to use adaptive learning rates. AdaAlter uses the

same adaptive term as AdaGrad2 or its variants and simultaneously performs lazy adaptive term

updates on global model synchronization. AdaAlter has been proven that achieves O(1/
4

T)

convergence rate on federated optimization. However, the empirical result on the 1 billion words

1By saying standard federated optimization, we refer to the non-adaptive federated optimization such as
FedAvg [108], SCAFFOLD [76], etc.

2Adagrad uses the square root of the sum of the outer product of the past gradients to achieve adaptivity such
as

! t
i =1 gi g"

i at t-th round

40



dataset shows that AdaAlter highly depends on the adaptive term synchronization, which makes

communication ine�cient.

Recently, [129] developed the first generic framework for federated optimization using adap-

tive first-order gradient descent algorithms named FedOpt. FedOpt has two optimizers Clien-

tOpt and ServerOpt. ClientOpt, similar to FedAvg, performs parallel SGD on the client model.

While the SeverOpt adopts adaptive optimization (one of AdaGrad, YOGI, or Adam) for pa-

rameter updates on the server. Further, is has been shown that the AdaAlter is a special

case of FedOpt. FedOpt, compared to the AdaAlter, avoids aggregating optimizer states across

clients, making it more communication e�cient. We illustrate FedAdaGrad in Algorithm 5 as a

reference.

Covariance matrix-based SGD preconditioning Recently, many works have focused on

preconditioned SGD methods [37,71,124,142]. The preconditioners can be categorized into the

Newton type and the Fisher type [3]. The Newton type is closely related to the Newton method,

and is suitable for small and middle scale machine learning problems due to computational

e�ciency reasons. The Fisher type preconditioner that uses the inverse of Fisher information

matrix is more appealing because the Fisher information metric can be well defined in most

learning problems.

The empirical success of adaptive methods such as Adam could be explained by using pre-

conditioned SGD. In particular, the adaptivity of Adam is an approximation to the Fisher

information matrix by accumulating first-order gradients in the past. To acquire a better ap-

proximation of Fisher information, [71] proposed covariance matrix-based SGD preconditioning

(SDProp) by reducing the noise of gradient covariance. Empirical results of SDProp have shown

that e↵ectively handling the noise present in the gradients can improve the network’s perfor-

mance on image classification and language tasks. Nerveless, SDProp lacks theoretical analysis

on convergence.

In this work, we apply the covariance matrix-based preconditioner to FL to accelerate the

training and improve the overall model performance. To our best knowledge, there is no pre-

conditioning method has been applied in FL optimization so far. Our method is perhaps the

first one.
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3.2 Preliminaries

3.2.1 Notations and Problem Formulation

For x, y %Rd, let
4

x, x - y, and x/y denote the element-wise square root, multiplication, and

division of the vectors. For w %Rd, we use both wi,j and [wi ]j to denote its j -th coordinate for

i -th client model.

In FL, we assume that there are totally m clients which hold their private data and perform

local computation, as well as a central server which sends and receives messages from the clients.

FL aims to minimize the following functions:

min
w

F (w) =
1

m

"

i =1

Fi (w) (3.1)

where Fi (w) = Ez$D i [f i (w, z)], is the local objective function of the i -th client and Di is the

data distribution for i -th client. For i 5= j , Di and Dj may be very di↵erent. Suppose the i -th

client has ni = |Di | training data: xi, 1, xi, 2, á á áxi,n i . The local objective Fi (á) is defined by

Fi (w) !
1

ni

ni"

j =1

f i (w; xi,j ) (3.2)

where f (á; á) is a loss function that could be convex or nonconvex.

To solve the federated learning problem (Equation 3.1), FedAvg [108] is used. In FedAvg,

the central server broadcasts the latest model (say the t-th round) wt to all the clients. Then

every client (say the i -th) let wt
i = wt and performs K (K + 0) local updates:

wt
i,k = wt

i,k ! 1 # " t gt
i,k (3.3)

where k = 0, 1, á á á, K # 1 is local iteration, " t is the learning rate (a.k.a. step size). gt
i,k =

$ Fi (wt
i,k , xi ) where xi is a sample uniformly chosen from the local data Di . After K local

updates, the central server randomly sampled subset of client models S, wt
1,K , á á á, wt

s,K and a

aggregates them to produce the new global wt+1 .
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3.2.2 Adaptive Federated Optimization

Client-side Adaptivity Adding adaptivity to the above settings of FL is straightforward.

In [167] work (AdaAlter), instead of using vanilla SGD on the local client like Equation 3.3,

AdaAlter performs adaptive local updates:

(on Client i) wt
i,k = wt

i,k ! 1 #
"

.
vt

i,k + .
- gt

i,k (3.4)

where . controls the algorithms’ degree of adaptivity [129]. vt
i,k is AdaGrad-liked preconditioner

defined as vt
i,k = vt

i,k ! 1 + gt
i,k - gt

i,k . AdaAlter synchronizes model parameters periodically

as standard FedAvg does. In addition, AdaAlter updates preconditioner such that vt+1 =

1
s

!
i "S vt

i,K over all participating clients.

Server-side Adaptivity [129] proposed FedOpt (or FedAdaGrad) that applies the adap-

tivity when the central server performs global model fusion e.g.,

(on Server) wt+1 = wt #
"

4
vt + .

- �t (3.5)

where �t =
! m

i =1 wt
i,K # wt and vt = vt! 1 +�t - �t . Algorithm 5 provides more details about

FedAdaGrad. Clearly, FedAdaGrad does not require extra communication, and one can directly

apply FedAdaGrad to the current FL without any further modification.

3.2.3 Preconditioned SGD

Adaptive learning rate algorithms are widely used for the e�cient training of deep neural net-

works. The empirical success of adaptive methods could be explained by using preconditioned

SGD [37]. In precondition, we seek to locally transform the curvature of the loss function so that

its curvature is equal in all directions. A direct benefit of this is gradient descent method could

escape from the saddle point much easier, which has been recently found as a major obstacle in

machine learning training [30].

Preconditioned SGD works in this way. Consider a loss function f with parameter w %Rd.

We introduce a linear transform of variables ŵ = P
1
2 w with a non-singular matrix P

1
2 . Now,
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instead of performing optimization on f (w), we focus on variable transformed function f̂ (ŵ).

The gradient and hessian of f̂ (ŵ) with respect to w are P! 1
2 $ f (w) and P! 1

2 HP ! 1
2 . Here H =

$ 2f (w) is Hessian matrix. Consequently, the gradient descent for optimizing f̂ (ŵ) transform

to:

wt = wt! 1 # " t P ! 1
t $ f (w) (3.6)

with respect to the original variable w. Particularly, when P
1
2 = H

1
2 , the new Hessian $ 2f̂ (ŵ) =

I is perfectly conditioned and Equation 3.6 corresponds the Newton method. Searching for

perfect conditioner P
1
2 = H

1
2 is prohibited in modern neural networks because H

1
2 exists only

when H is positive-semidefinite and has high computational complexity (e.g.O(d3)).

To avoid using Hessian to obtain the curvature information, adaptive methods like AdaGrad

and RMSProp use the Fisher-type preconditioner Pt =
. ! t

i =1 gi g*
i and Pt =

.
(1 # / )

! t
i =1 / t ! i gi g*

i

respectively.3 The Fisher information can also capture curvature information in the loss land-

scape if the objective function is a log-likelihood [142]. In most cases, this condition holds

where we often use cross-entropy as our loss function. Hence, E[gg* ] approximates the Fisher

information matrix, which present curvature information in the parameter space.

However, in stochastic optimization approaches such as mini-batch settings, the first-order

gradients always contain noise. Consequently, the square root of the uncentered variances in Pt

contains noise, producing an approximation of the Fisher information matrix with noise.

3.3 Proposed Method

In this chapter, we discuss the motivation behind our proposed methods. The key insight of

our proposed method is that we construct more precise Fisher information by using a noise-

reduced covariance matrix. Then we present two new adaptive federated algorithms based on

two adaptive FL optimization frameworks.

3In RMSProp ! > 0 is chosen appropriately such that
"

(1 ! ! )
! t

i =1 ! t # i gi g"
i " E[gt g"

t ]
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3.3.1 Motivation

In general, consider an objective function F (w) with parameter w. The preconditioned SGD

has the following updated rule:

wt = wt ! 1 # "P ! 1
t gt

= wt ! 1 # "P ! 1
t $ F (wt ) # "P ! 1

t (gt # $ F (wt ))
(3.7)

where $ F (w) is true gradient at w and gt = $ F (wt , d) is noised gradient. The P! 1
t $ F (wt ) term

is deterministic. The P! 1
t (gt # $ F (wt )) is measuring the stochastic gradient noise. By letting

stochastic gradient gt with mean of E[gt ] = $ F (w) and assume Pt = E[gt g*
t ]1/ 2 where E[gt g*

t ]

is non-singular. Based on the recent study [142], the stochastic noise 0t = P! 1
t (gt # $ F (wt ))

has mean E[0t ] = 0 and covariance:

Cov(0t ) = I # P ! 1
t $ F (wt )$ F (wt )

* (P! 1
t )* (3.8)

Given the adaptive setting above, the covariance Cov(0t ) is approximately the identity matrix

I for all t %[T ].

This observation demonstrates one of the reasons for the success of precondition (adaptive)

methods on non-convex optimization. It is well-known that gradient descent methods make slow

progress when the curvature of the loss function is very di↵erent in separate directions [37]. When

Equation 3.8 is an identical matrix, it ensures the gradient noise is approximately isotropic. The

curvature of the optimization surface is equal in all directions making the optimizer quickly

escapes from the saddle point.

Intuitively, the noise of stochastic gradient is even higher due to heterogeneous settings. Such

high gradient variance may cause non-isotropic curvature slowing down the training. Can we

reduce gradient variance across all client gradients via precondition?This is the primary motiva-

tion behind our approach. In addition, our approach should be computation and communication

e�cient. In the next chapter, we present our preconditioned FL optimization algorithms.
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3.3.2 Preconditioned Federated Optimization

First, it is natural to assume the first-order gradients follow Gaussian distributions in FL due

to the recent observations on probabilistic modeling [4, 140, 183]. By following [71], we assume

the gradient on i -th client gi,t = $ Fi (wt , di ) %Rd:

gi,t & N (ḡt , Ci,t ) 6i %[m] (3.9)

where ḡt = $ F (wt ) is the true gradient without the noise. N (ḡt , Ci,t ) is a Gaussian distribution

with mean ḡt and covariance matrix Ci,t and Ci,t is the covariance matrix of gi,t whose size

is d ' d. Suppose we use m clients to perform synchronization. Then we have m normally

distributed gradients such as g1,t , á á á, gm,t . The distribution of averaged gradient over m clients

of Gt =
1
s

!
i "S gi,t is given

Gt & N (ḡt ,
1

m2⌃t ) (3.10)

where ⌃t = C1,t +á á á+Cm,t is sum of m covariance matrices. ⌃t has the same size of covariance

matrices as d' d. Since Cm,t is assumed to be a positive semi-definite matrix, ⌃t is also positive

semi-definite matrix. Later we can decompose ⌃t as ⌃t = V DV * where V is an orthogonal

matrix of d ' d and D is a diagonal matrix of eigenvalues.

We define preconditioned gradient Ĝt = P! 1
t Gt . The distribution of transformed gradient

changes to

Ĝt & N (P! 1
t ḡt ,

1

m2 P! 1
t ⌃t (P! 1

t )* ) (3.11)

Equation 3.11 is hold due to the linear transform of random variable from normal distribution.

If random variable X & N (µ, ⌃) and Y = AX + B , then Y & N (Aµ, A ⌃A* + ⌃B ). Now, we

can reduce the covariance of Ĝt to
1

m2 I by letting Pt = ⌃
1
2
t such that

Ĝt & N (P! 1
t ḡt ,

1

m2 P! 1
t ⌃t (P! 1

t )" )

& N (⌃! 1
2 ḡt ,

1

m2 ⌃
! 1

2 ⌃t (⌃
! 1

2 )" )

& N (⌃! 1
2 ḡt ,

1

m2 V D! 1
2 V ! 1V DV ! 1(V DV ! 1)" )

& N (⌃! 1
2 ḡt ,

1

m2 I )

(3.12)
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Third line is due to orthogonal matrix V with V V* = I and (V DV ! 1)* = V DV ! 1. Equa-

tion 3.12 indicates that the transformation of Ĝt = ⌃
! 1

2
t Gt result in the Gaussian distribution

of Ĝt whose covariance matrix is scaled identity matrix 1
m2 I . When we increase the number of

participated clients, the gradient variance decreases as O(1/m 2).

In this way, we reduce the preconditioned gradient noises and ensure they are equal in all

directions. We introduce the basic version online updating rule of preconditioned federated

optimization, and we leave more discussion in the next chapter. We compute the first order

gradients parallelly at each local iteration on each client as gi,k = $ Fi (wt
i,k ). We compute

averaged gradient

mt
k =

1

|S|

"

i "S

gi,k (3.13)

over all selected clients. The local covariance based preconditioner is computed according to

Pi,k = Pi,k ! 1 + (gi,k # mt
k) - (gi,k # mt

k) (3.14)

We update the local model on i -th client at k-th step:

wt
i,k +1 = wt

i,k #
" t-

Pi,k + .
- gi,k (3.15)

Clearly, the update rule in Equation 3.15 is not communication e�cient due to the synchroniza-

tion in every local iteration. We address the communication issue by using (1) lazy update of

preconditioner and (2) server-side preconditioning . The next chapter formally presents

our e�cient preconditioned federated optimization algorithm under the above two settings.

3.3.3 PreFed and PreFedOpt

To reduce the communication cost on preconditioned FL optimization (Equation 3.15), we adopt

(1) a lazy preconditioner update PreFed (Algorithm 6). We simultaneously update covariance

preconditioner Pt on global model synchronization; (2) the server-side preconditioning PreFe-

dOpt (Algorithm 7). That is, instead of performing local preconditioning on each client model,

we only apply preconditioner on global model update.
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PreFed has the same design pattern as AdaAlter, in which we perform preconditioning

(adaptivity) on each client and synchronize the preconditioner (adaptive term) on a server over

time. Since the accumulator mt and Pt are the same sizes as the model’s trainable weights,

client-to-server communication doubles for PreFed, relative to FedAvg. On the other hand, the

local precondition accelerates the convergence speed of the client model. The trade-o↵ between

convergence rate and communication cost is studied in chapter 3.4. One simple way to reduce

the communication cost is using the diagonal preconditioner. For example, we do not share the

full matrices. Instead, we use diagonal covariance matrices:

Pt = Pt! 1 + diag((gt # mt ) - (gt # mt )) (3.16)

We omit the client id i and local iteration k for simply demonstrating the percondistioner update

rule (also applies on the following Equation 3.17 and 3.18). Since this approach only needs the

diagonal terms, the memory and computation costs are O(d).

By contrast, PreFedOp does not require extra communication or client memory relative

to PreFed. Thus, we see that server-side adaptive optimization benefits from lower per-round

communication and client memory requirements, which is essential for FL applications. In

PreFed and PreFedOpt, gradient coordinates are scaled with the accumulated information of all

the past squared gradients like AdaGrad. A significant drawback of using the AdaGrad liked

preconditioner in Equation 3.14 is the progressive increase of its elements, which leads to a rapid

decrease of the learning rate. To prevent this monotonically decreasing learning rate, we modify

the PreFed’s (also PreFedOpt) preconditioner by using exponential moving average (EMA). By

adequately choosing decay parameter / > 0, we change preconditioner update rule 3.14 to:

Pt = /P t + (1 # / )(gt # mt ) - (gt # mt ) (3.17)

For PreFedOpt, similarly, we perform server-side preconditioner update:

Pt = /P t! 1 + (1 # / )(�t # mt ) - (�t # mt ) (3.18)
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Algorithm 6: Local Preconditioned Federated Optimization (PreFed)

1 Initialization: w0, m0, P0, / 1 = 0.9, / 2 = 0.9, . > 0;
2 for t = 0, 1, á á á, T # 1 do

Clients:
3 Sample subset S of clients;
4 wt

i, 0 = wt , mt
i, 0 = mt , P t

i, 0 = Pt ;

5 for each client i % S in parallel do
6 for k = 0, á á á, K # 1 do
7 gt

i,k = $ Fi (wt
i,k , xi ), xi & D i ;

8 mt
i,k = / 1mt

i,k ! 1 + (1 # / 1)gt
i,k ;

9 vi,k = (gt
i,k # mt

i,k ) - (gt
i,k # mt

i,k );

10 P t
i,k = / 2P t

i,k ! 1 + (1 # / 2)vi,k ;

11 wt
i,k = wt

i,k ! 1 # &!
P t

i,k + (
- mt

i,k ;

Server :
12 wt+1 = 1

|S|

!
i "S wt

i,K ;

13 Pt+1 = 1
|S|

!
i "S P t

i,K ;

14 Server broadcast wt+1 , Pt+1 to all clients;

Taking all these into account, we formally present our methods in Algorithm 6 and Algorithm 7.

3.4 Convergence Analysis

We give the theoretical analysis of PreFed and PreFedOpt in this chapter. In the standard fed-

erated learning Equation 3.1, we consider more realistic case that the function Fi (and therefore

F ) may be non-convex. For each i and w, we assume gi (w) is an unbiased stochastic gradient

estimation of the client true gradient $ Fi (x). In addition, we make the following assumptions.

Assumption 3 (Bounded gradient). The function Fi has bounded gradients, i.e., for anyi %

[m], x %Rd we have

||$ Fi (x)||j ) G for all j %[d]

Assumption 4 (L-Lipschitz smooth). The function Fi (á) is L-Lipschitz smooth for all i %[m],

i.e.

||$ Fi (x) # $ Fi (y)|| ) L ||x # y|| for all x, y %Rd
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Algorithm 7: Preconditioned Federated Optimization (PreFedOpt)

1 Initialization: w0, m0, P0, / 1 = 0.9, / 2 = 0.99, " = 0.002, . > 0;
2 for t = 0, 1, á á á, T # 1 do

Clients (ClientOpt):
3 Sample subset S of clients;
4 wt

i, 0 = wt ;

5 for each client i % S in parallel do
6 for k = 0, á á á, E # 1 do
7 gt

i,k = $ Fi (wt
i,k , xi ), xi & D i ;

8 wt
i,k = wt

i,k ! 1 # " t gt
i,k ;

9 �t
i = wt

i,K # wt

Server (ServerOpt) :
10 �t =

1
K |S|

!
i "S �t

i ;

11 mt = / 1mt! 1 + (/ 1 # 1)(�t # mt! 1);
12 Pt = / 2Pt! 1 + (1 # / 2)(�t # mt ) - (�t # mt );
13 wt+1 = wt # &)

Pt + (
- �t ;

14 Server broadcast wt+1 to all clients;

Assumption 5 (Bounded variance). The function Fi has ) 2
local -bounded local variance i.e.,

E||gi,j # [$ Fi (wi )]j || = () local )2
j for all wi % Rd, j % [d] and i % [m]. We also assumeFi has

) 2
global-bounded global variance i.e.,E||[$ Fi (wi )]j # [$ F (w)]j || = () global)2

j for all wi %Rd, j %[d]

and i %[m].

Assumptions 3 and 4 are widely used in nonconvex optimization literature [94, 128, 161]. As-

sumption 5 also has been used throughout various works on federated optimizations. We adopt

Assumption 5 from [129]. Assumption 5 bounds the variance among the client objective func-

tions and the variance between the client objective function and the overall objective function.

In addition, with a slight abuse of notation, we use ) 2
l and ) 2

g to denote
! d

j =1 () local )2
i,j and

! d
j =1 () global)2

i,j respectively.

We first present a lemma that bounds the divergence of the client model wt
i,k to the overall

model wt among all workers, which is essential in our theory.

Lemma 3.1 (Bounded Model Divergence) Let Assumptions 3, 4 and 5 hold, and any step size

" l ) 1)
5KL

, we can bound the divergence of the client modelwt
i,k to the overall modelwt among

all workers for any k % {1, á á áK # 1} as
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CASE I: PreFed (Algorithm 6)

5

KL 2. 2

d"

j =1

[() local )
2
j + 5K () global )

2
j ] +

25

L 2. 2 E||$ F (wt )||2

CASE II: PreFedOpt (Algorithm 7)

5

L 2K

d"

j =1

[() local )
2
j + 5K () global )

2
j ] +

25

L 2 E||$ F (wt )||2‘

The proof is deferred to appendix B. The above lemma shows that the divergence of client and

overall model is mainly controlled by ) local and ) global . Compared to PreFedOpt, PreFed uses

local adaptivity for client model update, and the model divergence is scaled to 1
( 2 . Next, we

provide the convergence analysis of PreFed.

Theorem 3.1 (Convergence of PreFed) Let assume Assumptions 3, 10 and 11 hold, and let

L, G, d, ) local , ) global be as deÞned therein. Let) 2 =
! d

j =1 [() local)2
j +(5K + 3

2m )() global)2
j ]. Assume

the client models performT global synchronizations for everyK local updates. For any step size

" , then the Algorithm 6 for PreFed satisfy

min
0+ t+ T ! 1

E||$ F (xt )||2

) O
/
1

T

0
C1 + G2%L" + 3

75

&
m

12 (3.19)

where

C1 =
2m
75"

(F (w0) # F (wT ! 1)) +
L
5K

) 2 (3.20)

To obtain an explicit dependence on T and K , we simplify the above result for a specific choice

of step size " .

Corollary 1 Suppose local step size" l in Lemma 3.1 is satisÞed. Suppose" satisÞes" =

⇥(2
4

m/ 75
4

K ). The for su"ciently large T, the Algorithm 6 for for PreFed satisfy

min
0# t # T ! 1

E||$ F (xt )||2

= O
/

F (w0) # F (wT ! 1)

T
4

Km
+

L) 2

5T K
+

mG2

25T
+

2Lm 3/ 2G2

752
4

KT

2 (3.21)

The convergence analysis for PreFedOpt is di↵erent from PreFed because we only perform server-

side adaptivity. We follow [129] work with the general non-convex setting of our interest and

provide PreFedOpt convergence.
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Theorem 3.2 (Convergence of PreFedOpt) Let assume Assumptions 3, 4 and 5 hold, and let

L, G, d, ) local , ) global be as deÞned therein. Let) 2 =
! d

j =1 [() local)2
j + 5K () global)2

j ]. Assume the

client models perform T global synchronizations for everyK local updates.The Algorithm 7 for

for PreFedOpt satisfy

min
0+ t+ T ! 1

E||$ F (xt )||2

) O
3%G

4
T

+
.

"KT

&'
C1 + C2 ' min{ C3, C4}

(4 (3.22)

where

C1 =
F (w0) # F (w$)

"
+

5"
2

) 2

C2 =
"KG 2

.
+

"L
2

C3 = d+
d"

j =1

log(1 +
"K 2G2T

. 2 )

C4 =
16"KT

m.
) 2

local + (16" 4K 3L 2T + 4" 2K 2T)) 2

Similar to the PreFed case, we restate the above result for a specific choice of step size " in order

to highlight the dependence of K and T .

Corollary 2 Suppose local step size" l in Lemma 3.1 is satisÞed. Suppose" satisÞes" =

⇥(
4

GKm ). Then for su"ciently large T, the Algorithm 7 for PreFedOpt satisfy

min
0# t # T ! 1

E||$ F (xt )||2

= O
/

F (w0) # F (wT ! 1)4
GKmT

+
5
4

GKm) 2

2T
+

4
GKmL
2T

' C5

2 (3.23)

where C5 = min{ C3, C4} , C3 and C4 are deÞned in the Theorem 3.2 respectively.

3.5 Convergence Proof

We first restate the assumptions used in our proof. Then we present some auxiliary lemmas.
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3.5.1 Assumptions

Assumption 6 (Bounded gradient). The function Fi has bounded gradients, i.e., for anyi %

[m], x %Rd we have

||$ Fi (x)||j ) G for all j %[d]

Assumption 7 (L-Lipschitz smooth). The function Fi (á) is L-Lipschitz smooth for all i %[m],

i.e.

||$ Fi (x) # $ Fi (y)|| ) L ||x # y|| for all x, y %Rd

Assumption 8 (Bounded variance). The function Fi has ) 2
local -bounded local variance i.e.,

E||gi,j # [$ Fi (wi )]j || = () local )2
j for all wi % Rd, j % [d] and i % [m]. We also assumeFi has

) 2
global-bounded global variance i.e.,E||[$ Fi (wi )]j # [$ F (w)]j || = () global)2

j for all wi %Rd, j %[d]

and i %[m].

3.5.2 Auxiliary Lemma

Lemma 3.2 For random variables z1, z2, á á á, zn , we have

E[||z1 + á á á+ zn ||2] ) nE[||z1||2 + á á á ||zn ||2]

Lemma 3.3 For independent, mean 0 random variablesz1, z2, á á á, zn , we have

E[||z1 + á á á+ zn ||2] = nE[||z1||2 + á á á ||zn ||2]

3.5.3 Proof of Lemma 1

Lemma 3.4 (Bounded Model Divergence) Let Assumptions 9, 10 and 11 hold, and any step

size " l ) 1)
5KL

, we can bound the divergence of the client modelwt
i,k to the overall modelwt

among all workers for anyk % {1, á á áK # 1} as

CASE I: PreFed

5

KL 2. 2

d"

j =1

[() local )
2
j + 5K () global )

2
j ] +

25

L 2. 2 E||$ F (wt )||2
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CASE II: PreFedOpt

5

L 2K

d"

j =1

[() local )
2
j + 5K () global )

2
j ] +

25

L 2 E||$ F (wt )||2‘

Proof: We first prove PreFed, and PreFedOpt follows same line. Let A = &!
P t

i,k + (
. We have

E||wt
i,k # wt ||2 = E||wt

i,k ! 1 # wt # Agt
i,k ! 1||2

) E||wt
i,k ! 1 # wt # A(gt

i,k ! 1 # $ Fi (wt
i,k ! 1) + $ Fi (wt

i,k ! 1)

# $ Fi (wt ) + $ Fi (wt ) # $ F (wt ) + $ F (wt ))||

) (1 +
1

2K # 1
)E||wt

i,k ! 1 # wt ||2
5 67 8

T1

+E||A(gt
i,k ! 1 # $ Fi (wt

i,k ! 1))||
2

5 67 8
T2

+ 5K E||A($ Fi (wt
i,k ! 1) # $ Fi (wt ))||2

5 67 8
T3

+ 5K E||A($ Fi (wt ) # $ F (wt ))||25 67 8
T4

+5K E||A$ F (wt )||25 67 8
T5

T2 is bounded by:

T2 = E||A(gt
i,k ! 1 # $ Fi (wt

i,k ! 1)||
2 = E||

"
.

P t
i,k + .

(gt
i,k ! 1 # $ Fi (wt

i,k ! 1))||
2

= " 2E||
gt

i,k ! 1 # $ Fi (wt
i,k ! 1).

P t
i,k + .

||2 = " 2E||
d"

j =1

gt
i,k ! 1,j # [$ Fi (wt

i,k ! 1)]j.
P t

i,k,j + .
||2

) " 2
d"

j =1

E||
gt

i,k ! 1,j # $ [Fi (wt
i,k ! 1)]j.

P t
i,k,j + .

||2

)
" 2

. 2

d"

j =1

() local)
2
j

T3 is bounded by:

T3 = E||A($ Fi (wt
i,k ! 1) # $ Fi (wt ))||2 = E||

"
.

P t
i,k + .

($ Fi (wt
i,k ! 1) # $ Fi (wt ))||2

) (
"
.
)2E||($ Fi (wt

i,k ! 1) # $ Fi (wt ))||2 ) (
"L
.
)2E||wt

i,k ! 1 # wt ||2
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T4 is bounded by:

T4 = E||A($ Fi (wt ) # $ F (wt ))||2 = E||
"

.
P t

i,k + .
($ Fi (wt ) # $ F (wt ))||2

= " 2E||
d"

j =1

[$ Fi (wt )]j # [$ F (wt )]j.
P t

i,k,j + .
||2 )

" 2

. 2

d"

j =1

() global
i )2

j

The above quantity can be further bounded by the following:

E||wt
i,k # wt ||2 = E||wt

i,k ! 1 # wt #
"

.
P t

i,k + .
gt

i,k ! 1||2

) (1 +
1

2K # 1
)E||wt

i,k ! 1 # wt ||2 + (
"
.
)2

d"

j =1

() local)
2
j + 5K (

"L
.
)2E||wt

i,k ! 1 # wt ||2

+ 5K E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

) (1 +
1

2K # 1
+ 5K (

"L
.
)2)E||wt

i,k ! 1 # wt ||2 + (
"
.
)2

d"

j =1

() local)
2
j

+ 5K E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

Averaging over the clients i , we obtain the following:

1

m

m"

i =1

E||wt
i,k # wt ||2 ) (1 +

1

2K # 1
+ 5K (

"L
.
)2)

1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2 + (

"
.
)2E

d"

j =1

() local)
2
j

+
5K
m

m"

i =1

E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

) (1 +
1

2K # 1
+ 5K (

"L
.
)2)

1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2 + (

"
.
)2E

d"

j =1

() local)
2
j

+
5K
m

(
"
.
)2

m"

i =1

E
d"

j =1

() global
i )2

j + 5K E||A$ F (wt )||2

) (1 +
1

2K # 1
+ 5K (

"L
.
)2)

1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2

+ (
"
.
)2

d"

j =1

[() local)
2
j + 5K () global )

2
j ] + 5K (

"
.
)2E||$ F (wt )||2
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From the above, we get the following inequality:

1

m

m"

i =1

E||wt
i,k # wt ||2 ) (1 +

1

K # 1
)
1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2

+
1

L 2K 2. 2

d"

j =1

[() local)
2
j + 5K () global )

2
j ] +

5

KL 2. 2 E||$ F (wt )||2

Recursively,

1

m

m"

i =1

E||wt
i,k # wt ||2

)
K ! 1"

p=0

(1 +
1

K # 1
)p

0 1

L 2K 2. 2

d"

j =1

[() local)
2
j + 5K () global )

2
j ] +

5

KL 2. 2 E||$ F (wt )||2
1

) (K # 1)[(1 +
1

K # 1
)K # 1] '

0 1

L 2K 2. 2

d"

j =1

[() local)
2
j + 5K () global )

2
j ] +

5

KL 2. 2 E||$ F (wt )||2
1

)
5

KL 2. 2

d"

j =1

[() local)
2
j + 5K () global )

2
j ] +

25

L 2. 2 E||$ F (wt )||2

For PreFedOpt, we use similar methods. PreFedOpt use SGD on client. We have

T2 for PreFedOpt:

T2 = E||(gt
i,k ! 1 # $ Fi (wt

i,k ! 1)||
2 = " 2E||gt

i,k ! 1 # $ Fi (wt
i,k ! 1)||

2

= " 2E||
d"

j =1

gt
i,k ! 1,j # [$ Fi (wt

i,k ! 1)]j ||2 ) " 2
d"

j =1

() local)
2
j

T3 for PreFedOpt:

T3 = E||$ Fi (wt
i,k ! 1) # $ Fi (wt )||2 = E||" ($ Fi (wt

i,k ! 1) # $ Fi (wt ))||2

) " 2E||($ Fi (wt
i,k ! 1) # $ Fi (wt ))||2 ) ("L )2E||wt

i,k ! 1 # wt ||2
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Putting everthing together, we have

E||wt
i,k # wt ||2 = E||wt

i,k ! 1 # wt # "gt
i,k ! 1||2

) (1 +
1

2K # 1
)E||wt

i,k ! 1 # wt ||2 + " 2
d"

j =1

() local)
2
j + 5K ("L )2E||wt

i,k ! 1 # wt ||2

+ 5K E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

) (1 +
1

2K # 1
+ 5K ("L )2)E||wt

i,k ! 1 # wt ||2 + " 2
d"

j =1

() local)
2
j

+ 5K E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

Averaging over the clients i , we obtain the following (PreFedOpt):

1

m

m"

i =1

E||wt
i,k # wt ||2 ) (1 +

1

2K # 1
+ 5K" 2L 2 1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2 + " 2E

d"

j =1

() local)
2
j

+
5K
m

m"

i =1

E||A($ Fi (wt ) # $ F (wt ))||2 + 5K E||A$ F (wt )||2

) (1 +
1

2K # 1
+ 5K" 2L 2)

1

m

m"

i =1

E||wt
i,k ! 1 # wt ||2 + " 2E

d"

j =1

() local)
2
j

+
5K
m

(
"
.
)2

m"

i =1

E
d"
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From the above, we get the following inequality:
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Recursively,
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3.5.4 Proof of Theorem 1

Theorem 3.3 (Convergence of PreFed) Let assume Assumptions 9, 10 and 11 hold, and let

L, G, d, ) local , ) global be as deÞned therein. Let) 2 =
! d

j =1 [() local)2
j +(5K + 3

2m )() global)2
j ]. Assume

the client models performT global synchronizations for everyK local updates. For any step size

" , then the Algorithm PreFed satisfy

min
0+ t+ T ! 1

E||$ F (xt )||2

) O
/
1

T

0
C1 + G2%L" + 3

75

&
m

12 (3.24)

where

C1 =
2m
75"

(F (w0) # F (wT ! 1)) +
L
5K

) 2 (3.25)

Proof: Recall that the server update of PreFed follows the standard FedAvg updates:

wt+1 =
1

m

m"

i =1

wt
i,K (3.26)

for all i %[m]. Since F is L -smooth, we have following:

F (wt+1 ) ) F (wt ) + !$ F (wt ), wt+1 # wt " +
L
2

||wt+1 # wt ||2
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We take the expectation of Fwt +1 in the above inequality over the randomness:
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According to the Lemma 3.4, we have
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Rearranging the above equation and sum from t = 1 to T , we have,
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3.6 Experiments

In this chapter, we present empirical evaluations of PreFed and PreFedOpt on di↵erent FL

settings. We compare the performances of our methods to state-of-the-art approaches such as

AdaAlter [167] and FedAdam [129]. We highlight the benefits of introducing both client-side

and server-side preconditioning to federated optimization.

Datasets and models . We use two popular image classification datasets: CIFAR-10 and

CIFAR-100 [82]. The models we use for training are ResNet18 and ResNet34 [66], respectively.

We train models under two settings: i.i.d. and non-i.i.d. Clients are sampled uniformly at

random, without replacement in a given round, but with replacement across rounds. We imple-

ment all algorithms in the latest Pytorch 1.9 and provide an open-source implementation of all

optimizers and benchmark tasks.

Algorithms and hyperparameters We train all models in E = 80 global epochs. For

each global epoch, we perform the global model synchronization for every K = 500 iterations.

For FedAvg, we use SGD with momentum as a local optimizer with step size " l = 0.05 and

momentum / = 0.9. For AdaAlter and FedAdam, we set " l = 0.001, / 1 = 0.9, / 2 = 0.99, and
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Figure 3.1 : Loss and validation accuracy of adaptive federated methods in ReNet18 on i.i.d. and non-
i.i.d. CIFAR10 (best see in color).
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Figure 3.2 : Loss and validation accuracy of adaptive federated methods in ReNet34 on i.i.d. CIFAR100
(best see in color).

. = 0.001 which are the same as standard Adam settings. For PreFed and PreFedOpt, we set

/ 2 = 0.9. The server-side step size a in FedAdam and PreFedOpt, we use " g = 0.05. We decay

the local step size by 0.1 for every 20 global epochs, and we decay server-side step size by 0.1

for every 40 global epochs.

3.6.1 Results

The two sub-figures on the left of Figure 3.1 show the CIFAR10 on ResNet18 with i.i.d. settings.

Both proposed algorithms perform better and achieve 88% and 87% accuracy on the validation

dataset, respectively. The two sub-figures (on the right-side) display interesting results of dif-

ferent methods on the non-i.i.d. dataset. Our proposed methods outperform AdaAlter and

FedAdam, both methods achieving 78% accuracy. We notice that the standard FedAvg has a

large variance during the training (see the light blue region). This is mainly due to the data

heterogeneity. On the other hand, adaptive methods reduce the noise of stochastic gradients

and are more stable.

Experiments on CIFAR100 (Figure 3.2) show our algorithms continuously improve the model
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Algorithm 8: Clipping Preconditioned Federated Optimization (CPreFed)

1 Initialization: w0, m0, P0, (, / 1 = 0.9, / 2 = 0.9, . > 0;
2 for t = 0, 1, á á á, T # 1 do

Clients:
3 Sample subset S of clients;
4 wt

i, 0 = wt , mt
i, 0 = mt , P t

i, 0 = Pt ;

5 for each client i % S in parallel do
6 for k = 0, á á á, K # 1 do
7 gt

i,k = $ Fi (wt
i,k , xi ), xi & D i ;

8 mt
i,k = / 1mt

i,k ! 1 + (1 # / 1)gt
i,k ;

9 vi,k = (gt
i,k # mt

i,k ) - (gt
i,k # mt

i,k );

10 P t
i,k = / 2P t

i,k ! 1 + (1 # / 2)vi,k ;

11 P t
i,k = Clip(Pt

i,k , ( t );

12 wt
i,k = wt

i,k ! 1 # &!
P t

i,k + (
- mt

i,k ;

Server :
13 wt+1 = 1

|S|

!
i "S wt

i,K ;

14 Pt+1 = 1
|S|

!
i "S P t

i,K ;

15 Server broadcast wt+1 , Pt+1 to all clients;

performance. Training with non-i.i.d settings of CIFAR100 is challenging because of the client

models’ variance. When the number of clients increases, each client contains only a small part

of the dataset, the gradient methods such as SGD causing significant model divergence.

3.6.2 Clipping PreFed Algorithm

We also propose Clipping Preconditioned Federated optimization in Algorithm 8. The major

di↵erence of CPreFed to PreFed is that we gradually clip the preconditioner to a feasible range

controlled by ( t . This design is close related to the gradient clipping trick. In this way, the

precoditioner avoids the extreme value may appear on each coordinate.

3.7 Chapter Summary

In this chapter, we present the preconditioned federated algorithms, PreFed and PreFedOpt, to

improve the learning e�ciency for FL optimization. We theoretically analyze their convergence

behavior. Our experiments show proposed algorithms achieve state-of-the-art performances.
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Chapter 4

An E!cient and Robust

Cloud-based Deep Learning with

Knowledge Distillation

The previous two chapters aim to improve communication e�ciency in distributed learning.

While improving computation e�ciency for the distributed system has drawn our research at-

tention. Particularly streamlining the computation cost for resource-constraint devices is urgent.

Deep neural networks (DNNs) [52] have achieved state-of-the-art accuracy on many tasks rang-

ing from computer vision to natural language processing. People usually run the powerful DNNs

on the cloud or the proximal edge server [166]. Users hence, execute machine learning (ML)

tasks on mobile devices by sending the data such as images, video frames, or speech records to

a remote cloud server. Consequently, transmitting a large amount of data uses a lot of network

bandwidth, causing network congestion, data plan waste, and lowering the quality of service

(QoS). On the other hand, time-sensitive applications such as autopilot, AR games, and control

sensors require a quick response between the user and remote server. The network delay or

cloud server outages are prohibited and may cause significant loss in such applications.

Practitioners face the dilemma of processing massive data in a local environment or trans-

mitting it to a remote cloud server. Deep learning model deployment is a well-known issue in
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both the deep learning and edge-cloud community. To increase the model deployability, many

practical approaches have been discussed. These methods can be roughly categorized into three

types: deep neural network partition [79,103,104], model pruning [28], or quantization [32] and

knowledge distillation.

DNNs partition heavily relies on infrastructure support so that we can benefit from executing

the model in a parallel manner on di↵erent infrastructure components [152]. Although slicing

the DNNs layers across the edge increases training parallelism and provides more flexibility

in the model placement, it is very challenging to use. Because the problems such as how to

discover the optimal model partition strategy, how to deal with the tradeo↵ between runtime

and meta-data transmission make this approach unpopular [181].

Network pruning iteratively prunes the model by removing less important neurons or weights

while ensuring the model does not significantly lose accuracy. On the other hand, Parameter

quantization tries to decrease the representation precision of weights. Similar to network prun-

ing, a big challenge of the quantized models is preserving high accuracy. Although both network

pruning and quantization reduce the computational costs and memory usage of models, they re-

quire the pre-knowledge of the model, and people need to retrain and fine-tune the models until

they can be fully used [95]. Moreover, the above two approaches are slightly not favored in the

edge-cloud community because of the extra training e↵orts. In summary, most of the techniques

mentioned above are very hard to apply to edge-cloud based ML applications because of two

reasons. First, edge-cloud based ML applications are usually running on many di↵erent devices

and embedding systems. Deploying learning models on heterogeneous edge devices requires lots

of e↵ort in searching appropriate models, preventing widespread use. Second, deep model re-

duction techniques such as pruning and quantization spend considerable computation resources

in fine-tune training, which is less e�cient.

Recently, the emergence of knowledge distillation [68] has become an appealing approach to

address the problem of DNNs model deployment. Knowledge distillation transfers knowledge

from a deeper and wider model (teacher model) to a shallow model (student model) with negligi-

ble performance loss. Recent advances in natural language processes (NLP) such as BERT [40],

which has 12 layers and 110 million parameters, can be distilled to 3 or 6 layers shallow models
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Figure 4.1 : (a) Conventional knowledge distillation. A state-of-the-art teacher model (more deeper and
wider) displays in blue color and the distilled student model is displayed in cream-coloured. Given input
data (handwriting 5), we train the student model via knowledge distillation by two losses. First is a soft
loss where we minimize the di↵erence between student activation and teacher activation. This process
is also known as student model mimicking teacher model distribution. The second loss is a hard loss
where we compare the prediction result to a one-hot label. (b) illustrates a cloud-based machine learning
using knowledge distillation. The powerful deep model resides in a cloud server or edge server. While
the distilled models can be deployed on the various end devices.

without performance sacrifice [73]. Consequently, using an e�cient student network, users can

process the learning tasks on resource-constrained devices. Fig 4.1(a) illustrates a typical knowl-

edge distillation process. The key insight of knowledge distillation is that the student model

mimics the output distribution of the teacher model. Students acquire information encoded in

the teacher’s classifiers to achieve the exact prediction as a teacher does. Fig 4.1(a) illustrates

a typical knowledge distillation process.

In this chapter, we propose a novel cloud-based machine learning framework that users could

process the ML tasks on their mobile devices without using the very deep learning models and

unnecessarily sharing the local data to the cloud. We use a novel knowledge distillation method

named Neural Manifold Distillation (NMD) to reduce the state-of-the-art model complexity

without performance loss. Moreover, to improve the reliability, we design an e�cient algorithm

that enables users to execute the learning task on the cloud if the local predictions are not

convincing.

In our design, as shown in Fig 4.1(b) (Fig 4.2 for more details), the state-of-the-art models

(teacher model) are trained and stored on the cloud or edge server, e.g., through distributed

training. Through knowledge distillation, teacher models produce various student models that
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meet di↵erent task requirements and local configurations. In addition, the student models are

also trainable by using a local dataset, which enables users to fine-tune their local model.

The proposed knowledge distillation method, NMD, can e�ciently produce and improve

the performance of distilled student models such that we can execute machine learning tasks on

mobile devices with a low computational cost. A key idea in our proposed knowledge distillation

method is using feature manifold to transfer knowledge from the teacher model to the student

model. The feature manifold is a low-dimensional representation of the original feature space

in DNNs. Ideally, we can use this low-dimensional feature representation to recover the original

feature space. Our method matches the feature manifolds from the same feature space of the

teacher and student models. Compared with the existing knowledge distillation methods, feature

manifold gains knowledge from both feature and its geometric information. With additional

knowledge, we can improve the performance of student models. Overall, our approach has

two advantages. First, our proposed method introduces minimal computation cost without

significant performance loss on the distilled model compared with other methods. The overhead

that is introduced by generating feature manifolds is negligible. Second, since our method uses

additional feature information to help the distillation, we improve the performance of distilled

models.

In summary, the contributions of this chapter are threefold:

¥ We propose a new knowledge distillation method that e↵ectively addresses the problem of

deep neural network deployment. In particular, our method shows advantages in compu-

tation and communication e�ciency.

¥ To further ensure the reliability of the distilled model, we introduce a simple but e�cient

prediction mechanism for validating the final results.

¥ Based on the above, we also propose an end-to-end framework for cloud-based machine

learning applications running on resource-constrained mobile devices. To the best of our

knowledge, this is the first demonstration of knowledge distillation for an edge-cloud en-

vironment.
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4.1 Related Work

In this chapter, we first briefly summarize recent works for accelerating the deep learning in

the edge computing. Then we introduce related works about various knowledge distillation

techniques.

4.1.1 E!cient Deep Learning in the Edge

In recent years, edge intelligence is expected to push learning computations from the cloud to

the edge [24,169,176], thus enabling various distributed, low-latency, and reliable, intelligent ser-

vices. Learning tasks are usually computationally intensive and require large memory footprints.

Conventional methods such as model pruning and quantization are not specifically designed for

the edge [159]. To this end, researchers find that the DL model can be segmented into multi-

ple partitions and then allocated to 1) distributed edge nodes [184,189], or 2) use collaborative

cloud-edge architecture [86,87,188]. The most common segmentation method is partitioning the

learning model horizontally, i.e., along the end, edge and cloud. Another model segmentation

strategy is vertically partitioning [189]. In contrast to horizontal partition, vertical partition

fuses layers and partitions them vertically in a grid fashion, and thus divides CNN layers into

independent computation tasks. Chen et al., [26] explored the decentralized collaboration in

heterogeneous edge training. It can be configured into any specialized sub-models for dedicated

edge tasks given a predefined CNN model structure. The computation cost of the specialized

sub-models can be significantly reduced. The challenge lies in how to select the partition points

intelligently.

Other common approaches can be summarized as using shared learning computation. The

edge users from the same region might request learning tasks for the same object of interest.

In this case, it might introduce redundant computation of learning. Cachier [41] proposes to

cache the related models to edge servers to minimize expected end-to-end latency and reuse

learning models, according to the o✏ine analysis of applications and online estimates of network

conditions. To e↵ectively process streaming data, DeepMon [70] and DeepCache [171] reuse the

intermediate results of the video frames from CNN layers to reduce the processing latency of
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continuous vision applications.

4.1.2 Knowledge Distillation

Recently, extensive works have been proposed to explore various knowledge distillation tech-

niques. The key to understanding knowledge distillation is knowing how to define the knowledge

in the student-teacher training paradigm. The existing e↵orts can be broadly categorized into

three types: soften activation knowledge [67, 68, 113], feature knowledge [55, 154, 158, 179, 194],

and first-order Jacobian knowledge [34,141,151].

Soften activation knowledge was first proposed by [68]. The insight of work is that the

knowledge is defined as soft outputs (soften activation) of the teacher network. The soft knowl-

edge converts the discrete label to a continuous distribution where enlarge the learning space.

Student models mimic teacher soft activation distribution as their learning outcomes. The main

drawback of using soft knowledge is apparent: soften activation only fits classification tasks.

However, for example, in a binary classification problem, soften activation is barely helpful in

improving the performance.

Most knowledge distillation techniques have adopted feature knowledge, which improves

knowledge distillation by using more helpful information other than soften activations. DNNs

usually have a strong ability to extract the features from input data via various operations such

as convolution, non-linear activation, residual block, etc. This type of knowledge distillation

utilizes multiple intermediate features extracted by DNNs to improve the performance of distilled

models. [180] proposed attention transfer (AT) by defining the network knowledge as a spatial

attention map of input images. A similar work applied in the computer vision field is named Flow

of Solution Procedure [175] (FSP). Later, the success of the attention mechanism in NLP also

inspires researchers to apply it to knowledge distillation [158]. While the idea of using contrastive

representation learning on knowledge distillation also draws the research attention [154].

First-order Jacobian knowledge has been explored by [34]. The authors describe the neural

network as a non-linear function. Hence, knowledge distillation can be regarded as matching

the Jacobians of two neural networks by using the first-order approximation of the functions.

Our proposed knowledge distillation method is inspired by Jacobian knowledge in [141].
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4.2 Preliminary

This chapter will briefly introduce the key concept in knowledge distillation, followed by a

discussion of current issues of applying the knowledge distillation to large-scaled edge-cloud

environments and possible solutions.

4.2.1 Knowledge Distillation

The conventional use of knowledge distillation is training a shallow student network from a large

teacher ensemble. The teacher model activations are used to guide the training process. Consider

a classic supervised learning, suppose we have image dataset { xi , yi } % X ' Y , i = 1, 2, á á á, n

where xi % X is the i-th input image and yi % Y is its class label. Let T (á) to be the teacher

model, and let pt
i = softmax(zi

t ) to be its class probability where zt
i is the output logit for i -

th image xi in the teacher model. In addition, we define S(á) as a student model with class

probability ps
i = softmax(zs

i ) where zs
i is the output logit for i -th image xi in the student model.

In knowledge distillation, the student network S is trained to optimize the following loss function:

L KD =
"

i " [n]

1L hard (ps
i , yi ) + (1 # 1)L soft(ps

i , pt
i ) (4.1)

where L hard is a user-specified loss function used for measuring the prediction ps
i to ground-

truth label yi , and L soft is loss function for calibrating the soft activation loss between teacher

pt
i and student ps

i respectively. 1 is the hyper-parameter to balance the hard and soft losses.

Particularly, in the seminar work of Hinton et al. [68], they use Kullback-Leibler (KL) diver-

gence for L soft and standard cross-entropy (CE) loss for L hard . By defining soften activation as

pt
i = softmax(

zt
i

( ) and ps
i = softmax(

zs
i
( ), Hinton et al. distill the knowledge by optimizing the

following:

L KD =
1

2

"

xi "X

CE(ps
i , yi ) + KL(ps

i , pt
i ) (4.2)

where . is a hyper-parameter that aims to produce a smooth continuous distribution over all

classes. In this setting, the soften activation knowledge is transferred to the distilled student

model. Notice that the . is only used during the training phase. After that, the . is set
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to be 1 for inference. Although the knowledge distillation produces shallow, compact, and

computationally e�cient models, researchers find the presence of the performance gap between

teacher and student models. In the next chapter, we discuss the main drawbacks of knowledge

distillation used in cloud-edge computing.

4.2.2 Issues with Knowledge Distillation

We produce shallow, compact, and computationally e�cient models through knowledge distilla-

tion, which can process learning tasks on portable devices. However, recent studies have shown

that the distilled model su↵ers from accuracy loss. Tian et al., [154] implement 10 di↵erent

distillation approaches and find that all of them fail to outperform the knowledge distillation

baseline. Moreover, recent studies [112] indicates the presence of a generalization gap on student

model. Consequently, applying the distilled model to the edge is challenging due to the need for

high-quality models. For example, when a user requests the lightweight distilled model from the

cloud server, a distilled model is expected to make decent prediction results. In particular, users

may use low-resolution data with noise, which makes distilled model hard to predict. Instead,

users send the data to cloud servers seeking a better prediction where massive communication

costs are introduced and ine�cient.

To e↵ectively improve the performance of the distilled model, let us consider over-parameterized

deep learning models where the number of model parameters is far more than the data. DNNs

can extract millions of features from the input data to dramatically increase their performance.

These features are encoded in the output of the di↵erent layers and always presented in a high-

dimensional feature space. Therefore, feature-based distillation methods are more appealing.

They, however, have two significant drawbacks. First, feature-based distillation can be regarded

as conducting a very strong and strict regularization for student models [53]. When student

models heavily rely on intermediate features, student models will likely be overfitting and thus

poor generalization. The above reminds us that it is essential to decide what appropriate fea-

tures to include for training the student model. Second, the teacher features contain noise and

usually lie in a very high dimensional space. Directly using these features is not only unsafe

but also introduces computation overhead. Moreover, either vanilla knowledge distillation or
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Figure 4.2 : Overview of our proposed method. The teacher network in light blue is a standard deep
residual network [64](ResNet110). The student network in cream color is a shallow network (ResNet20).
Both networks have 3 residual blocks but are di↵erent in the number of basic blocks. ResNet110 has 18
basic blocks in each residual block, but ResNet20 only has 3. Knowledge distillation happens after each
residual block.

the aforementioned feature-based knowledge distillation does not utilize the information in the

feature geometric structures. Here, the feature geometric structure refers to a feature related to

or in contrast with other features in a system of representations.

4.2.3 Proposed Method

In the proposed distillation method, we relax the use of intermediate teacher features. Instead,

we use feature manifold, a low dimensional feature representation, to reduce the feature noise

and adequately regulate the training. Suppose the teacher’s high-dimensional features can be

projected into a low-dimensional nonlinear space. Inspired by Whye et al. [153] and Zhang et

al. [187], we can use local tangent space to approximate a low-dimensional feature manifold. The

tangent space we used is constructed from a series of neighborhood feature points to preserve the

nonlinear geometric information. The feature manifold plays a very crucial role in our proposed

method. It has an important characteristic: the original feature space can be recovered from the

feature manifold where all key features and the nonlinear relationship are preserved. Meanwhile,

the feature manifold contains less noise. Therefore, in the process of knowledge distillation, we

simply use feature manifolds to train the student model. The student model is moderately
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regularized, and the generalization ability is improved. Moreover, compared to feature-based

distilled models, our method learns knowledge more e�ciently with the same amount of training

time and resources. However, it is not trivial to discover the feature manifold from a set of

features sampled from deep models, possibly with noise. We will elaborate on our approach in

the next chapter.

4.3 Feature Manifold Distillation

In this chapter, we will introduce our proposed knowledge distillation method.

4.3.1 Overview of NMD

Neuron manifold distillation (NMD) focuses on transferring numerical and geometric knowl-

edge using low-dimensional feature manifolds. Fig. 4.2 illustrates the design of our proposed

method. The key challenge of the proposed method is how to find such feature representation

from noise features. To this end, NMD transfers feature manifold, a low-dimensional feature

representation, which can best represent the original feature space on numeric and geometric

characteristics. NMD has three optimization goals: (1) minimizing standard training loss; (2)

minimizing student model output loss, which is the same as the conventional knowledge dis-

tillation; (3) minimizing the feature manifold distillation loss, which occurs after each residual

block in ResNet for example. As a result, our method shows high training accuracy and strong

generalization ability on the test data. In summary, we combine the method of local feature geo-

metric extraction and conventional knowledge distillation and propose NMD to distill a flexible,

portable, and computation-e�cient model.

We first briefly demonstrate the overall optimization goal of our distillation method. Con-

sidering knowledge distillation training from teacher model to student model with same batch

training data, we have teacher feature set F t , and student feature set F s. Given a pre-defined

feature manifold extraction function %(á), we extract feature f t % Ft and f s % St as %(f t ) and

%(f s) respectively. Then we minimize the l2 distance of the feature manifolds as ||%(f t
i )# %(f s

i )||
2
2
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for each pair. The optimization problem can be formulated as

L KD =
"

i " [n]

1L hard (ps
i , yi ) + /L soft(ps

i , pt
i )

+
"

j "|F t |

( j ||%(f t
j ) # %(f s

j )||
2
2

(4.3)

where 1, /, ' i are hyper-parameters that control the weight of each component. Feature manifold

extraction function %(á) maps the high-dimensional features to a low-dimensional space where

reserves key feature characteristics. The low-dimensional feature manifold contains less noise

from stochastic min-batch training. The choices of hyper-parameter ( are very important. We

choose a relatively large ( value for shallow-level features, and for deep-level features, we prefer

a smaller ( value. In the next chapter, we carefully explain how to extract the feature geometric

information from a given feature space as a feature manifold.

4.3.2 Linear Feature Manifold

We assume there is a d-dimension feature manifold M 7 R d is embedded in a m-dimension

space R m such that d * m. We define a construction function h(á)

h : M 7 R d 8 R m (4.4)

We are given a set of N learning features from DNNs, where f i % Rm are sampled possibly with

noise from d-dimension feature manifold, i.e.,

f i = hf (vi ) + -i , i = 1, á á á, N (4.5)

where vi is the feature manifold for i -th feature f i and -i is error. Our goal is to estimate

the unknown lower-dimensional feature vector vi according to f i , i.e., f i % Rm is projected to

vi % Rd. In other words, we would like to represent the learning feature f i by using a low-

dimension vector vi . Next, we start by showing the linear feature manifold approximation to

give some intuition first and then explain the method for a realistic non-linear approximation.
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We first assume the feature manifold vi exists and are sampled to construct the feature

f i % Rm by using a d-dimensional a�ne subspace (A ), i.e.,

f i = c+ Avi + -i , i = 1, á á á, N (4.6)

where c % Rm , vi % Rd and -i %Rm is error. A % Rm( d is a matrix forms an orthonormal basis

of the a�ne subspace. For all N features, we have

F = ce* + AV + E (4.7)

where F = [f 1, f 2, á á á, f N ] including all N features, V = [v1, v2, á á á, vN ], E = [-1, -2, á á á, -N ]

and e is an N -dimensional column vector of all ones. Equation 4.7 illustrates the linear feature

manifold construction function.

Our goal is going to find c, A and V to minimize the approximation error E , i.e.,

argmin
c,A ,V

||E ||22 = argmin
c,A ,V

||F # (ce* + AV )||22 (4.8)

where || á ||2 is the Frobenius norm. Optimization problem in Equation 4.8 can be solved by

singular value decomposition (SVD) [153].

Let c = f̄ = F e/N to be the mean of F of all features, the optimal solution of low-rank

matrix AV is computed by the SVD of F # f̄e * , i.e.,

F # f̄e * = U⌃Q* (4.9)

and

AV = Ud⌃dV *
d (4.10)

where

Ud % Rm( d,⌃d % Rd( d, Vd % Rd( N

Particularly, ⌃d = diag() 1, ) 2, á á á, ) d) of the d largest singular values of F # f̄e * . Remember

our goal is to find the low-dimension representation vi %V by given its corresponding feature
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f i . The optimal linear a�ne transformation A is given by Ud. We have the close form solution

of construction function h such as

h(V ) = f̄ e * + UdV * (4.11)

The low-dimensional feature manifold V can be produced as

V = U! 1
d (F # f̄e * )

= diag() 1, ) 2, á á á, ) d)Q*
d

(4.12)

Usually, the dimension d of learned linear manifold V is chosen such that ) d+1 * ) d. In practice,

we use a fixed and small d to produce computational e�cient results. The above Equation 4.12

demonstrates the approach of computing linear feature manifold based on linear assumption in

Equation 4.6.

4.3.3 Feature Manifold in Deep Feature

Recall our goal is learning the low-dimensional representation of features produced by the deep

learning model. Previous chapter 4.3.2 illustrates the linear manifold learning. However, this is

not the case for deep learning features. Deep learning features are far more complicated and non-

linear. [187] points out that the key di�culty for non-linear manifold learning is unorganized

dimension reduced data. In other words, the traditional dimension reduction approaches such as

PCA or multidimensional scaling (MDS) fail to reconstruct the underlying structural information

in the target space. The Equation 4.12 may not correctly reflect the high-dimensional projection

V on low dimension space. To perform manifold learning of deep learning features, we use an

approach inspired by [187] and [131].

We assume that deep learning feature space F is a subset of R m . The feature f i % F has

unknown generating function h(v), v % Rd. By training deep learning model, we collect a set

of N m -dimensional feature vectors F = [f 1, f 2, á á á, f N ], f i % Rm which is generated from the

following noise-free form

f i = h(vi ) 6i %[N ] (4.13)
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Our objective for manifold learning of non-linear deep feature is to reconstruct vi from the

corresponding feature f i or h(vi ) without explicitly knowing h(á). Assume that the function h is

smooth enough, using first-order Taylor expansion at a fixed v, and define a small neighbourhood

v̂ such that {|| v̂ # v||2 < - } , - small. Let hv = [h1(v), á á á, hm (v)]* , we have

h(v̂) = h(v) + $ vh(v)* (v̂ # v) + O(||v̂ # v||2) (4.14)

where $ vhf (v)* % Rm( d is the Jacobian matrix of h at v, who has the form of

J h(v) =

;

<
=

&h(1) /&v(1) á á á &h(1) /&v(1)

...
...

...
&h(m) /&v(1) á á á &h(m) /&v(d)

>

?
@

where h(i ) and v(i ) indicate the i -th element of vector. Let J h(v) = $ vhf (v)* , we know that the

tangent space Kv of h at v is spanned by this d column Jacobian matrix J h(v), which ensure

the dimension of v at most d. The Equation 4.14 is known as the local a�ne approximation of

the function h(á).

Given two neighboring features f = h(v) and f̂ = h(v̂), we are unable to construct v and v̂

in the a�ne subspace h(v) + Kv without knowing function h. To this end, let Gv be a matrix

forming an orthonormal basis of Kv , we can represent $ vh(v)* (v̂ # v) = Gv2 and 2 = Pv(v̂ # v)

where Pv = G*
v $ vh(v)* . According to the Equation 4.14 and ignoring the second-order term,

we have

G*
v (h(v̂) # h(v)) " G*

v $ vh(v)* (v̂ # v) = 2 (4.15)

Knowing Gv , we can compute local a�ne transformation 2 using Equation 4.15. We restate this

transformation procedure in [187] in the following.

Remark 1 (Local A"ne Transformation [187]) Let varibale f, f̂ , v, v̂, 2, Gv, Pv and function

h deÞned above. Assume that the functionh is smooth. We perform manifold learning by

approximating local transformation Pv Þrst

A
dv

A

!( v)
||Pv(v̂ # v) # 2||dv̂
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where⌦(v) is the neighborhood ofv. For linear alignment, we have v̂ # v = P! 1
v 2 3 L v2. This

step is equivalent to optimize
A

dv
A

!( v)
||v̂ # v # L v2||dv̂

Note that the 2 can be approximated viaG*
v (h(v̂) # h(v)).

In Remark 1 and Equation 4.15, the key challenge is computing unknown orthonormal basis

Gv of Kv . The Gv can be constructed via Locally Linear Embedding (LLE) [131]. Considering

a set of feature { f 1, f 2, á á á, f N } of k-nearest neighbor features of f i including f i , we let Sf i =

[f i 1, á á á, f ik ] be a matrix. To obtain Gv , we optimize Equation 4.8 in the Chapter 4.3.2 using

local feature Sf i

argmin
f,G i ,)

||Sf i # (fe * + Gi V)||22 (4.16)

where Gi % Rm( d. The optimal f is given by S̄f i , the mean of k neighbor features. Then Gi

is the d-largest left singular vectors of Sf i (I # 1
k ee* ) (Equation 4.10). We locally produce the

d-dimensional feature representation Vi = [2i 1 , 2i 2 , á á á2i k ] for each 2i j = G*
i (f i j # S̄f i ).

To reconstruct the feature manifold v with respect to the local geometry determined by 2,

we assume

vi j = v̄i + L i 2i j + -i j (4.17)

Writing it matrix form

Vi =
1

k
Vi eeT + L i Vi + Ei (4.18)

where Vi = [vi 1 , vi 2 , á á á, vi k ] and Ei = [-i 1 , á á á, -i k ]. To optimize the local construction error

||Ei ||:

argmin
Vi ,L i

||Ei || = argmin
Vi ,L i

||Vi (I #
1

k
ee* ) # L i Vi ||2 (4.19)

The optimal L i can be founded

L i = Vi (I #
1

k
ee* )V+

i (4.20)

where V+
i is the Moore-Penrose generalized inverse of Vi . Now we have:

min ||E || =
"

i

||Vi (I #
1

k
ee* )(I # V +

i Vi )||22 (4.21)
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Our goal is to determine the optimal V in the low-dimension space. Let Si be a 0-1 selection

matrix such that Vi = V Si and W = diag(W1, á á á, WN ) with Wi = (I # 1
k ee* )(I # V +

i Vi ). We

have

min ||E || = ||V SW|| (4.22)

Now, let us use Lagrange multiplier µ to impose the constraint that k! 1V * V = I d, we have

L (V, µ) = V SW # µ(k! 1V * V # 1) (4.23)

Solving V is simply taking the derivative of L (V, µ) with respect of V .

In next chapter, we will explain why this feature manifold is closely related to knowledge

distillation in the theory.

4.3.4 Local A!ne Approximators of Neural Networks

In this chapter, we will answer the question that why it is necessary to use teacher feature in

knowledge distillation and the question that how it relates to our feature manifold, we recall the

equation.4.1 in Chapter 4.2

L kd = 1L hard (ps, y) + (1 # 1)L soft(ps, pt )

We notice that the soft losses contain information about the relationship between di↵erent classes

as discovered by teacher. By learning from soft losses, the student network inherits such dark

knowledge. To see how does the knowledge distillation relate to our local a�ne approximation,

we define a multi-layer teacher neural network T : Rinput 8 Routput :

T = t1(t2(á á á(t l ))) and t l (x) =
pl"

i =1

al,i +l (!wl , x" + bl ) (4.24)

where +l is l th operation layer such as ReLU activation, wl is the hidden weight, bl is the bias

vector, and al,i is the output weight vector, and pl indicates the number of hidden neurons.

To simplify the analysis, we assume the l th layer of teacher network extracts the corresponding

feature according to t l (al! 1) = f where al! 1 is the activations from layer l # 1. We know the l-th
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layer feature has a construction function hf (v) + - with the respect to low dimensional feature

space of V . Then we have following result.

Theorem 4.1 (Local A"ne Equivalence Theorem) Consider the squared error cost function for

matching soft targets of two neural networks atl th layer with p features, given by

L soft(Ttl (x), St l (x)) =
p"

i =1

(T i
t l
(x) # S i

t l
(x)))2

where x is the activations from layer l # 1. and 3 is noise. Let f t = Ttl (x) and f s = Stl (x), the

f t , f s % F are the features in feature spaceF which are generated byTt l and Stl , respectively.

Then matching soft targets of two neural networks is equivalent to match their feature manifold

where

E [
p"

i =1

(T i
t l
(x + 3) # S i

t l
(x + 3))2] =

p"

i =1

(T i
t l
(x) # S i

t l
(x))2

+ ) 2E [
p"

i =1

($ x hi
t (v) # $ x hi

s(v))
2] + O($4)

(4.25)

where $ xhi
t (v) is the Jacobian matrix of ht at v.

Proof: To prove this, we recall the Chapter 4.3.2, the feature manifolds are given by two

construction function where Ttl = ht (v̂) and Stl (x + 3) = hs(v̂) where 3 is small noise. Using

first-order Taylor expansion at a fixed v, and a small neighbourhood with {|| v̂ # v||2 < $ } and

$ is small, we have

E [
p"

i =1

(T i
t l
(x + 3) # S i

t l
(x + 3))2] = E [

p"

i =1

(hi
t (v̂) # hi

s(v̂))
2]

=E! [
p"

i =1

(hi
t (v) + $ v hi

t (v)$ # hi
s(v) # $ v hi

s(v)$))
2] + O($4)

=
p"

i =1

(hi
t (v) # hi

s(v))
2 + E! [

p"

i =1

$2($ x hi
t (v) # $ x hi

s(v))
2]

=
p"

i =1

(T i
t l
(x) # S i

t l
(x))2 + $2E [

p"

i =1

($ x hi
t (v) # $ x hi

s(v))
2]

We omit O($4) at third and last row. " We notice that the loss function has two components.

The first term indicates the conventional loss of knowledge distillation on samples from both

teacher and student. And the second regularizer term represents the di↵erence of local a�ne
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approximation of the given networks. The final error terms are small for small $ and can be

ignored. From the observation in Theorem.4.1, we can conclude that it is ill-considered practice

for conventional knowledge distillation that it only transfers the raw CNN activation outputs

point-wisely to their o↵spring model. For a complete knowledge distillation method, transfer of

the underlying knowledge residing in the infinitely many data points nearby is also obligatory.

4.4 Distillation based Cloud Computing

The knowledge distilled model proposed in this work can be widely used for many real-world

applications such as image classification, speech recognition, object detection, etc. There is

plenty of research focusing on improving the distilled models’ accuracy and speed of networks.

As a result, the distilled models are good at providing predictions that are correct most of the

time. However, they are failing at telling the user when their predictions can be trusted and

when they cannot [120]. Consider an application such as an autonomous driving car with a

front camera for detecting the pedestrian. Most of the time, the lightweight model can provide

confident predictions that tell whether there is a pedestrian or not. But, in some cases, for

example, the heavy rain, the viewing condition is poor, and the outline of pedestrians captured

by the front camera is not clear. The model may not provide a reliable prediction. In this case,

in order to make more confident predictions, we tend to utilize a more robust model that resides

in the central cloud.

In this Chapter, we propose an end-to-end solution for the aforementioned issue. We first

define the problem in the following.

4.4.1 DeÞnitions

The problem we address is supervised multi-class classification with neural networks. Let input

x %X and label y %Y = { 1, 2, á á á, C} are random variables that follow a ground truth joint

distribution * (x, y) = * (y|x)* (x). Let N be a neural network with N (x) = (ŷ, Zx ). The ŷ is

neural network prediction and Zx = (zx,1, á á á, zx,C +1 ) %RC is confidence scores, one for each

possible class identity 1, á á á, K . Usually, the confidence score are converted into probabilities
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Figure 4.3 : Knowledge distillation-based machine learning on cloud. The state-of-the-art deep networks
deploy on the cloud server. ! Use the proposed KD distillation method to produce a shallow and e�cient
model that meets the di↵erent networks configurations and stores them in the edge server. " The user
requests a model. # Edge server delivers a model to a user. $ User executes the machine learning task
on a local device. % If the local model is not confident in the result, send the task to the cloud server.

P̂x = { p̂x,1, á á á, p̂x,C +1 } by using the softmax function such as

p̂x,i = softmax(zx,i ) =
exp(zx,i )

! C
c=1 exp(zx,i )

(4.26)

each pi indicates the probability that the input x falls to one of class c. The neural network will

generate the final prediction by selecting the largest probability over all probabilities in P̂x

ŷ = argmax
i

P̂x (4.27)

Ideally, we expect the well-train model can be indicative of the actual likelihood of correctness

such as

P(ŷ = y|p̂ = p) = p 6p %[0, 1] (4.28)

where the probability is over the joint distribution. However, in real-world application, achieving

perfect estimation is impossible. In most cases, we notice that the non-confident model will

produce the class probabilities px,i and px,j with i 5= j close to each other. This indicates that

the model N likely to pair the input x to either class ŷ = i or class ŷ = j . We name such model

as uncertain model.
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For supervised learning, the expected calibration error [115] (ECE) is a good metric to

measure the model uncertainty. One notion of model uncertainty is the di↵erence in expectation

between prediction and accuracy

E [|P (ŷ = y|p̂ = p) # p|] (4.29)

ECE can be approximated via partitioning predictions into M equally-size bins and taking a

weighted average of the bins’ accuracy and prediction di↵erence, such as

ECE =
m"

1

|Bm |
n

|Acc(Bm ) # Pred(Bm )| (4.30)

where Bm is a set of indices of samples whose prediction probability pi falls into the interval

I m = (m! 1
M , m

M ] such as Bm = { i : m! 1
M ) pi ) m

M } . Acc(Bm ) and Pred(Bm ) are defined as

Acc(Bm ) =
1

|Bm |

"

i " B m

1(ŷi = yi ) (4.31)

and

Pred(Bm ) =
1

|Bm |

"

i " B m

p̂i (4.32)

We use the ECE score to select the distilled models during the knowledge distillation training.

The smaller ECE score indicates the model is more confident in its predictions. Unfortunately,

we are unable to calculate the ECE score during the inference stage because we have no way

to know the ground truth distribution p (or Acc(Bm )) in advance. Once a non-confident model

generates two similar predictions ŷi and ŷj with their probability scores p̂i and p̂j respectively,

we are unable to trust this results. A good practice for addressing this issue is utilizing a more

powerful and confident model in the cloud. For example, we could send the input data back to

the cloud and receive the prediction from the teacher model.

4.4.2 ConÞdence Prediction

Non-confident models such as distilled light-weight models in constrained devices may generate

ambiguous predictions due to the low-resolution input data or lacking information. To this end,
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we propose a simple but e↵ective threshold-based algorithm to ensure the prediction is trust-

worthy. We explain the details in the following two phases. During the knowledge distillation

training phase, we monitor the model accuracy, such as top-1 and top-5 scores. We also select the

most confident model by calculating the ECE score for each intermediate model and choosing the

one with the lowest ECE score. In the inference phase, given an input x %X , the non-confident

model N will generate a series of probabilities stored in a vector P̂x = (p̂x,1, á á á, p̂x,C +1 ) %RC .

Each score p̂i indicates the probability that the input x belongs to the class i . The final pre-

diction is made according to Equation 4.27. We define a non-confident model with ambiguous

predictions as

|p̂x,i # p̂x,j | < ) p̂x,i , p̂x,j %P̂x i 5= j (4.33)

where ) + 0 is a small real number. In our proposed method, we use the largest and second

largest probabilities to evaluate the model uncertainty such as

|p̂x,i # p̂x,j | < ) $ ás where

p̂x,i = argmax
px

P̂x and p̂x,j = argmax
px

{ P̂x # p̂x,i }
(4.34)

where s is a constant scalar. We use the equation above to evaluate the model uncertainty due

to the following reasons. First, consider a classification task with 10 di↵erent classes, such as the

cifar10 dataset. It has a small output prediction space (a vector with 10 entries). The largest

and second-largest probabilities are good enough to represent the model uncertainty. Second,

we observe that the di↵erence between the largest and smallest probability is huge, which is not

a good indicator of model uncertainty.

We propose our confidence prediction knowledge distillation based learning algorithm in

Alg. 9.

4.4.3 ConÞdence Prediction Machine Learning

Fig. 4.3 illustrates our confidence knowledge distillation-based machine learning framework. A

state-of-the-art teacher model is stored on the cloud. We perform knowledge distillation on the

cloud server because it is powerful in computation and it contains a large amount of training

data. We ensure the distilled student model quality by maximizing its accuracy and minimizing
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test ECE scores. Then the cloud sends the distilled model to the server in advance, and this

model is ready for use.

Once a remote device starts a machine learning task, it will first request the distilled model

from the proximal edge server [150]. As we mentioned before, the distilled model may not be

very confident about its prediction and usually produce ambiguous results. In this case, we first

evaluate the prediction results from the distilled model and check if it is an ambiguous result

according to the Alg. 9. If the prediction is ambiguous, we will send the task to the cloud where

the powerful teacher network resides to help make predictions (shown in red line and green dash

line in Fig. 4.3).

Ideally, the additional prediction help from the teacher model should not be high frequency.

We expect the machine learning tasks are processed on a local distilled model other than on

the Cloud server. If local models are not confident in prediction, they frequently send the tasks

to the cloud server, resulting in a high communication cost. We conduct the communication

cost analysis, and experiment details are shown in Chapter 4.5.4. In addition, it is worthy of

mentioning that the distilled model will be periodically updated by replacing it with a newly

generated model from the cloud to keep the model up to date. Furthermore, distilled models

can also be trained locally (shown in blue dot line in Fig. 4.3).

4.5 Evaluation

In this chapter, we evaluate the performance of our proposed method on several image classi-

fication tasks. We compare our results with conventional knowledge distillation method in [68]

(ST). We also compare our results with state-of-the-art distillation methods such as Attention

Map Distillation [180] (AT), Attention Features Distillation [158] (AF), Gram Matrix Distil-

lation [175], Sobolev (Jaccobian Matrix) Distillation [35] (SOB), Contrastive Representation

Distillation [154] (CRD) etc. We also deploy our distilled model on resource constrained devices

such as Raspberry Pi 4 Model B to evaluate the distilled model performance. Raspberry Pi 4

Model B does not have GPU installed, therefore the inference is processed via CPU.

Our experiments cover three significant aspects: (1) the performance of the distilled model,
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Algorithm 9: Confidence prediction on knowledge distillation based machine learning
Server :

1 Perform knowledge distillation from teacher network T to student network S using
algorithm in Chapter 4.3.3.

2 Distilled student model should meet the ECE criteria shown in Equation 4.30,
otherwise repeat step 1.

3 Listening the model request from remote devices.
4 Listening the prediction request from remote devices.

Clients:
5 Request the distilled student model S from edge server.

6 Given input data x, student model makes prediction vector P̂x .
7 if |p̂x,i # p̂x,j | < ) ' ás (Equation 4.34) then
8 Request teacher network prediction on Edge server (step 4) and send x to edge

server.
9 Return the prediction result ŷx from teacher model T

10 else
11 Return the prediction result ŷx by Equation 4.27.

(2) the e�ciency of distilled models, and (3) the communication reduction. The first two sets

of experiments focus on evaluating the proposed distillation algorithm. The results show that

the proposed method achieves promising performance. The last experiment set indicates the

e�ciency of proposed algorithm 1 is achieved.

4.5.1 Experiment Setup

Environment We conduct our experiments in two di↵erent environments. We first compare the

distilled student model performance on a single lab server with 4 GeForce GTX 1080ti GPUs.

We implement the di↵erent knowledge distillation methods by using Pytorch 1.9.0. Next, in

order to simulate the cloud-edge environment, we chose a lab server as a cloud server. We

perform knowledge distillation on it. Then we use a Raspberry Pi 4 Model B with Quad Core

Cortex-A72 (ARM v8) CPU as a remote device. Raspberry Pi 4 Model B does not equip with

GPU, therefore the model inference is processed via CPU. Under this experiment setting, we

simulate the real-world application that requires the data recall when the model is not confident

about its prediction.

Datasets and Deep Neural Networks We conduct experiments on image classification

tasks including CIFAR10, CIFAR100 and ImageNet (ILSVRC2013). The CIFAR-10 dataset
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Table 4.1 : The performance of di↵erent distillation methods

TCH/STD Model KD Method top-1 Acc. top-5 Acc.

ResNet110/20

Baseline(ResNet110) 73.15% 95.02%
ST [68] 63.40% 90.02%
AT [180] 70.21% 94.36%
AF [158] 68.48% 96.30%
Gram matrix [175] 66.10% 93.73%
SOB [35] 69.01% 94.22%
CRD [154] 70.61% 95.35%
NMD (this paper) 71.92% 95.11 %

ResNet110/110

ST 73.10% 95.41&
AT 73.38% 95.80%
AF 73.63% 96.30%
Gram matrix 73.13% 95.43%
SOB 72.81% 94.12%
CRD 74.61% 96.35%
NMD (this paper) 74.58% 96.32%

consists of 60000 32x32 colour images in 10 classes, with 6000 images per class. There are

50000 training images and 10000 test images. CIFAR100, similar to CIFAR10, has 100 classes

containing 600 images each. There are 500 training images and 100 testing images per class. The

100 classes in the CIFAR-100 are grouped into 20 superclasses. ImageNet consists of two parts,

training data and validation data. The training data contains 1000 categories and 1.2 million

images and the validation and test data consists of 150,000 photographs, collected from flickr

and other search engines, hand labeled with the presence or absence of 1000 object categories.

The training models we are using include LeNet, AlexNet, ResNet, VGG, GoogleNet and

MobileNet. To evaluate the performance of di↵erent knowledge distillation methods, we use

ResNet110 as teacher model and ResNet20 as student. In our setting, the ResNet110 contains

1.73M trainable parameters and ResNet20 only contains 0.2724M trainable parameters. We

roughly reduce the 84% model size in total. We train the model by using a standard SGD

optimizer with a start learning rate 0.1 weight decay 0.0001. We train student models within

100 epochs and learning rate decay 10% at epoch 40 and 70.
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Table 4.2 : The Training Epoch Time of Di↵erent Distillation Methods

TCH/STD Model KD Method Time(sec) Acc.

ResNet20/20

Baseline(ResNet20) 62 92.75%
ST 72 92.75&
AT 75 92.45%
Gram matrix 82 93.8%
AF 92 93.75%
SOB 114 93.12%
CRD 90 93.35%
NMD (this paper) 88 93.20%

4.5.2 Performance Results

We first evaluate the performance of our proposed method and compare it with the-state-of-

the-art approaches. We conduct two di↵erent types of experiments: knowledge distillation and

self-knowledge distillation (as shown in the Table 4.1). The former one is very common. But

in the latter one, we use two exactly the same model as both teacher and student. The self-

knowledge distillation aims at testing the distillation algorithm itself only by giving it the same

model with the same learning capacity. We use a pre-train ResNet110 model trained on CIFAR10

as a teacher model which provides 73.1% top-1 accuracy and 95.0% top-5 accuracy.

We use ResNet20 as a student model. Both ResNet110 and ResNet20 contain 3 residual

blocks but di↵erent in the number of layers inside each residual block. For conventional dis-

tillation method (ST), we only distill the knowledge from the last layer of the teacher model.

For methods such as AT, SOB and CRD, we also distill knowledge from the end of each resid-

ual block. For the Gram matrix method, we train the student in two stages. The first stage

we initialize the model and train with the teacher model in 50 epochs. Then in the second

stage, we conduct normal training on it for another 50 epochs. As shown in Table. 4.1, our

proposed method achieves 71.92% accuracy on top-1 result and it also achieves 74.58% accuracy

on top-1 with self-knowledge distillation. Notice that our method achieves even better results

by comparing it to the baseline model.

In Table. 4.2, we evaluate the single epoch training time of di↵erent knowledge distillation

approaches. Compared to the normal training process, the extra computation cost comes from

1) data inference time of the teacher model since the teacher model is usually large and the
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Table 4.3 : Distilled Models Status on Raspberry Pi

Model VGG16 ResN18 ResN20 ResN34

Stats

# para(M) 131 11.4 17.3 21.5
model size (MB) 478 31 36 40
GFLOPs (forward) 13.4 1.88 1.92 3.80
EpochTime (s) 47 9 10 12

Acc.(%)

Baseline 70.48 62.07 66.33 70.02
ST 71.79 64.33 69.92 72.28
AT 73.33 63.66 66.87 70.91
AF 73.41 62.17 69.17 71.39
CRD 72.93 64.69 70.16 72.58
NMD 73.40 64.91 69.83 72.66

inference time can not be ignored at this time. 2) extra computation of distillation algorithm.

For example, the AF method requires building another shallow attention model to extract the

attention information from the input intermediate feature which involves a lot of e↵ort on

computation. Similarly, the SOB method requires the calculation of gradients. In Table 4.2, we

self-distilled the model ResNet20 on CIFAR10 with batch size 128. The original approach ST

used 72s for 1 epoch training. Compared to the baseline, the 10s more epoch time is mainly

from teacher model inference.

The methods such as AF, SOB and CRD need more time in computing and matching the

di↵erent knowledge between teacher model and student model. Our method is 22% slower than

the baseline method but we gain & 4% speed up compared to other methods.

We also perform the inference experiments on Raspberry Pi and collect the performance data

as shown in Table. 4.3. We train models on the CIFAR100 dataset, and deploy them to Raspberry

Pi. The inference time for one epoch mainly depends on the number of parameters of a model.

Compared to the other model, VGG16 is the biggest one we deploy on a constrained device and

it requires much more computational resources than other ResNets. VGG16 is distilled from

another VGG16 network. We see that all the distilled models have better performance than the

baseline model which indicates that the knowledge distillation can improve the performance of

ultra shallow models. Our proposed method improves 3% accuracy gain on VGG16 and 2% on

ResNet34.
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(a) " = 0 .15 (b) " = 0 .20

(c) " = 0 .25 (d) " = 0 .30

Figure 4.4 : Recall rate on di↵erent knowledge distillation algorithm and di↵erent ) (s). Batch size is
128.

4.5.3 ConÞdence Prediction

In the Chapter 4.4, we discuss the confidence prediction on knowledge distillation. The distilled

models are always smaller and have less parameters compared to the teacher model. Therefore,

we can not fully trust the prediction results made by a distilled model especially when the input

data contains a large amount of noise.

In order to address this problem, we use two strategies to make the distilled model more

trustworthy. The first one is we monitor the additional ECE score of the distilled model. Fig. 4.5a

illustrates the ECE score change over the training. The bottom red line indicates the teacher

model average ECE score when given di↵erent batches of training data. Teacher model ECE

score curve is stable. The top blue line is the student model average ECE score. We see the blue
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(a) (b)

(c) (d)

Figure 4.5 : We train student network ResNet20 with teacher network ResNet110 on CIFAR10 dataset.
We evaluate the model uncertainty by using ECE metric. (a) The average ECE score for student mode
(blue) and teacher model (red), we see the method of AT is barely helpful in improving the ECE on student
model. (b) We see the discrepancy of largest probability score p̂x,i and the second largest probability
score p̂x,j is quite large in average for all classes. However, in (c) we see there are considerable number
of probability scores are close to each other during the inference stage. (d) shows the largest probability
score p̂x,i and he second largest probability score p̂x,j of class ”plane” is hard to be distinguished by
student model even after 100 training epochs.

line tries to go down at the end of training. But the gap between blue and red curve indicates

the model performance di↵erence since the deeper the model is the better the performance is.

In fact, it is very hard to mitigate this gap.

We further evaluate the di↵erence of the largest probability score p̂x,i and second largest

probability score p̂x,j on inference. Fig. 4.5c shows that we only have 15% predictions are

very confident which means the absolute value between p̂x,i and p̂x,j is close to 1. We see that

there are a considerable number of predictions that are quite ambiguous for distilled models,

for example those di↵erence scores are less than 0.25. Fig. 4.5d gives a concrete example on the
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class of ‘plane’. We see that the distilled model has a hard time predicting the ‘plane’ even at

100 epochs after.

4.5.4 Communication Reduction

In this Chapter, we evaluate the communication cost for di↵erent distillation methods. The

major communication reduction is coming from the data transmission to the Cloud server. In

our proposed learning framework, users only need to send their local data if the local model is not

confident in its predictions. Otherwise, users can trust the local prediction without sending the

data to the Cloud server for extra help. As we state in the Alg. 9, the non-confident predictions

are labeled if the di↵erence of largest and second largest probability scores are close enough,

say the ) + 0. Given a test batch size b, we will evaluate the predictions on this batch and we

define the recall rate as:

recall rate % =

! |B |
i =1 1({| p̂x,i # p̂x,j | + ) } )

|B |
' 100 (4.35)

where 1 is identity function. Therefore the communication reduction is equivalent to the 1 #

recall rate because users do not send that amount of data to Cloud sever.

Figure. 4.4 illustrates the recall rate of di↵erent knowledge distillation methods on di↵erent

thresholds ) over the training process. We evaluate the result on ResNet20 with the CIFAR10

dataset. The batch size is 128. We have the following observations: (1) the overall recall rates are

converging during the training process; (2) our proposed knowledge distillation NMD achieves

lowest recall rate for all di↵erent thresholds ) at 100 epochs. For example Figure. 4.4(b), when

) = 0.2, we will return the results of the prediction di↵erence score larger than 0.2. The distilled

model trained by our method thinks 29% prediction results should be re-evaluated on the Cloud

server. But other methods such as AT, AF and Gram Matrix will send 36%, 35% and 32%

respectively to the Cloud server.
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4.6 Chapter Summary and Future Work

This chapter proposes an e�cient cloud-edge distributed machine learning framework based on

knowledge distillation techniques. We propose a new knowledge distillation method that allows

state-of-the-art accuracy for distilled and computation-e�cient models. Therefore, we can easily

apply the distilled models to resource-constrained devices where users can execute the machine

learning tasks in the local environment. To ensure the QoS of distilled models, we present a

confidence prediction algorithm to improve the system accuracy.

In future work, we will further improve the e�ciency of the distilled model by corporating

model pruning and quantization techniques. Furthermore, since an expert selects the current

student model, we could further use neural architecture search (NAS) to learn the best model

to achieve the e�ciency goal. In addition, distilled models should meet di↵erent environment

requirements, how to fast generate the distilled models should be considered.
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Chapter 5

An E!cient Federated Neural

Architecture Search

This chapter focuses on facilitating neural network architecture search on federated learning.

Federated Learning is a communication-e�cient distributed machine learning paradigm for de-

centralized devices to train a predictive model collaboratively without exchanging private data.

FL has been extensively explored in various machine learning domains, including computer vi-

sion, natural language processing, and data mining [91]. One of the challenges in FL is data

heterogeneity [94]. In FL, the training data is massively distributed over di↵erent clients such

as banks, hospitals, and information institutions, causing data to be sampled from a possibly

di↵erent distribution (a.k.a., non-i.i.d. data samples) [75]. The standard federated methods

(FedAvg) are not designed to take care of data heterogeneity, making the model su↵er from

performance degradation or even fail to converge [165].

Recently, many methods have been proposed to tackle the data heterogeneity issue in fed-

erated learning. These methods can be roughly categorized into three types: federated opti-

mization, personalized federated training, and federated neural architecture search (Federated

NAS). In federated optimization, many variants of the standard FedAvg have been proposed

to train a global model, including the FedProx [132], FedCD [81], and FedNova [157]. The

goals of federated optimization are to mitigate local model divergence, reduce data distribution

biases, and eliminate objective inconsistency. While these advances may make a global model
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Figure 5.1 : One-shot model and Federated Neural Architecture. Step & illustrates an example of a
cell used in a one-shot NAS model. The search space contains a set of operations (convolution, pooling,
identity, etc.). The one-shot model adds their weighted outputs together. Only one operation is used for
evaluation, and the rest are zeroed out. Step ' performs local NAS training on a one-shot model formed
in step & , then step ' sends the gradient of 1 and ! to the server-side. Step ( merges local parameters
to get a global model and send it back to clients at step ) . After the training phase is done, step *
evaluates the training prototype by stacking multiple basic cells.

more robust across non-IID local data, recent studies argue that using a single global model

to reveal the underlying data distribution for all clients may not be optimal for each client. In

contrast, personalized federated learning focuses on training multiple models or personalizing

components to obtain a stronger model per client. MOCHA [137], for example, is a distributed

multi-task learning framework that allows each client to learn a task-specific model. Another

trial for federated personalization is model regularization. By regularizing local and global mod-

els’ distance, [58] uses a mixing parameter, which controls the degree of optimization for local

and global models. A fundamental question in personalized federated learning is what degree

of personalization is best for each client? This question remains open and limits the benefits of

personalized federated learning [75].

Federated NAS, a di↵erent and complementary technique, is a collaborative NAS framework

that helps improve model performance from the angle of finding optimal model architecture

to counter the heterogeneity challenge in FL [170]. Essentially, NAS methods aim to auto-

matically search for model structures that fit the underlying distribution of the dataset [197].

Recent NAS studies have shown their superiority in improving model performance. However,
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NAS methods usually require enormous computation resources and are not originally designed

for the distributed system. Therefore, it remains a problem on how to perform model search

e�ciently under a distributed setting, particularly considering the capacity, mobility, and power

consumption of the participants in FL.

Di↵erentiable architecture search methods have been adopted in most Federated NAS to

accommodate the NAS for FL due to its computational e�ciency. In particular, DARTS [99]

abstracts the discrete architecture to continuous and di↵erentiable hyper-parameters, and thus

the model architecture search and model training can be jointly learned in an end-to-end fashion.

DARTS tries to find an optimal basic structure, namely cell (cell prototype). Then DARTS

evaluation model is formed by stacking a number of cells. Applying DARTS to the decentralized

FL is straightforward. For example, FedNAS [63] adapts DARTS to FL by periodically averaging

model and architecture parameters at the central server. However, the performance of the

searched model seems not desirable, and its resource consumption is rarely reported in FL. In

addition, there may have e�ciency and implementation barriers when directly uses gradient-

based federated NAS, and we leave the discussion in Chapter 5.3.1.

In this work, we propose E-FedNAS, a novel federated NAS algorithm. We summarize

the superiorities of E-FedNAS in the following and discuss more details in Chapter 5.3. First,

E-FedNAS is computation e�cient. E-FedNAS reduce the computational cost by randomly sam-

pling a subset of search space on each client. The same client may sample di↵erent architecture

in di↵erent federated communication rounds. These sampled architectures are then sent to the

central server for aggregation. Given adequate training, this stochastic process approximates

the full space searching without sacrificing the optimality of the discovered architecture. Sec-

ond, E-FedNAS is a single-stage and one-shot [9] NAS that performs searching and training

simultaneously. Instead of searching for a single cell prototype in FedNAS, E-FedNAS searches

on the entire model. As a result, E-FedNAS model is ready to use at the end of the FL training

without further retaining and fine-tuning. It is worth mentioning that searching on the entire

model only causes linear O(L ) computation consumption depending on the number of cells.

Another novelty that makes our framework significantly di↵erent from previous methods is

that E-FedNAS parameterizes cells across all participate clients. FL’s central server merges all
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Table 5.1 : Gradient-based NAS searching costs. Results of di↵erent architectures on CIFAR10 and
CIFAR100. Recorded on a single NVIDIA GeForce 1080Ti.

Architecture Dataset Param(M) Cost(GPU-hours) Test Err.(%)

DenseNet-BC (k=40) CIFAR10 25.6 - 6.22
ResNet34 CIFAR100 83 - 3.06
DARTS (1st order) CIFAR10 3.3 11.5 2.4 ± 0.09
DARTS (1st order) CIFAR100 3.3 12.25 15.18 ± 1.64
DARTS (2nd order) CIFAR10 3.3 12.5 2.3 ± 0.04
SNAS CIFAR10 2.8 10.5 2.14 ± 0.03
P-DARTS CIFAR10 4.9 10.5 2.4 ± 0.05
PC-DARTS CIFAR10 3.6 0.8 2.5 ± 0.13

the same level cells on each client into a bigger cell (FedBlock). Then central server optimizes

FedBlock by training on a reference dataset and selecting one best cell component for each level,

forming a new model later. Consequently, E-FedNAS optimizes the micro local architecture,

macro federated architecture, and model parameters simultaneously.

5.1 Related Work

In this chapter, we first summarize the state-of-the-art NAS approaches and highlight a popular

trail in NAS named gradient-based NAS, which is closely related to our work. Then we introduce

some related works that apply the gradient-based NAS to federated learning.

5.1.1 Neural Architecture Search

Neural architecture search (NAS) has recently drawn widespread attention due to its advantage

in automatically finding optimal network structures instead of conventional handcrafting. The

existing NAS approaches can be roughly divided into three categories: evolution-based (EA)

methods [45, 111, 126], reinforcement learning based (RL) methods [98, 191, 197], and gradient-

based methods [18,56,99,168,172]. EA-based methods randomly generate a population of parent

models with di↵erent structures and train them in parallel. Then after evaluation, some genetic

operators such as mutation are applied to the parents to generate the o↵spring population

consisting of new models. This selection and reproduction process repeats for a certain number

of generations until certain conditions are satisfied. RL-based methods utilize a recurrent neural
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(a) a (b) b

Figure 5.2 : Example NAS on non-i.i.d CIFAR10 data with 8 clients. 5.2(a) local search cell for local
data contains most of “airplane” samples. 5.2(b) local search cell for local data contains most of “truck”
samples.

network as a controller to sample candidate models and generate reward scores. Then, based

on the reward scores, the controller samples better models in the next iteration. Note that the

above two types of NAS approaches are usually computation ine�cient because of significant

search space and frequently training from scratch, which is not suited for the online optimization

task.

Two gradient-based NAS methods DARTS [99] and SNAS [168] are closely related to our

work. DARTS introduces a di↵erentiable framework for architecture search by relaxing the

search space to be continuous so that the architecture can be optimized via gradient descent. The

data e�ciency of gradient-based optimization allows DARTS to achieve competitive performance

with state-of-the-art. Despite its simplicity, DARTS has been considered a memory-intensive

and computation ine�cient NAS for edge devices. In addition, researchers also detected some

drawbacks such as instability issues [177] in DARTS.

The aforementioned two-stage methods always consume more computation because of an-

other round of training and the reproducibility issue [27]. One-shot methods random search [88]

and SPOS [56] can be extended to single-stage training. However, since they do not optimize the

architecture distribution in parameter training, the choice of prior distribution becomes crucial.

SNAS shows a proof of concept, where the derived network maintains the performance in the

searching stage.

5.1.2 Federated Neural Architecture Search

The concept of deep architecture search with decentralized data is first proposed in [91], but

detailed implementation is not given. Later, many works have started the study in automating
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machine learning by using either evolution or reinforcement learning as their backbone search

algorithms. DecNAS [170] utilizes a pre-defined well-trained model as a parent model to generate

the o↵spring models by taking advantage of parallelism in FL. An optimal o↵spring model is

then picked as the parent model for the next iteration. Real-time federated NAS [195] and [174]

use a reinforcement learning based framework that samples and distributes sub-models to the

participants and updates its model selection policy by maximizing the reward. The above

methods su↵er from the low e�ciency of the evolutionary algorithm, which is challenging to

apply to resource-constrained clients.

FedNAS [63] directly embed the DARTS to the FL framework, where the central server

averages model and architecture parameters. Instead of searching for a single global model,

SPIDER [114] searches for a personalized model for each client. To summarize above, [49]

presents a unified federated NAS framework to achieve a hardware agnostic, computationally

lightweight, and one-stage federated search algorithm.

5.2 Preliminaries

We first review the gradient-based NAS algorithm and baseline framework FedNAS [63]. Then

we define the notations for the discussion later.

5.2.1 Di"erentiable Architecture Search

FedNAS adopts DARTS as its core network for architecture searching. The searched network

is formed by stacking a number of (L ) cells (C). Each cell is represented as a directed acyclic

graph (DAG) with N nodes, where each node defines a network layer. There is a pre-defined

operation space O, in which each element o(á), is a candidate operation (e.g., max pooling, 3x3

convolution, identity, etc.). Within a cell, the goal is to choose one optimal operation from O

to connect each pair of nodes. Think about a pair of nodes i and j (0 ) i < j ) N ), the search

goal of DARTS is to form the information flow from node i to node j as a weighted sum over
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|O| possible operations. Mathematically, we have

f i,j (xi ) =
"

o"O

exp{ 1o
i,j }

!
o$ exp{ 1o$

i,j }
áo(xi ) (5.1)

where xi is the output of i -th node, and 1o
i,j is a weight for operation o(xi ). The output of a

node, for example xj , is the sum of all information flow xj =
!

i<j f i,j (xi ) in side a cell. And

the output of a cell is formed by concatenating the nodes x2, á á á, xN . The first two nodes x0

and x1 are input nodes for a cell.

In this way, the entire network is di↵erentibale to both network parameters ! and network

architecture 1 . Let L train and L val as the training and validation loss respectively. The network

parameters and architecture are learned with the following bi-level optimization

min
*

L val (! ' (1), 1)

s.t. ! ' (1) = argmin
!

L train (!, 1 )
(5.2)

The above describes the search stage of DARTS. After obtaining the architecture parameter, on

each edge (i, j ), the operation o is selected with largest 1o
i,j value. In addition, each node j is

connected to two precedents i < j nodes where the largest 1o
i,j is preserved. For more technical

details, please refer to the original DARTS paper.

5.2.2 Federated NAS

Federated Learning solves machine learning problems using a single central server and multiple

clients collaboratively train learning models with unshared data. Mathematically, it can be

represented by the following optimization problem:

min
!

L (! ), where L (! ) =
K"

i =1

vi L i (! ) (5.3)

where K is the number of selected clients from the pool of N clients. vi ) 0 and
! K

i =1 vi = 1. L i

is the local objective function for client i . In federated NAS, to accommodate the di↵erentiable
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architecture search, the local objective function L i of each client changes to

EZi $ p! ( Z ) [L ! i (dx , dy, Zi )] (5.4)

where p* (Z ) is a distribution of architectures. The above equation replace the feedback mech-

anism triggered by constant rewards in reinforcement-learning-based NAS with the loss of the

prediction on local data (dx , dy) with respect to the model parameters ! i and architecture

1i [168]. Further, the local model and architecture are jointly learned by gradient descent, and

federated central server updates the global model according to

! t+1 =
K"

i =1

vi ! i,t , and 1t+1 =
K"

i =1

vi 1i,t (5.5)

In each communication round, each client runs a search in parallel and the architecture and

weight parameters are trained on their dataset. After the clients have finished the local search,

the architecture 1 and weight parameters ! of the parent network is updated by Equation 5.5.

This process is repeated for all rounds or until the model is converged.

5.3 Proposed Method

5.3.1 Motivation and Overview

In Chapter 5.2.2, we briefly introduce the federated NAS algorithms widely adopted in recent

works [49, 63, 110, 182]. However, these gradient-based federated NAS algorithms have the fol-

lowing drawbacks:

¥ Despite its sophisticated design, gradient-based NAS has still considered a memory-intensive

and computation ine�cient NAS algorithm which prevents it from deploying on resource-

constrained edge devices. We evaluate the di↵erent gradient-based NAS algorithms in the

searching stage, as shown in Table 5.1. Compared to conventional federated training on

a client with a predefined model, gradient-based NAS’s computation cost is significantly

high.
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Figure 5.3 : Left: Illustration of the local E-FedNAS model proposed approach (best viewed in color).
The local model is formed by stacking the basic cells. The local model continuously relaxes the search
space by placing a mixture of sampled candidate operations on each edge. The local model jointly
optimizes the mixing probabilities (1) and the network weights by solving a bilevel optimization problem.
Right: Illustration of the global E-FedNAS model. The global model is formed by stacking the cell blocks,
which contain a set of weighted (/ ) local cells.

¥ FedNAS belongs to the family of two-stage NAS algorithms where the optimization process

contains two stages: searching and evaluation. After optimal architecture is founded, one

needs to retrain the model in the evaluation stage. This also discourages performing NAS

on the distributed system because this two-stage complex process with possible human

intervention.

¥ Recent research points out a depth gap [27] and reproducibility [177] issues in two-stage

NAS, which means that the basic cell found in the search stage may not perform well in

the evaluation stage due to the growth of model depth.

The above issues are motivated us to improve the NAS under the FL settings. In addition, we

aim to challenge a fundamental issue in FL. That is, using a single unified model to improve
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the learning performance in FL, in which the presence of data heterogeneity. Designing such

federated NAS is non-trivial. First, our experiment in Figure 5.2 shows that the local models

have learned di↵erent structures almost surely under the non-i.i.d dataset. A single model,

therefore, may not be optimal for all clients. Second, the central server has di�culty aggregating

client models because of the diversity of model architecture. So, we need additional instruments

for leveraging local data and models with di↵erent architectures. Now, our goal changes to find

the single model’s optimal architecture across the clients

EZ $ pA ( Z ) [L W (Z )] (5.6)

where A = { 1i } and W = { ! i } for all i % N are the collection of client architectures and

model parameters. In order to use a single unified model to learn all local data distribution,

we first assume there is a small reference dataset on the central server. Reference dataset has

been widely used in FL, which is drawn from the distribution of all local data. Once the server

gathers all local models, it starts another architecture search on the reference dataset to find

optimal local architecture combinations as a new global model. This model is then broadcast

to a subset of clients (not all clients). In this way, we jointly optimize the local model, local

architecture, and global model. The bi-level optimization of E-FedNAS, hence, is

min
" %A

L ref (W $, A $)

s.t. ! $
i (1

$
i ) = argmin

# i ," i

L i,train (! i , 1i ) 6i %[N ]
(5.7)

Specifically, the local training optimizes the local architecture and model. Later they are fixed

when passing to the server. The server only optimizes global architecture by selecting the best

local architecture components based on the performance of the reference dataset. We explain

the implementation details of E-FedNAS in the next chapter.

5.3.2 Local Architecture Search and Training

In this chapter, we present the local model design and training of E-FedNAS. The local model has

three consecutively connected structures: STEM, stacked local cells, and classifier (as Figure 1

shown). STEM and classifier are the most commonly used CNN structures, and their structures
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Figure 5.4 : Illustration of the server side training and evaluation.

are fixed in NAS. Where the NAS occurs, local stacked cells have two types: the normal and

reduction cells. Compared to the normal cell, the reduction cell has the same structure as the

normal cell but is di↵erent in the output feature size. The reduction cell is designed to reduce

(by half) the spatial resolution of feature maps. The reduction cells are located at 1/3 and 2/3

of the total depth of the network. The k-th local cell takes the outputs of the previous two cells

(cell k # 2 and cell k # 1) as its input. The first cell takes the two identical inputs from STEM.

Within the cell, there are seven nodes: two input nodes, one output node, and the other four

intermediate nodes. One can freely adjust the number of intermediate nodes to reduce or enlarge

the search space. We have evaluated many other settings in Chapter 5.4 for optimal architecture.

Nodes are connected via weighted operations, where we sign an architecture parameter for each

operation.

To accelerate the NAS on clients, E-FedNAS have the following features. First, E-FLNAS

performs operation search in a subset of DARTS search space. Only a part of operations is

selected and trained, resulting in memory and computation overhead reduction. Practitioners,

therefore, could use a large training batch size for training, which benefits NAS [98]. Second,

instead of searching for a single cell prototype, E-FedNAS searches for di↵erent structures for

di↵erent cells for the local model. This design brings two benefits. First, E-FedNAS extends the

search space with little computation e↵ort. Second, E-FLNAS enables online NAS training. By

signing architecture parameters for each cell, our approach could build a model with an arbitrary
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number of cells. We do not need further retraining from scratch, and the learned model is ready

to use.

In our design, the local workers search for optimal models best fit for their local data.

However, local models are likely to be very di↵erent at each FL communication round, which

raises the fundamental problem of merging and selecting the optimal model from all local models.

The following chapter resolves the above issue using a novel federated aggregation design.

5.3.3 Federated Architecture Search

FedNAS performs model aggregation by averaging all participant client’s models (Equation 5.5).

In E-FedNAS, the central server performs the model aggregation di↵erently. The central server

holds a small reference dataset. We use the reference dataset to search for optimal model

architecture across client models.

Once the central server gathers all client’s models, E-FedNAS builds a large aggregation

model, namely the FedNAS model, according to the following

1 The FedNAS model is formed by stacking multiple cell blocks, where the number of cell

blocks is equivalent to the number of cells in the local model.

2 Each cell block is a collection of all the same level (the k-th local cell) local cells Ci,k for

i % S.

3 Each local cell Ci,k in the cell block has a global architecture parameter / i,k associated

with it.

Our goal is to find the optimal local cell in each cell block. Mathematically, we have

f (x) =
"

ci,k "C k

exp{ / c
i,k }

!
c$"C k

exp{ / c$

i,k }
áci,k (x) (5.8)

where x is input of cell block Ck and ci,k is i -th client’s k-th cell. The central server only trains

global architecture parameter / in FedNAS model on reference data. In other words, E-FedNAS

fix the model weights ! and local architecture parameters 1 . E-FedNAS selects optimal cell

components and connects them as a new global model for the local model update.
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In addition, the other two structures: STEM and classifier, are merged in the same way

as FedAvg. In order to control the model evolution, E-FedNAS does not follow the standard

FedAvg communication process. We explain the details in the next chapter.

5.3.4 Progressive Federated NAS

Two-stage NAS is not in online fashion. It first finds an optimal cell and stacks it for o✏ine

evaluation. However, after federated training, the model should be ready for use without further

human interventions and fine-tuning. Moreover, A points out that the depth gap issue in stacking

the cells for local model building makes FNAS unappealing. To this end, the proposed method,

E-FedNAS, does not require o✏ine evaluation, and the model is training and evaluating on the

fly. E-FedNAS progressively optimizes the model from following two aspects to achieving the

above goal.

5.3.4.1 Federated Evolution

In standard federated learning, the central server selects a subset of clients for model aggregation

then broadcasts the updated model to all clients to ensure communication e�ciency and model

consistency. In E-FedNAS, however, we expect the model to evolve and converge to an optimal

global model. Applying the global model to all clients will halt the evolution process in the

first communication round. As a result, we modify the standard FL learning communication

protocol. E-FedNAS collects all local models (o↵springs) for FedNAS training on the central

server. On the other hand, E-FedNAS gradually broadcasts the FedNAS model to a random

subset of clients, say 25%, 50%, 75% and 100% of total training clients according to the training

progress. Following this manner, clients with the new FedNAS model perform local training and

optimize the model weights wi and architecture 1i . On the other hand, clients without updated

models o↵er o↵spring for model evolution.

5.3.4.2 Progressively Reduce Search Space

Another issue E-FedNAS tries to address is forming a one-time-built local model. That is, E-

FedNAS builds the final model once NAS has done. As aforementioned, each cell in E-FedNAS
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Table 5.2 : Federated NAS Performance on CIFAR10 and CIFAR100 (IID).

Architecture
Test Err.(%)

Stage FLOPS
GPU Cost(H) for C100

C10 C100 search + eval
FedNAS(1st) 2.88 ± 0.06 23.94 ± 2.25 2 578 12.5 + 6.2
FedNAS(2nd) 2.92 ± 0.03 23.36 ± 2.19 2 578 18.4 + 6.2
FedNAS+SNAS 2.71 ± 0.05 21.11 ± 2.96 2 570 11.7 + 5.8
FedNAS+PC-DARTS 5.22 ± 0.36 20.94 ± 3.42 2 546 8.8 + 4.4
FedProto 9.34 ± 0.47 24.64 ± 2.08 2 - 6.5 + 0
FedMe 8.69 ± 0.02 - 1 - 4 + 0
E-FedNAS(ours) 2.64 ± 0.06 21.14 ± 2.94 1 455 6.0 + 0

has a unique and separate architecture parameter associated with it. E-FedNAS searches the

entire model architecture instead of a single cell. Therefore, the second stage of stacking cells

and retraining can be avoided. Meanwhile, the depth of the model (number of cells) can be

arbitrary. At this point, the nodes inside the cell block are still connected via a weighted sum

of sampled operations. E-FedNAS progressively tunes the operations by selecting the top-2 and

top-1 operations during the training to select the optimal operation for two connected nodes.

For example, one client samples a certain number of operations for each pair of connected nodes

in each cell. At some training point, E-FedNAS only preserves the top-2 weighted operations,

and the o↵spring models are also fixed to sample two operations for each pair of connected

nodes.

5.4 Experiments

We perform experiments on MNIST, FashionMNIST, CIFAR10 and CIFAR100, four most pop-

ular datasets for evaluating neural architecture search. CIFAR10 consists of 60K images, all of

which have a spatial resolution of 32 ! 32. These images are equally distributed over 10 classes,

with 50K training and 10K testing images. Similarly, CIFAR100 has 100 classes containing 600

images each. There are 500 training images and 100 testing images per class. The 100 classes in

the CIFAR-100 are grouped into 20 superclasses. We randomly sample 20% samples from the

validation datasets as the reference dataset on the central server.

Following DARTS and FedNAS, the two-stage training/evaluation is formed as follows: we

use an individual stage for architecture search, and after the optimal architecture is obtained,
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we conduct another training process from scratch. In the search stage, the goal is to determine

the best sets of hyper-parameters, namely 1i,j for each node (i, j ). To this end, the training

set is partitioned into two parts, with the first part is used to optimize model parameters, e.g.,

convolutional weights, and the second part is used to optimize hyper-parameters. The operation

space O contains 8 choices, i.e., 3! 3 and 5! 5 separable convolution, 3! 3 and 5! 5 dilated

separable convolution, 3! 3 max-pooling, 3! 3 average-pooling, skip-connect (a.k.a., identity),

and zero (a.k.a., none).

The proposed method, E-FedNAS, trains and evaluates the model in a single path. We

perform the local training on a single NVIDIA 1080 GPU. We provide the local and global

models’ implementation details in each chapter.

5.4.1 Result on IID Dataset Setting

5.4.1.1 CIFAR10

For the conventional method, the local model is constructed in the search stage by stacking 8

cells (6 normal cells and 2 reduction cells), and each cell consists of N = 4 nodes. We train

the model for 50 epochs, with the initial number of channels being 16. The 50K training set

of CIFAR10 is split into two subsets with equal size, with one subset used for training model

weights and the other used for architecture hyper-parameters. In the evaluation stage, the model

is composed of 8 cells, and each type of cell shares the same architecture. The initial number

of channels is 36. The entire 50K training set is used, and the model is trained from scratch for

180 epochs using a batch size of 128.

For E-FedNAS, we construct our one-time local model by stacking 8 cells, and each cell

consists of N = 4 nodes. We randomly sample r = 0.25 (2 operations) for each pair of nodes.

We train the local model for every 2 local epochs and then send the model to the server for

global synchronization. The global model is evaluated on a reference dataset for another 16

epochs. We train the local model for 80 epochs in total, which contains 40 ' 16 global model

training epochs.

We use the momentum SGD optimizer with an initial learning rate of 0.5 (annealed down to

zero following a cosine schedule without restart), a momentum of 0.9, a weight decay of 5 ' 10! 4
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Table 5.3 : Federated NAS Performance on NON-IID Data.

Dataset Method
Test Err.(%)

n= 2 n=4 n=8

MNIST

FedAvg 3.42 ± 0.41 4.30 ± 0.92 8.12 ± 0.45
FedNAS 3.77 ± 1.15 4.14 ± 1.56 10.17 ± 1.14
FedNAS+ SNAS 3.44 ± 1.24 4.26 ± 0.85 10.11 ± 1.45
E-FedNAS 2.14 ± 0.43 4.10 ± 1.34 10.43 ± 0.58

FashionMNIST

FedAvg 5.374 ± 1.72 8.83 ± 1.14 9.44 ± 2.44
FedNAS 5.37 ± 0.72 8.54 ± 1.39 12.06 ± 1.78
FedNAS+SNAS 5.49 ± 0.02 7.44 ± 0.49 9.49 ± 0.27
E-FedNAS 2.12 ± 0.39 4.16 ± 0.87 10.33 ± 1.39

CIFAR10

FedAvg 23.66 ± 1.28 23.90 ± 1.10 27.66 ± 3.18
FedNAS 18.15 ± 0.44 24.93 ± 1.78 28.51 ± 4.28
FedNAS+SNAS 16.72 ± 1.14 22.80 ± 2.18 28.90 ± 2.18
E-FedNAS 16.55 ± 0.99 23.63 ± 3.51 27.90 ± 4.83

for model weight. We use the Adam optimizer with with an initial learning rate of 5 ' 10! 3 for

both local architecture parameter 1 and global architecture parameter / .

5.4.1.2 CIFAR100

CIFAR100 is much more di�cult to train than CIFAR10. To e↵ectively train on the CIFAR100

dataset, we employ the warm-up strategy that only trains the model parameters in the first 30

epochs without architecture tuning. Similar to the search model used in CIFAR10, the search

model for CIFAR100 consists 8 cells, and each cell consists of N = 6 nodes. There are 12 cells

used for the evaluation stage, and all cells share the same structure. For E-FedNAS, the one-shot

local model is now constructed by stacking 12 cells, and each cell consists of N = 6 nodes, which

is the same as the evaluation model used in the conventional method. We train the local model

for every local epoch and then send the model to the server for global synchronization. The

global model is trained on a reference dataset for another 16 epochs.

For model parameters, we use a momentum SGD with an initial learning rate of 0.5 (annealed

down to zero following a cosine schedule without restart), a momentum of 0.9, and a weight

decay of 5 ' 10! 4. For hyper-parameters 1 , we use the Adam optimizer with a fixed learning

rate of 5 ' 10! 4, and a weight decay of 10! 3. For hyper-parameters / ,the weight decay of Adam

is set to 5 ' 10! 3.
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Figure 5.5 : The 4 cell structures learned from E-FedNAS on non-i.i.d MNIST data with 4 clients.

5.4.1.3 Result Analysis

Results are summarized in Table 5.2. In our experiments, the FedNAS on original DARTS with

1st and 2nd order architecture optimization achieve decent performance on CIFAR10, where

the top-1 errors are 2.88% and 2.92%. Their results also show high stability compares to the

PC-DARTS. The training speed gain of FedProto and FedMe is simple due to the distributed

training. The E-FNAS reports a top-1 error of CIFAR10 2.64%, and top-1 error of CIFAR100

21.14%, which achieves similar performance reported by conventional methods. However, the

E-FedNAS only uses 6 GPU hours, which verifies that our strategy of reducing resource con-

sumption is more e�cient yet e↵ective.

5.4.2 Result on NON-IID Dataset Setting

We perform non-i.i.d. federated experiments on MNIST, FashionMNIST, and CIFAR10. We

control the data heterogeneity by splitting the data into di↵erent local clients. The local NAS

model contains 4, 4, and 8 cells for MNIST, FashionMNIST, and CIFAR10, respectively. And

each cell has 4 nodes. The batch size used for CIFAR10 training is 256 since we use a shallow

model setting, and the batch size for MNIST and FashionMNIST is 128. The evaluation model

is the same as the search model in the number of cells and nodes. We chose the FedNAS as our

baseline method. We also compare our results with standard federated learning FedAvg, which
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uses the predefined training model. We perform the training on 4 GPUs. Each GPU trains a

single local model with its dataset. For E-FedNAS, the training process has 4 stages: in the

1st stage, the central server collects all local models and performs the global model architecture

search and broadcast the searched global model only to the rank 1 GPU; then, in the 2nd stage

to 4th stage, the significant di↵erence compared to the 1st stage is the central server broadcast

the searched global model to the di↵erent amount of clients (50%, 75%, 100% for stage 2, 3, and

4 respectively).

We have two types of baseline: the standard federated learning without NAS and FedNAS.

Our experiments show that the performance of federated NAS methods is better than the non-

NAS method. For example, the results on MNIST, the FedNAS, and E-FedNAs gain & 1%

accuracy with the di↵erent number of clients used. For CIFAR10 experiments, the federated

NAS methods are significantly better than FedAvg, but the stability of NAS methods is relatively

low.

5.5 Chapter Summary

In this chapter, we propose E-FedNAS, a novel federated NAS algorithm. E-FedNAS is a com-

putation and communication e�cient federated NAS algorithm. E-FedNAS reduce the compu-

tational cost by randomly sampling a subset of search space on each client. At the same time,

E-FedNAS addresses the data heterogeneity in federated learning using a novel model construc-

tion where the practitioner is able to train local data in a single unified model. E-FedNAS

model is ready to use at the end of the FL training without further retaining and fine-tuning,

which makes it more e�cient. Our experiment results show that the E-FedNAS can achieve

state-of-the-art performance compared to conventional methods.
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Chapter 6

LAWS: Look Around and

Warm-Start Natural Gradient

Descent for Quantum Neural

Networks

In this chapter, we explore the next-generation technology for quantum computation and in-

formation. The emergence of the Noisy Intermediate-Scale Quantum (NISQ) [123] technology

has demonstrated its enormous potential in number factorization [135], quantum system simula-

tion [101], or solving linear systems of equations [59]. Current state-of-the-art NISQ with 50-100

qubits may be able to perform tasks that outperform the capabilities of today’s classical comput-

ers [7]. However, NISQ is limited by connectivity, qubit count, and gate fidelity, preventing the

use of quantum error correction and making many quantum algorithms impractical [20]. To this

end, one of the most promising computational models for using near-term quantum computers

is proposed so-called Variational Quantum Algorithms (VQAs) [107].

The VQA is a quantum-classical hybrid algorithm. In VQA, a task of interest is prepared

and evaluated via a parameterized quantum circuit (PQC) on a quantum computer, with vari-

ationally updating the parameters by a classical optimizer to find the optimum of some mea-
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surable cost function. The applications of VQA include the Variational Quantum Eigensolver

(VQE) [121], Quantum Approximate Optimization Algorithm (QAOA) [46], and Quantum Neu-

ral Networks (QNNs) [47]. The success of VQA is due to 1) VQA allows task-oriented program-

ming making the design of quantum algorithms e�cient [22]; 2) compared to the classical neural

network, the expressibility of QNN is more significant even with shallow quantum circuits [155];

This low complexity in QNN mitigates the NISQ limitations.

Although it has been shown that the optimization task for minimizing the VQA cost func-

tion is, in general, an NP-hard problem [14], the e↵ectiveness and e�ciency of gradient-based

optimizers are still charming. Many employ gradient-based optimizers as a backbone in VQA.

For example, one uses gradient descent to reach the ground-state energy under a Hamiltonian

in VQE study. Alternatively, for some variational classifiers, one uses stochastic gradient de-

scent (SGD) to find the optimal PQC model. As a result, the performance of QNNs heavily

depends on the power of such a classical optimizer. In particular, the quantum natural gradient

(QNG) [143] has drawn much research attentions [80, 173] due to its extraordinary ability to

discover the parameter space’s geometric structure. Further, QNG has been proved in Ref. [19]

that the VQE associated with QNG is equivalent to the imaginary time evolution [105] when

the quantum Fubini-Study metric is applied to measure the geometric structure, making it more

widespread.

However, a recently discovered phenomenon, so-called barren plateaus (BP) [106], where

gradients of the cost functions vanish exponentially with the size of the system, dramatically

limits the application of QNNs to practical problems. BP prevents PQC’s parameter update from

gradient changes when using gradient-based optimizers. To acquire the gradient information,

exponential resources might be used for sampling errors in quantum measurements.

To address the BP issue, gradient rescaling [62,147], PQC’s parameter initialization [54,100],

and gradient-free optimizations [48] have been extensively studied. Our work is also motivated

by addressing the BP issue. In this paper, we first review the gradient-based method, particu-

larly QNG, in the view of mirror descent [119]. Then, we proposed a look around warm-start

QNG (LAWS) algorithm as a primary instrument to mitigate the BP issue. The proposed algo-

rithm is based on two observations: First, it has been reported in Ref. [164] that the QNG can
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consistently find a global optimum and requires significantly fewer epochs than other optimizers.

This outperformance holds even for large system sizes (40 qubits), indicating that using QNG to

solve the QNN problem is suitable. Second, the success of applying parameter initialization in

QNN reported in Ref. [54] demonstrates a potential direction for mitigating the BP issue, where

it withstand the possible failure of using the gradient-based [21] or gradient-free [5] algorithm.

In addition, many classical machine (deep) learning models benefit from parameter initialization

strategies and gain performance improvement [146]. Based on the above, the intuition behind

LAWS is that we repeatedly reinitialize the PQC’s parameter while in training. We call this

reinitialization during the training as warm-start. Essentially, we perform parameter initializa-

tion for every current optimum until some criteria meet (i.e., the value of the cost function is

minimized). In this way, the fast convergence speed of QNG is adopted, and the BP could be

mitigated via multiple parameter reinitializations. However, designing such an algorithm is non-

trivial and challenging. The question, for example, of how to perform reinitialization while in

training and how to reinitialization should be carefully treated. More motivations, discussions,

and implementation details are present in Chapter 6.3.

In summary, the contributions of this paper are following:

¥ First, we propose a new derivation of QNG by using a classical first-order optimization

scheme known as mirror descent.

¥ Second, we proposed a new algorithm named LAWS for solving VQE and QNN in general.

Our experiment results show that the proposed algorithm could mitigate the BP issue and

have better generalization ability in quantum classification problems.

¥ Third, based on LAWS, we propose a unified framework WS-SGD for the warm-start

gradient descent algorithm that is easy to implement and compatible with the most current

quantum learning libraries.

¥ Last, as a complementary part, we provide the convergence proof of the proposed frame-

work for both convex and non-convex objective functions.
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6.1 Related Work

In this chapter, we first introduce some notation used in the paper, then we summarize the

recent studies in optimizing QPC and the presence of BP issue, which has been considered a

major limitation in VQA.

6.1.1 Notations

For #, µ %Rd, let
4

#, #- µ, and #/µ denote the element-wise square root, multiplication, and

division of the vectors. The . #. 2
2 is l2-norm. We denote #t

k for parameter # at t-th iteration k-th

step.

6.1.2 Optimization in VQA

Hybrid quantum-classical optimization performed via parameterized quantum circuits is a prom-

sing approach for various new emerging quantum based application. A classical optimization

scheme is utilized to update the parameters of such hybrid quantum-classical model. Two types

of optimization are often used: gradient-based methods and gradient-free methods.

Gradient-based Optimization has been widely adopted in solving QPC such as stochastic

gradient descent (SGD) [61]. SGD replaces the exact partial derivative with an unbiased gradi-

ent estimator at each optimization step. SGD is a promising method for almost all large-scale

machine learning models, where it has been found to be e�cient for gradient evaluation, fast con-

vergence speed, etc. Properly choosing the step size of SGD is essential. In a recent study [147],

the Vanilla SGD has been replaced with many modern adaptive learning rate methods such as

AdaGrad [44], Adam [78], and AdaBelief [196] to achieve even faster convergence speed and

better performance.

The natural gradient [3] (NG) automatically chooses gradient step size and moves in the

steepest descent direction with respect to the Fisher information. The pioneering work [143]

propose QNG as part of a general-purpose optimization framework for variational quantum

algorithms. Later, [173] demonstrates some simple case studies for QNG via variational quantum

eigensolver to reveal how the natural gradient optimizer uses the geometric property to change
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and improve the ordinary gradient method. It has been reported [80,164] QNG could e↵ectively

avoid the local optimal and be stable of performance on all considered system sizes. QNG’s

computation is expensive; hence it becomes an obstacle for applying in both classical learning

and VQA. A recent technical note [74] presents a time-e�cient QNG method [139] to compute

the inverse of the quantum Fisher information matrix.

Gradient-free Optimization such as the Nelder-Mead algorithm [117], Powell algorithm [122],

and Constrained Optimization BY Linear Approximations is also welcome for optimizing PQC

models. [48] proposes the first gradient-free quantum optimization for NISQ device as a detour

solution for BP. However, [5] reports that gradient-free optimizers do not solve the BP problem

due to the exponentially large resources demand.

6.1.3 Mitigating the Barren Plateau

The barren plateau (BP) phenomenon in the cost function landscape was originally discovered

in [106] where it was shown that deep (unstructured) parametrized quantum circuits exhibit

BPs when randomly initialized. When a given cost function exhibits a BP, the magnitude of its

partial derivatives will be, on average, exponentially vanishing with the system size [20]. Thus,

BP has been recognized as a well-known bottleneck in VQA [21], especially when optimizing the

QNNs using the gradient-based method. [21] demonstrates that even using high-order derivative

information such as the Hessian, the exponential scaling associated with BP still exists.

Many works have been studied to mitigate BP, and they can be roughly categorized into

two directions. The first type of approach uses problem-inspired ansatzes because problem-

agnostic ansatzes, such as deep hardware e�cient ansatzes, could exhibit barren plateaus due

to their high expressibility [22,69]. The approach, for example [22], relaxes search space during

the optimization to a smaller space that contains the solution to the problem or that at least

contains a good approximation to the solution while maintaining a low expressibility.

Another line of study focus on QNN initialization. Parameter initialization has been proved

to be helpful in classical machine learning. In [54], the proposed method uses the identity block

strategy to limit the e↵ective depth of the circuits used to calculate the first parameter update to

avoid the QNN being stuck in a barren plateau at the start of training. Further, [100] proposes
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a parameter initialization strategy that transfers the small pre-trained layer blocks to the target

model stacking by multiple identical basic blocks. This idea is based on transfer learning. The

empirical results show that the gradient norm’s variance is scaled and prove it is e↵ective for

mitigating BP where the trainability of QNNs is improved.

The method [62] uses adaptive learning rates induced from Gaussian kernels for the gradient

method to avoid the gradient vanishing. Work [85] analyzes the existence of barren plateaus in

various ansatzes, and sheds light on the role of the di↵erent initial states causing the presence

or absence of barren plateaus. Then they provide an e�cient framework for trainability-aware

ansatz design strategies.

6.2 Background

6.2.1 Variational Quantum Algorithms

The VQA is a quantum-classical hybrid algorithm that enables noisy quantum devices to work

with the help of classical computers. The VQA runs a parameterized quantum circuit for ansatz

preparation and expectation value measurement on a quantum computer. Meanwhile, VQA

variationally updates the parameters by a classical optimizer to find a global minimum of the

objective function. Generally, the PQC with unitary U(#) having the form

U(#) =
L#

l=1

Ul (#l ) (6.1)

where

Ul (#l ) =
M#

m=1

e! i" l,m Vm / 2Wl,m (6.2)

Here, the l indicates the layer where #l = (#l,1, á á á, #l,M ) contains the parameter of such layer and

# = { #l } L
l=1 . Vm is Hermition operator that generates the unitary in the ansatz. In addition, Wl,m

is the unparameterized quantum gate. One of the widely used ansatzes in quantum chemistry,

optimization, and quantum simulation is hamiltonian variational ansatz (HVA) which aims

to prepare a trial ground state for a given Hamiltonian H =
!

Vm (here Vm are Hermitian

operators, usual Pauli strings) by Trotterizing an adiabatic state preparation process [162].
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The unitary of HVA, therefore, is given by U(#) =
$

l

%$
m exp(# i#l,m Vl,m )

&
in the form of

Euqation 6.1. Without loss of generality, the cost of VQA can be expressed as

C(#) = f
%
{ $k} , {O k} , U(#)

&
(6.3)

where f is some function, { $k} are input states, {O k} is a set of observables, and U(#) is

parameterized unitary defined in Equation 6.1. To explicitly define function f , one could have

cost in the form

C(#) =
K"

k=1

ak Tr
'
U(#)$kU  (#)Ok

(
(6.4)

where ak is the coe�cients of the linear combination of expectation values. The subscript k

indicates the fact that one could work with di↵erent functions for each state in the training set.

Particularly, in variational quantum eigensolver, one chooses O = H , where H is the physical

Hamiltonian and lets training set with size K = 1. The cost function becomes the expectation

value of the Hamiltonian H

C(#) = Tr
'
U(#)$0U  (#)H

(
(6.5)

where $0 = |0"!0| is the initial (pure) state. In the above Equation 6.5, let |%(#)" = U(#)|0".

For simplicity, we write |%(#)" as |%" henceforth. Given a N -dimensional complex Hilbert space

CN , we define a projector P# as |%"! %| %CPN ! 1. Now we consider the following optimization

problem

min
"

C(#) (6.6)

where

C(#) = Tr(P# H ) = !%|H |%" (6.7)

Note that % is normalized since U(#) is unitary.

6.2.2 First-order Optimization

Globally optimizing the objective function C(#) is impractical due to the nonconvexity. To this

end, practitioners search for local optima by solving the following dynamical system

#t+1 = argmin
"

B
!#,$C (#t )" +

1

2"
. # # #t . 2

2

C
(6.8)
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which is equivalent to the gradient descent in the form #t+1 = #t # " $C (#t ). Notice, the stochastic

gradient descent (SGD) is obtained when gt = $C (#t , 3) where 3 is a sample drawn from dataset

D such that E[gt ] = $C (#t ) is a unbaised estimator of $C (#t ) and

#t+1 = #t # "gt (6.9)

Optimization problem 6.8 or 6.9 is well-suited to assumptions regarding the objective function C

which involve the Euclidean norm. Th intuition behind optimization in Equation 6.8 is objective

function C is replaced by its linearization at #t plus a Euclidean distance term 1
2&. ## #t . 2

2, which

prevents the next iterate #t+1 from being too far from #t .

Instead of using Vanilla SGD above, recent studies tackle the optimization problem 6.7 by

using natural gradient descent, where we update the parameter as

#t+1 = #t # "F (#)! 1gt (6.10)

Here, F (#) = 9 [G(#)] is Fubini-Study metric tensor a P ' P matrix recently identified as the

(classical) Fisher information matrix. We define quantum geometric tensor G(#) as

Gi,j =
9 &%

&#i
,

&%
&#j

:
#

9 &%
&#i

, %
:9

%,
&%
&#j

:
(6.11)

Seminar work [143] demonstrates the block-wise Fubini-Study metric tensor can be evaluated

in terms of quantum expectation values of Hermitian observables which is thus experimentally

realizable. To evaluate quantum geometric tensor, [156] reports that it requires total O(P2)

rounds of sampling. Each round involves a repeated but parallelizable evaluation of an ansatz

circuit with O(P) gates. When the global phase of the ansatz state |%" is independent of the

parameters, the second term of Gi,j vanish and G(#) becomes equivalent to the coe�cient matrix

in imaginary time evolution [105,178]. The advantage of using QNG in VQE is that it can easily

measure the distinguishability of the objective function in non-Euclidean parameter space. An

objective function f (á, á) is said to be indistinguishable if given two parameters #1, #2, there

might be a point #1 = # such that f (#, #2) takes the same value for all #2. Therefore, any two
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di↵erent #2 in this case cannot be distinguished. In the VQE setting, the metric is defined on the

indistinguishability of the function f (#) = !%(#)|H |%(#)" where we measure the distance in the

space of pure quantum states |%(#1)" and |%(#2)". To this purpose, Fubini-Study distance in 6.10

is used for the parameter in quantum space. The derivation of the quantum natural gradient

in [173] uses a similar distinguishable analysis above. Later, in this work, we demonstrate QNG

can be derived from probabilistic distance-based analysis.

6.2.3 Barren Plateau Problem

The gradient ($ C(#)) or stochastic gradient (g) plays an essential role in the parameter opti-

mization process via the gradient-based method. However, it has been shown recently that the

cost function exhibits a BP where the cost function gradient vanishes exponentially with the

system size (the number of qubits). This phenomenon is also identified as cost concentration

in [6]. Here, we consider here the following generic definition of a barren plateau without loss

of generality.

DeÞnition 5 (Barren Plateau). Consider the cost function C(#) deÞned in Eq 6.6. This cost

exhibits a barren plateau if, for all #i %#, the expectation value of partial derivative&i Ci (#) =

&C(#)/&#i respect to the cost function is zero i.e.,E[&i Ci (#)] = 0. The variance of the above

partial derivative vanishes exponentially with the number of qubits, i.e,

Var " [&i Ci (#)] % O(p! n) (6.12)

for some p > 1.

Notice, we have the following conclusion by using Chebyshev’s inequality

P(|&i Ci (#)| + c) )
Var" [&i Ci (#)]

c2 (6.13)

for some constant c. The definition and above inequality tells that the probability of finding a

&i Ci (#) that is larger than c decreases exponentially when the variance of the partial derivative

establishes an exponential decay. The presence of BPs exists in both deep unstructured PQC
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with randomly initialized parameters [106] and QNNs [54]. Ref. [54] theoretically analysis the

BP based on the fact that when ansatzes become unitary 2-designs [60], the expected number

of samples required to estimate &C(#) is exponential in the system size which often refers the

number of qubits n. A circuit forms unitary 2-design means that the distribution matches up

to the second moment that of the uniform Haar distribution of unitaries, which will be used in

the analysis of &i C(#)). For example the partial derivative of #k in l-th layer respect to cost

function in 6.7 can be explicitly described as

&kC(#) = i !0|U 
! [VkU 

+ HU+ ]U! |0" (6.14)

where U! =
$ 1

l= k! 1 Ul (#l ) and U+ =
$ k

l= L Ul (#l ). BP is fatal in gradient-based optimization

because it might halt the parameter update and quickly converge to some sub-optimal solution.

In other words, one needs exponential resources to sample the gradient. Therefore, optimizing

parameters in the BP region with the gradient-based method becomes hard.

6.3 Main Results

In this chapter, we show that QNG corresponding to quantum probability space can be im-

plemented as a classical first-order optimization known as mirror descent. Then we show the

proposed LAWS algorithm and a general WSSGD framework.

6.3.1 Quantum Information Geometry of Mirror Descent

In the seminar work [119], the Euclidean distance term 1
2&. # # #t . 2

2 in Equation 6.8 has been

replaced with a general distance function D" (á, á), i.e.,

D" (#1, #2) = �(#1) # �(#2) # !$ �(#2), #1 # #2" (6.15)

where �(á) is a carefully chosen continuously di↵erentiable, strictly convex proximity function

defined on some convex set. Notice, D" (#1, #2) + 0 with D" (#1, #1) = 0. D" (á, á) defined above

is also known as Bregman divergence, which is widely used in statistical inference, optimization,
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Figure 6.1 : A demonstration of gradient trajectory of gradient descent and warm-start QNG. Circle in
red indicates the parameter re-initialization for next step parameter update.

machine learning, and information geometry. As a result, a generalization of stochastic iterative

optimization 6.8 has following

#t+1 = argmin
"

B
!#, gt " +

1

"
D" (#, #t )

C
(6.16)

The above optimization is known as mirror descent (MD) [118] with proximity function D" .

Note, if �(#) = 1
2. #. 2

2 convex, then D" (#, #t ) =
1
2. # # #t . 2

2 yields the standard gradient descent

update 6.9. In addition, many modern machine learning optimizations such as Vanilla SGD,

AdaGrad and Adam [78] fall into MD 6.16 point view. For example, given Mahalanobis distance

�(#) = #* A# where A : 0 is a positive (semi)definite matrix, i.e., A =
. ! t

i =1 g2
i a sum of all

gradients for t = 1 to t. We have AdaGrad

#t +1 = argmin
$

B
!#, gt " +

1

2"
(# # #t )

" A(# # #t )
C

(6.17)

which is equivalent to

#t+1 = #t #
"

. ! t
i =1 g2

i + -
- gt (6.18)
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where - is a small number, typically set as 10! 8, - indicates the element-wise product. Moreover,

if

A =

DE
E
F (1 # / 2)

t"

i =1

/ t ! i
2 g2

i (6.19)

and set mt = / 1mt! 1 + (1 # / 1)gt as exponential moving average (EMA) of stochastic gradient

gt with / 1, / 2 %R (typical values are / 1 = 0.9 / 2 = 0.999). We recover the Adam optimizer

#t +1 = #t #
"

.
(1 # / 2)

! t
i =1 / t ! i

2 g2
i + -

- mt (6.20)

In VQA, consider a parametric family of strictly positive probability distributions p" (x)

parametrized by # % Rd where x % [N ] is a set of probability distributions on N elements

[N ] = { 1, á á á, N } and satisfies the normalization condition

A
p" (x)dx = 1 for all # (6.21)

Assuming su�cient regularity, the derivatives of such densities satisfy the identity

6t > 0

A
&t p" (x)

&#t dx =
&t

&#t

A
p" (x)dx =

&t1

&#t = 0 (6.22)

To elucidate the geometry of the probability space P , we measure the density p" changes when

one adds a small quantity d# to its parameter. It can be achieved in a statistically meaningful

way by using the Kullback-Leibler (KL) divergence [15]. Interestingly, KL-divergence is also

a instance of Bregman divergence mentioned in Equation 6.15 by letting proximity function

�(#) =
!

i #i log(#i ) result in

D! (#, #+ d#) = KL (#. #+ d#) = Ep!

G

log

/
p$(x)

p$+ d$(x)

2 H

(6.23)

where Ep" denotes the expectation with respect to the distribution p" . Further, we can approx-

imate the divergence with a second-order Taylor expansion such as

KL (#. #+ d#) = Ep!

'
log(p$(x)) # log(p$+ d$(x))

(

( # d#" Ep!

0& log(p$(x))
&#

1
+

1

2
d#" Ep!

0&2 log(p$(x))
&#2

1
d#

(6.24)
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Applying the fact that first-order term is 0 shown in Equation 6.22, we have

D" (#, #+ d#) = KL (#. #+ d#) (
1

2
d#* F (#)d# (6.25)

F (#) is defined by the Fisher information matrix (FIM)

F (#) = Ep"

0&2 log(p" (x))
&#2

1

= Ep"

G/
& log(p" (x))

&#

2/
& log(p" (x))

&#

2 H (6.26)

We notice the second equality of F (#) is often preferred because it makes clear that the F (#)

is symmetric and always positive semidefinite, though not necessarily positive definite. Finally,

we plug the Bregman divergence defined on information entropy �(#) =
!

i #i log(#i ) in MD

optimization 6.16, and we have

#t+1 = argmin
"

B
!#, gt " +

1

2"
(# # #t )

* F (# # #t )
C

(6.27)

The iterative solution of the above optimization problem 6.27 is

#t+1 = #t # "F ! 1gt (6.28)

where F ! 1 is the pseudo-inverse of the Fisher information matrix, which recovers the natural

gradient descent in 6.10. In the over-parameterized classical deep learning model, F is singular.

To make it invertible, one often adds a non-negative damping term 4 such that #t+1 = #t # " (F +

4I )! 1gt .

6.3.2 Look Around Warm-start Natural Gradient

The presence of BP becomes one of the major bottlenecks in optimizing VQA, such as deep

QNN. Notably, this does not preclude VQA, allowing for e�cient gradient-based optimization.

In Chapter 6.1.3, we discuss two mainstream techniques to mitigate BP. This work focuses on

the optimization solution combined with the QNN parameter initialization strategy.
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6.3.2.1 Motivation

Many studies in both classical and quantum regimes have shown that the parameter initializa-

tion could significantly improve the model performance and accelerate the training. Intuitively,

a good parameter initialization (i.e., the distribution of initialized parameter close to optimal)

requires a large amount of empirical studies, hyper-parameter tuning, and possibly human inter-

vention, which is unproductive. Therefore, a natural question is raised: can we perform e"cient

and e!ective parameter initialization for QNNs? This is the primary motivation behind our

approach. Second, the one-shot model initialization strategy initializes the model only at the

beginning of the training process. However, as the training process proceeds, BP appears again

when we use the gradient-based method to train the model. So, the questions, such as can we

design a hybrid method that e!ectively trains QNNs while adopting the superiority of parameter

initialization , or can we periodically perform parameter initialization during the optimizing phase

to mitigate the BP? are also motivating us to explore various optimization strategies for QNNs.

Besides finding a suitable initialization strategy, we also consider the algorithm’s e�ciency since

computing quantum Fisher information in QNG is expensive, as discussed in Chapter 6.2.2.

6.3.2.2 Proposed Method

Here, we present our proposed algorithm shown in Algorithm 10. The key step in the proposed

algorithm, in short, is that we perform the initialization after every parameter update instead

of only initializing the PQC one at a time. The intuition behind this algorithm is that we try

to warm-start the natural gradient descent for each iteration. Every time the optimizer finds

a sub-optimal solution, say #t , we utilize this #t and re-initialize the model around #t within a

small region. In this way, we couple the parameter re-initialization and gradient descent method

together, and the LAWS finds the (maybe) optimal solution in a “look around” manner. Later,

we generalized the LAWS to accommodate all existing gradient-based methods in Algorithm 11.

There are two major advantages when using LAWS. First, LAWS could mitigate the BP issue

by repeatedly performing the parameter re-initialization, where our empirical results also support

this observation. Second, LAWS adopts a fast convergency speed, and it is more computationally

e�cient than the QNG. In the basic LAWS design, the parameter re-initialization is performed
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Algorithm 10: Look Around and Warm-Start Natural Gradient Descent

1 Input: Objective function C(#), learning data D

2 Initialization: #0, learning rate " 0, warm-start learning rate µ0, warm-start iteration K

(K = 5, 3, or 2)

3 for t = 1, á á á, T do

4 vt
0 = #t! 1

5 for k = 1, á á á, K do

6 Draw sample from batch data 3 & D b

7 vt
k = vt

k! 1 # µk$ C(#; 3)

8 end

9 #t
warm-start = vt

k

10 Compute natural gradient Ft = FisherIM(#t
warm-start )

11 Compute new gradient gt = #t
warm-start # #t! 1

12 Update parameter:

13 #t = #t
warm-start # &t

K F ! 1
t gt

14 end

by another low-cost first-order optimization in fewer steps (usually K = 5). The expensive

quantum Fisher information matrix evaluation is completed after parameter re-initialization.

Assume we require total T iterations for model training. We only evaluate qFIM for T/K

rounds. Third, we empirically find that LAWS achieves better generalization ability in the

classification learning task.

6.3.2.3 Implementation Details

The implementation of LAWS is simple and is compatible with all existing gradient-based opti-

mization frameworks. Therefore, how to e↵ectively and e�ciently perform warm-start (param-

eter re-initialization) is the key challenge in LAWS’s design. Here, e↵ective warm-start means

we expect the periodically re-initialized parameter to be close to the region where the possible

optimal parameter resides. Furthermore, e�cient warm-start means parameter re-initialization

should be computational inexpensive and possibly without hyper-parameter tuning. To this end,

the design of warm-start is based on a stochastic procedure, where the re-initialized parameter

is sampled from a set of stochastic gradients. Fig 6.1 demonstrates the optimization trajectory

of LAWS compared to the original QNG. We search gradients for fewer steps around the current
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optimal #t and then perform a natural gradient descent step (F ! 1
t ) on the accumulation of the

previous gradient (vt
k # #t ) at the re-initialized parameter point vt

k .

We present two di↵erent warm-start strategies. The first one uses a K-step (K usually small,

such as K = 5) inner loop (as the Algorithm 10 shows) to compute a set of K consecutive

gradients such as Gt
K = { gt

1, gt
2, á á á, gt

K } . Then, we compute a weighted average of gradients in

Gt
K as a warm-start point of the next iteration

#warm-start = #t! 1 +
1

K

K"

k=1

gk (6.29)

for all gt
k % Gt

K such that

Gt
K =

B
$C (vt

k , 3)|3 & D b
C

(6.30)

where each vt
k is computed as line 9 in Algorithm 10. The second one also uses a K-step inner

loop to sample gradient candidates. But one significant di↵erence compared to the first method

is that sample gradient candidates are computed with respect to the same model parameter at

current step t # 1, say #t! 1. Mathematically, we have

#warm-start = #t! 1 +
1

K

K"

k=1

$C (#t! 1, 3) where 3 & D b (6.31)

The two methods above ensure that the warm-start parameter is not far from the current opti-

mal solution. The re-initialization is achieved using scholastic gradients sampled from randomly

selected samples in (min) batch training data. It is worth mentioning that the FIM (F ) in

LAWS is evaluated on the warm-start parameter #warm-start . In Algorithm 10, line 10 (or Al-

gorithm 11, line 8), we explicitly show the #warm-start = vt
k for clear presentation. In an actual

implementation, we directly use vt
k as a warm-start parameter to save the memory usage.

Another discussion for Algorithm 10 is the gradient defined as gt = #t
warm-start # #t! 1 (line

11). LAWS simply uses the accumulation of all past gradients in Gt
K defined in 6.30. The

past gradients’ accumulation re-scales the gradient and may increase the magnitude of the new

one compared to using a single gradient. We believe this is also a key point in making LAWS

mitigate the BP. One could also perform this accumulation by using exponential moving average
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Algorithm 11: Generalized Warm-start Stochastic Gradient Descent (WSSGD)

1 Input: Objective function C(#), learning data D, warm-start optimizer W ,

reparameterization coe�cient function �

2 Initialization: #0, warm-start learning rate µ0, warm-start iteration K

3 for t = 1, á á á, T do

4 vt
0 = #t! 1

5 for k = 1, á á á, K do

6 vt
k = W

%
C(#), vt

0, µ0, Dm
&

7 end

8 #t
warm-start = vt

k

9 Update parameter:

10 #t+1 = �t #t + (1 # �t )#t
warm-start

11 end

(EMA), similar to Adam settings, to apply more smooth gradient such as

gt = (1 # / )
K"

i =1

/ K ! i gt
i for all gt

i % Gt
K (6.32)

where we introduce a new hyper-parameter / %(0, 1). Obviously, the process can be replaced

with some gradient noise reduction techniques widely used in various classical machine learning

applications. This is beyond the scope of this literature, and we leave this for future work.

We empirically evaluate the above-mentioned warm-start strategies. More detailed results and

analysis are shown in Chapter 6.4.

We notice that the proposed LAWS belongs to a certain first-order optimization in modern

classical learning regime so-called Lookahead optimizer. Based on their extraordinary work, we

propose a general warm-start framework for VQA in the next chapter.

6.3.2.4 Generalized Warm-start Algorithm

In the classical machine learning study, [186] proposed a new optimization algorithm named

Lookahead. Lookahead is orthogonal to those aforementioned approaches [78] due to the di↵er-

ent parameter update settings. The core idea of Lookahead is to maintain two kinds of model

parameters, i.e., “fast parameter” vt
k and “slow parameter” #t , and jointly update them. Specif-
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ically, the inner loop takes the slow weights (#t! 1) as initial point and updates the fast weights

(vt
k) K times to receive vt

K ; while the outer loop updates the slow weights as

#t = (1 # 1)#t! 1 + 1vt
K 1 %(0, 1) (6.33)

Any standard optimizer, e.g., Vallina SGD, AdaGrad, and Adam, can serve as the inner-loop

optimizer. In our speech, the inner-loop act as a warm-start initialization. In this way, the

Lookahead optimizer achieves remarkable performance improvement over the standard opti-

mizer. Further, due to its simplicity in implementation, negligible computation and memory

cost, and compatibility with almost current ML libraries, Lookahead has been widely adopted.

Interestingly, we find LAWS also falls into this line of research. In algorithm 10, let ( t =

" t /K , we compute the #t as

#t = #t
warm-start # ( t F ! 1

t gt

= #t
warm-start # ( t F ! 1

t (vt
k # #t! 1)

= ( t F ! 1
t #t ! 1 + (1 # ( t F ! 1

t )#t
warm-start

(6.34)

the last equality is due to vt
k = #t

warm-start . From the above derivation, We see that the math-

ematical di↵erence between LAWS and Lookahead is: we replace 1 in Lookahead 6.33 to some

value such as

1 = 1 # ( t F ! 1
t

, where is not a fixed real coe�cient but a Fisher information related quantity.

We can reveal a couple of insights from this observation. First, this modification makes

the proposed algorithm LAWS significantly di↵erent from the Lookahead in terms of parameter

update and design logic. Second, when the Fisher information matrix degenerates to the identity

matrix I , we recover the standard Lookahead optimizer. On the other hand, one could use the

Hessian matrix to replace F , where we have a Newton-type optimizer. Thrid, essentially, the

information on the curvature of the cost surface is encoded in FIM for the Riemannian manifold.

FIM can be interpreted as some specific ”step size” in first-order optimization. In LAWS, the

FIM reparameterizes the model according to its second-order information. The coe�cient 1 ,
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therefore, may not be a fixed real number now.

To this end, we propose our unified framework WSSGD for a warm-start stochastic gradient

descent algorithm for QNNs as shown in Algorithm 11. We first employ a generalized optimizer

W for the warm-start inner loop. The choice of such an optimizer heavily a↵ects re-initialization

and model performance. As reported in [186], WSSGD may benefit from a larger learning rate

in the inner loop. In other words, we could use a larger step size µ. We also propose the general

form for reparameterization coe�cient �t as a function of gradient, for example

Lookahead: �t = 1 # 1

WS-SGD: �t = 1 # ( t Ft

Adam-like SGD: �t = 1 # ( t

I "

k

$ C(vt
k , 3)2

(6.35)

Moreover, WSSGD is simple and compatible with many VQA libraries such as Pennylane,

Tenoerflow Quantum, etc. Our empirical results are present in Chapter 6.4, we conclude that

WSSGD achieves faster convergence rates (i.e., smaller optimization error), and enjoys smaller

generalization error. We release our source code implemented by Pennylane at https://github.

com/taozeyi1990/LAWS

6.3.3 Convergence Analysis

In this chapter, we present the convergence and generalization analysis of the proposed algorithm.

We first provide some useful definitions and assumptions which have been widely adopted in

classical machine learning. We provide the analysis of the convergence for both convex and non-

convex objective functions C(#). We start by showing the proof of convergence on the convex

problem to give some intuition first and then give the proof on a more realistic non-convex

problem.

6.3.3.1 Assumption

The assumptions we are making are
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Assumption 9 (Bounded gradient). The function C(#) has bounded (stochastic) gradients, i.e.,

for any # %Rd we have

||$C (#, 3)||2 ) G for all 3 & D (6.36)

Assumption 10 (L-Lipschitz smooth). The function C(#) is L-Lipschitz smooth i.e.

||$C (#) # $C (µ)||2 ) L ||# # µ|| for all #, µ %Rd (6.37)

Assumption 11 (M-Lipschitz continuous). The function C(#) is L-Lipschitz continous i.e.

||C(#) # C(µ)||2 ) M ||# # µ|| for all #, µ %Rd (6.38)

We also define Polyak-Lojasiewicz (PL) condition as

DeÞnition 6 (PL Condition) Let #' % argmin" C(#). We say a function C(#) satisÞes) -PL

condition if

) (C(#) # C(#' )) ) .$C (#)||2 (6.39)

with some constant) .

The above assumptions and definition can be easily obtained and verified in VQE. Now, we show

our theoretical results below in the Theorem 6.1 and Theorem 6.2. Think about a cost function

with two parameter ! = { #1, #2} system defined by square of the trace distance DTr between |0"

and |%" = U  (#)|0". We have cost function

C(! ) = Tr[OU(#)|0"!0|U  (#)]

where O = I # | 0"!0|. The close form of above cost is

C(! ) = 1 #
2#

j =1

cos2 #j

2
(6.40)

The global minimum of C(! ) = 0 is at (0, 0). The gradient of &C(! ) is [1
2 sin #1 cos2 " 2

2 , 1
2 sin #2 cos2 " 1

2 ]
*

is bounded.
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6.3.3.2 Convex Objective function

Given a dataset D = { (xi , yi )} n
i =1 where (xi , yi ) is is drawn from an unknown distribution, one

often minimizes the empirical risk L (#) = 1
n

! n
i =1 C(#, xi , yi ) via a randomized algorithm, e.g.

SGD, to find an estimated optimum #T % argmin" L (#). However, this empirical solution #̂,

di↵ers from the desired optimum #' of the population risk

#' %argmin
"

L (#,D) = Ex,y $D [C(#, x)] (6.41)

To begin with, we first investigate the convergence performance of WSSGD when its warm-start

optimizer W is SGD. We summarize our main results in Theorem 6.1 below.

Theorem 6.1 (Convex) Suppose the objective functionC(#) is gamma-strongly convex, M-

Lipschitz continuous, and L-Lipschitz smooth w.r.t., #. Let #' = argmin" C(#). Let war-start

learning rate µt
k = c0

(( t ! 1)k+ K +2) , c0 %(0, 1], the optimization error of the output #T of WS-SGD

satisÞes

E[C(#T ) # C#' )] )
e2# L (k + 2)2#

2((T + 1)K + 2)2# . #0 # #' . 2

+
16LG 2

c2
0((T + 1)K + 2)2(1! #) (2� # 1)

(6.42)

Proof: (Proof sketch) Due to the page limitation, we present the proof sketch to show some

core results. This proof mainly follows the proof of Theorem 1 in [192]. We first bound the inner

loop E. vt
K # #' . , where we have E

'
. vt

K # #' . 2
(

) (1 # 'µ t
K ! 1)E

'
. vt

K ! 1 # #' . 2
(
+ (µt

K ! 1G)2.

Let µt
k = c0

(( t ! 1)k+ K +2) , for some constant c0 > 0, we roll the above recurrence relation from

k = 1 to K , we have E
'
. vt

K # #' . 2
(

)
/
( (t ! 1)k+2

tk +2 )2E
'
. #t! 1 # #' . 2

(
+ 16c0G2

c2
0(tk +2) 2

2
. The outer loop

parameter update follows E
'
. #t # #' . 2

(
) �E

'
. #t! 1 # #' . 2

(
+(1# �)E

'
. vt

K # #' . 2
(
according to

line 10 in Algorithm 11. We have E
'
. #t # #' . 2

(
)

/
�+ (1 # �)

%(t! 1)K +2
tK +2

&2
2

E
'
. #t! 1 # #' . 2

(
+

16c0(1! #) G2

c2
0(tK +2) 2 . Again, unwinding this recurrence relation from t = 1 to T , yields E

'
. #T # #' . 2

(
)

e2! (k+2) 2!

(( T +1) K +2) 2! . #0 # #' . + 32G2

c2
0(( T +1) K +2) 2(1 # !) (2# ! 1)

. Since C(#) is M-smooth and #' is its optimum,

we have E[C(#T ) # C(#' )] ) M
2 E[. #T # #' . 2], yields the result in Theorem 6.1. "
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6.3.3.3 Non-Convex Objective function

To prove no-convex objective function, we use the Polyak-Lojasiewicz condition defined in 6.

Theorem 6.2 (Non-Convex) Suppose the objective functionC(#) is M-Lipschitz continuous,

and L-Lipschitz smooth w.r.t., #. In addition, suppose C(#) satisÞes) -PL condition. Let µt
k =

1
tK + t+1 , we have

E[C(#T ) # C(#' )] )
4

(T K + 1)2# E
'
C(#0) # C(#' )

(

+
2�MG 2C0

(T K + 1)2# ! 1

(6.43)

where C0 = �+ (1 # �)(K # 1).

We again omit the complete proof of this theorem. The proof sketch is we first bound E
'
.C(vt

K )#

C(#' ).
(
, then we use the relation of vt

K and #t defined in the Algorithm 10 line 10 to derive the

final bound of E[C(#T )#C(#' )]. In the next chapter, we present the numerical simulation results

of LAWS, WS-SGD, and their variants.

6.4 Numerical Simulations

To evaluate the performance of LAWS, WS-SGD, and their variants, we use the open-source

library PennyLane [11] 0.22.2 built on Python 3.7. Most of the experiments follow the open-

source tutorials from o�cial PennyLane website. We first show that the LAWS could mitigate

the BP issue with random PQC energy problems (in Figure 6.2). Then we evaluate LAWS in

a more practical problem of estimating the ground state energy of the hydrogen molecule (in

Figure 6.3). Further, we conduct experiments on variational quantum classifiers (in Figure 6.4

and Figure 6.5) such that the quantum circuits can be trained from labeled data to classify

new data samples. The classification training data is public and can be downloaded from the

PennyLane tutorial. All the experimental results and source code implementation can be found

at https://github.com/taozeyi1990/LAWS .
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Figure 6.2 : Evaluation on randomly designed PQC

6.4.1 Evaluation on random PQC

Figure 6.2 above demonstrates the performance of LAWS compared to Vanilla SGD and Vanilla

QNG in randomly designed PQC. The random PQC is shown on (a), where it contains 3 qubits

and 4 trainable parameters. We perform the optimization for a total of 400 iterations. It is

undeniable that LAWS outperforms Vanilia QNG and Vanilla SGD, as shown on (b). We divide

the cost value region into 3 parts marked as blue ! , red " , and green # . In region ! , all

methods are quickly converging, and LAWS is even faster. In region " , methods are trapped

because of BP, and there is no further cost value decreasing. Finally, in region # , LAWS and

its variant mitigate the BP and find the optimal solutions.

Figure 6.2 (c) and (d) are showing the di↵erent configurations of LAWS for di↵erent �’s and

look around step size " ’s. We see that the LAWS is sensitive in the change of " .
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Figure 6.3 : Performance on Hydrogen VQE

6.4.2 Evaluation on Quantum Chemistry

Figure 6.3 shows the experimental results for a more practical problem of Hydrogen VQE. The

primary purpose of this experiment is to approach ground state energy as close as we can. The

exact value of the ground state energy defined by the above PQC is given by # 1.1361894. The

qubit register has been initialized to |1100", which encodes for the Hartree-Fock state of the

hydrogen molecule described on a minimal basis. We see the LAWS still outperforms than other

state-of-the-art optimization methods.

6.4.3 QNNs: Variational ClassiÞer

Last but least, we perform the binary Iris classification task, which is a simple but powerful

QNN to show that the warm-start strategy has better generalization ability. The learning rate

for SGD and Nesterov momentum optimizer is set to be 0.01. While the learning rate, look

around rate and look around steps are 0.01, 0.5, and 5, respectively. We train QNN model
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(a) Cost Value (b) Training Accuracy (c) Validation Accuracy

(d) ClassiÞer Trained via SGD (e) ClassiÞer Trained via Nesterov (f) ClassiÞer Trained via LAWS

Figure 6.4 : Variational classifier for Iris classification task: SGD vs. Nesterov vs. LAWS

within 50 iterations. Figure 6.4(a), 6.4(b), and 6.4(c) show the cost function value, training

accuracy, and validation accuracy, respectively. As shown in each figure, the warm-start SGD

in green demonstrates its superiority in this task. Figure 6.4(d), 6.4(e), and 6.4(f) indicate the

decision boundaries of model trained with di↵erent optimizers. We observe that the two classes

in the train and validation dataset are perfectly being separated when using the warm-start

optimizer, which indicates the Ws-SGD has stronger generalization ability. The result of the

Nesterov optimizer seems to su↵er from the under-fitted where the samples at the bottom left

are mixed.

Moreover, we evaluate the di↵erent warm-start strategies discussed in Chapter 6.3.2.3 of

WS-SGD in Figure 6.5. We test the impacts on Ws-SGD of di↵erent configurations such as

sampling batch size.

6.5 Chapter Summary

In this work, we propose an unified framework for quantum SGD by using a classical first-order

optimization scheme. The proposed new algorithm named LAWS and WSSGD show their power

in QVA learning. Our experiment results show that the proposed algorithm could mitigate the
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(a) costs of WS-SGDÕs variants (b) Train Acc of WS-SGDÕs variants

(c) WS-SGD Warm-start with Random Sample (d) WS-SGD Warm-start with Multiple Random
Sample

Figure 6.5 : Variational classifier for Iris classification task: Variants of LAWS

BP issue and have better generalization ability in quantum classification problems.
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Chapter 7

Conclusion and Future Work

This dissertation presents our study of distributed deep learning systems. Specifically, we aim to

build communication and computation e�cient deep learning applications from the optimization

perspective. In addition, we explore the optimization obstacle, known as barren plateaus, in

quantum machine learning.

To reduce the communication cost for distributed training, we explore the theoretical foun-

dations of two mainstream distributed schemas: classical distributed learning and federated

learning (FL). We propose two novel optimization algorithms that e↵ectively reduce the com-

munication cost without downgrading model performance. For classical distributed learning, we

propose communication-e�cient stochastic gradient descent (CE-SGD) to reduce the size of the

frequently exchanging stochastic gradient between workers and parameter server. For federated

learning, we propose a preconditioned federated optimization algorithm (PreFed) that utilizes

the objective function’s geometric information to accelerate the federated training process.

To reduce the computation cost for DNN’s inference on portable devices, we introduce a

novel KD technique, neural manifold knowledge distillation (NMKD), and propose an e�cient

and robust Cloud-based deep learning system. It enables the Cloud server to generate high-

quality and lightweight models allowing small devices to execute the learning tasks locally. In

addition, we propose a one-shot, computation and communication e�cient, federated neural

architecture search (E-FedNAS) algorithm to automatically find a model structure fitting for

the unseen local data.
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Finally, we investigate the recently emerging barren plateaus (BP) issue in the variational

quantum algorithm (VQA) for the Noisy Intermediate-Scale Quantum (NISQ) computers. To

this end, we propose a look around and warm-start gradient-based optimizer (LAWS) to mitigate

the BP issue, accelerate QNN training, and improve its generalization ability.

In the studies on the topic of e�ciency for distributed learning and quantum machine learn-

ing, there are some useful experiences and possible future works.

¥ Model initialization Classical machine learning model initialization, deep learning model

initialization, and even QNNs initialization have been vastly studied in the past decades [116].

Initialization techniques can be summarized into random parameter initialization (RPI)

and initialization with the pre-trained model (PI). Two well-known RPI methods are

Xavier initialization [51] and He initialization [65], which are the most frequently used

methods in ML and deep learning community. For PI methods, for example [10], are also

popular. For QNNs, PQC initialization is crucial. A proper initialization could get rid of

BP issue. In our studies, we realize the importance of model initialization. The benefits

from model initialization include but are not limited to (1) achieve faster convergence; (2)

achieve better accuracy or error rate; (3) avoid getting stuck in false minima; (4) achieve

depth independent performance; and (5) learn meaningful representations. As a result, we

believe the model initialization is a promising technique and needs extensive study in the

future.

¥ First-order optimization Mathematical optimization has a long history. Due to the

popularity of machine learning and backpropagation technology, first-order optimization

has shown its superiority. Such methods also accommodate distributed learning, which has

been extensively used in the industry as well. First-order optimization is a broader con-

cept. It includes the methods such as gradient descent (GD), stochastic gradient descent

(SGD and min-batch SGD), momentum gradient descent (mSGD and Nesterov SGD),

and adaptive gradient descent (AdaGrad, Adam, etc.). Meanwhile, there are many in-

terpretations of di↵erent SGD methods. For example, model sparsity viewpoint (FTRL),

proxy optimization viewpoint (mirror descent), constraint-optimzation viewpoint (primal
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and dual SGD), etc. In fact, one can design as many as a first-order optimizer to meet

di↵erent task requirements. It is no exaggeration to say that first-order optimization is

the backbone of modern machine learning. Nowadays, researchers prefer to simplify the

mathematical foundation in designing an optimizer. Instead, most optimizers are based on

empirical studies. This shift is because the mathematical analysis supporting first-order

optimization for modern ML is complicated and still open. Many practitioners are willing

to start designing their optimizers from the evidence revealed from training real models.

Indeed, we can celebrate the current success of such optimizers. But I think there are many

research opportunities in this field of study, such as filling the theoretical and realistic gap

for first-order optimization.

¥ Higher-order optimization Newton’s method is a typical second-order optimization

method. Theoretically, higher-order optimization should have better performance in con-

vergence speed, model accuracy, and generalization ability than first-order methods. How-

ever, the fundamental reason for not using higher-order methods is computation ine�-

ciency. This is a well-known issue. Recent studies have started focusing on this topic, but

they are still in the early stage. Of course, the study of second-order optimization or even

higher-order optimization is needed in the near future.

¥ Model Convergence In the past five years, one major part of my research is model

convergence analysis for di↵erent algorithms and schemas. Such convergence analysis is

indeed necessary. But more and more researchers believe that convergence analysis may not

be a good way to demonstrate their algorithm superiority. Most of the time, convergence

analysis is a complemental part of showing the research completeness. The convergence

analysis may not reflect the actual model performance. Also there is a gap between

theoretical analysis and real implementation. The mainstream regret and generalization

analysis could be improved in future works.

¥ Heterogeneity in federated learning There is no doubt that the elemental purpose

of any high-tech is trying to help improve human lives. So the problems of realizing such

high-tech and widely spreading them are essential. We mentioned above for sharing our ex-
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periences on federated learning. As a new distributed learning paradigm, the assumptions

of FL are more realistic than classical distributed learning. In Fl, we assume the non-i.i.d.

data distribution, many di↵erent types of workers, and a large number of workers. This

is so-called heterogeneity in FL. We see that those assumptions dramatically a↵ect the

FL applications from training and inferencing. Non-i.i.d dataset makes FL model training

extremely hard, even preventing the model from converging. Then heterogeneous devices

in FL complicate the distributed system in the concern of e�ciency, robustness, security,

etc. The scale of FL, in addition, is also a big issue. Fortunately, all of the above motivate

us to explore more algorithms and system designs to improve FL.
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