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ABSTRACT

Real world systems are frequently of interest to researchers because the fluctu-
ation in the status of the system makes it important to explore the causes and
effects of that fluctuation. These systems usually include stochastic and dynamic
processes because the conditional changes occur over time. Such systems can
also include spatial aspects, such as the location of units or some notion of dis-
tance between units. Modeling real systems allows researchers to explore these
dynamics via mathematical models by describing the states and actions. Model
exploration can also better explain the overall behavior as well as to predict future
behavior. If these states can be described as a discrete set having a defined rule
set for state transitions, continuous-time Markov chains are a common mathe-
matical model for studying systems in many application areas. For example, a
wireless sensor network is comprised of many individual sensors, which, at a ba-
sic level, can be considered to have two states, on and off, and a definable prob-
ability that a sensor will move from its current state to the opposite state at any
given moment. A spatial aspect that can be included is the distance between sen-
sors and its affect on the transition probability. Then the continuous-time Markov
chain could consist of all the possible states of the system in order to study how
many and/or which sensors are on. Other example applications include explain-
ing dynamic behavior in biological/biochemical systems or exploring the behavior
of interactions in social network systems.

One goal of this research is to consider how to represent the spatial aspects of
real-world systems, and how to take advantage of the regularities that are linked
to the spatial aspects. It is necessary that this be defined in a way that is rea-
sonable for the modeler to specify. This problem is approached through a com-
positional modeling formalism based on sharing state variables. Another aim is
to use a symmetry detection mechanism to gain reduction of the Markov chain
through lumpability, with the symmetries defined by the modeler, in order to expe-
dite analysis of the model. Finally, the ability to do this detection in an automated
manner is discussed and explored.

A result of this research is that the spatial information in a model can be useful
to include. It is shown that a new methodology makes it easier to do so, in terms
of both specifying the extra information required and minimizing the size of the
resulting state space. To illustrate the usefulness of the spatial information, a
new user interface is presented here to facilitate greater inclusion of the spatial
aspects into the model, implemented in the Mdbius modeling framework as an
extension of existing work on state space reduction. Evaluation is done using
three main applications: calcium release sites (biology), wireless sensor networks
(networking), and disease propagation (medicine).
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Chapter 1

Introduction

1.1 Motivation

The assessment of systems is often performed with a stochastic model that constitutes a
continuous-time Markov chain (CTMC). When modeling such a system, the modeler has
the choice of how much detail to include in the model. With less information included,
the model becomes smaller and simpler, so an answer can be found with less effort.
With more information included, the model becomes larger and more complicated, so
more work must be involved to find an answer, but this can provide a better context for
the answer. The research done here focuses on ways to include more information, but
with a smaller cost in terms of the time both to specify the model and to complete an

assessment of the system.

A spatial model is one where the concept of distance between objects is relevant to
the objective of the assessment of the model. This spatial information is part of the “extra”
information that can be included in the model for a more accurate solution; it can also be
used to find lumpability in the related Markov chain. In addition to the physical space be-

tween objects, distance can be defined in many ways, such as the steps or time traveled

2
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or the amount of attraction/repulsion between two objects. There are many systems, of
a scientific or an artistic nature, which can include some spatial aspect. One example
is how the distance between nodes in a sensor network affects the calculation of the
time for information to pass from a sensor node to a sink node and thus an assessment
of the system efficiency. While there are frequently ways to avoid the use of the spa-
tial aspect, such as assuming an average delivery time, it adds more information to the
system, making the model more realistic, and adding greater robustness to the solutions

generated.

Assessing these systems involves calculating values to quantify the performance of
the system. For example, measures for the dependability, reliability, or feasibility can be
obtained from impulse or rate rewards measured at certain time points (transient anal-
ysis) or in the long run (steady state analysis). For many applications, a discrete event
simulation is often applied due to its few restrictions and broad applicability; however,
simulation results in statistical estimates with confidence intervals and finds its limits if
events of interest, like failures, are rare. State-based numerical solution methods com-
pute results from a transient or steady state distribution that are computed exactly (up
to numerical precision). However, the infamous state space explosion problem, where
the state space size of the Markov chain grows exponentially in proportion to the growth
of the system size, limits the applicability of state-based numerical solution methods to

CTMCs with relatively small state spaces.

Much research has gone into pushing the limits for numerical CTMC analysis in the
last two decades, with notable successes based on symbolic and other structured repre-
sentations of a generator matrix @ {21, 14] to the extent that the state space exploration
and generation of extremely large CTMCs is not considered a limiting factor any more.
For the iterative solution of CTMCs with tens of millions states, be it with randomization
for transient analysis or some iterative scheme for steady state, the limiting factor is the

space used to represent intermediate and final results for a transient or steady state distri-
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bution vector « in the size of the state space. To deal with this problem, we see largeness
tolerance techniques like symbolic representations of iteration vectors with variants of de-
cision diagrams [71] and, most recently, approximations with Kronecker representations
[13]. A complementary line of research is on largeness avoidance techniques that focus
on a smaller, reduced model to obtain results. Many results in the literature have their

fundamentals in an exact aggregation based on lumpability.

The research done for this dissertation is focused on combining many of these ideas.
Spatial models have some natural symmetries that can be used to increase the lumpabil-
ity of the related Markov chain. However, specifying the additional information in a model
can be laborious, so it is necessary to have a formalism which can help to make it less

s0. Thus we discuss and document our work in this area.

1.2 Contributions and Challenges

The work of this dissertation involves an extension of the approach of Obal, McQuinn and
Sanders [74] through the definition of commutable variables to find more symmetries in
a model. We characterize a definition of spatial models with a new component method
that can be used to avoid errors in model specification and bring out symmetries in the
model. These definitions and concepts are implemented in Mdbius to aid in the proof of

concept and to help illustrate the application of these concepts.

1.2.1 Finding Symmetries

A basis for this research is the identification of symmetries that were not found in the
current modeling program. When using a model that has both reflexive and rotational

symmetries, we determined that the reflexive symmetries were not being used in the
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state space reduction. Further exploration led us to discover that the only way to miss a
symmetry in a composed model is due to the way in which the model is defined. From
working with Markovian models that take spatial aspects into account, we realized that
certain symmetries that a composed model has do not carry over to the symmetry de-
tection of Obal et al. The extension outlined here allows us to express, and subsequently
exploit, more symmetries that are in a model to obtain a more reduced, lumped CTMC.
We investigate how the model definition hides these symmetries and how to then define
and detect these symmetries through the definition and use of commutable variables.
The main ideas of our work with commutable variables follow. Our preliminary research

in this area has been published in [58].

Defining commutable variables

We define the concept of commutable variables; that is, model variables that have an
equivalent effect on the model behavior. Commutable variables can then exchange val-
ues without changing the dynamic behavior of the model. When these variables are
identified, new symmetries can be found in the model’s underlying Markov chain, which

leads to greater reduction of the state space.

Specifying commutable variables

We define here a new interface where the modeler might enter any personal knowledge
of commutable variables in the model. For some systemes, it is possible for the modeler to
know what variables will be commutable, and thus will be able to design the model more
efficiently using this knowledge. The challenge here is to modify the existing framework
to allow the addition of the new component, which includes modifying the solvers so they

can handle this addition correctly.
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1.2.2 Modeling Systems

A second basis for this research is the methods by which a model can be specified.
When a model includes spatial information, we determined that the specification of this
information into a modeling formalism quickly becomes problematic in terms of both the
time needed to included all of the information as well as the certainty that this information
has been included correctly. The definitions we formalize here provide a solution to these

problems.

Defining Spatial Models

We provide a formal definition for a spatial model and specify the interesting character-
istics such models share. The challenge is to clarify the many aspects of real systems
that are part of this definition as well as to define what are the effects of including these

aspects.

Specifying Spatial Models

Using the definition of a spatial model, we define a new interface to allow easier specifi-
cation of spatial models for analysis purposes. The challenge is to minimize and simplify
the information the modeler needs to input in order for the composed spatial model to be

automatically generated.

1.2.3 Mébius Implementation

The concepts mentioned above are added to the Mobius framework, in a way that com-
plements the work already implemented. The Mobius framework was chosen because it

is a modeling tool used in a broad range of fields of study.
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The Spatially Composed Model Interface

The major expansion is a new interface for the composition of a spatial model. We want
a modeler to be able to easily input the system information in a manner that will permit
the modeler to more easily create a large system without the need to explicitly state
the connection between every pair of components, giving more modeling flexibility and
automation. Specifically, this includes modifying the front-end of the Mdbius composition
so that the modeler can simply state what regularities should be present in the model,
such as by choosing the layout, and the back-end will extrapolate necessary connections

between components and associated commutable variables.

1.2.4 Application Exploration

Implementing Ca?* Channels in Mobius

As an example application of our work, we explore modeling a biological calcium release
site, specifically with the De Young-Keizer [27] model. This includes an exploration of the
difference in the behavior of an individual channel and the behavior of the full release site.
This model provides a good testbed for demonstrating the usefulness of our research.

Some of our research with the calcium channel modeling was published in [60].

Other Example Applications

To give further evidence of the applicability of the concepts and methods of our research,
we aiso have done modeling with a wireless sensor network model and a disease prop-
agation model. These models were chosen for the flexibility in the information that can
be included in the model, as well as being representatives of some of the broad fields

where our research can apply. Some of our research exploring the sensitivity of the
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network lifetime of a wireless sensor network (WSN) under the constraint to maintain a
chosen coverage percentage when different aspects of the node model are included was

published in [59].

1.3 Overview

The rest of this dissertation is structured as follows. Chapter 2 discusses the aspects
of Markov Chains which are relevant to this research. Chapter 3 discusses the various
characteristics of spatial models which can benefit from the use of our procedure. Graph
symmetry and its relation to lumpability in the Markov chain is discussed in Chapter 4.
The specific aspects of the interface for the spatially composed model are explained in
Chapter 5 while Chapter 6 details our implementation work in Mdbius. The application
models from Biology, Networking, and Disease Propagation are examined in Chapters 7,

8, and 9, respectively. We conclude in Chapter 10.



Chapter 2

Markov Chains

In this chapter we introduce the basic terminology, definitions, and concepts of Markov
chains that are relevant to our research. We begin with a formal definition of a Markov
chain and then expand this into the matrices and variables that can be used to not only
define the Markov chain, but also what measurements can be gathered from these values
and how to calculate these measurements. This chapter also includes discussions of the
limits of Markov chains, as well as a brief discussion of some application areas for Markov
chains and a short survey of some tools that can be used to develop and analyze Markov

chains.

2.1 Terminology of Markov Chains

The definitions presented here are in the style used by Stewart [85].
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2.1.1 Definitions of Discrete-Time Markov Chains

With a discrete-time Markov chain (DTMC), the states are observed at discrete times
on an infinite time scale. That is, state changes occur only at specific intervals, with an
interval being considered one time unit. A stochastic process {X,,n = 0,1,2,...,T}
is a group of random variables defined over a probability space, with discrete index set
T = {0,1,2,...}. A Markov process is a stochastic process with the Markov property
that future states depend only on present states and are independent of past states. If
the state space, the set of values assumed by X,,, of the Markov process is discrete, it is
a Markov chain. That is, a Markov chain has a set of discrete states and the conditional
distribution for any future state being independent of all past states and dependenton the

current state only. Formally,

Definition 2.1 A discrete-time Markov chain is a stochastic process such that, for all

n € N and all states s,
PT{Xn.H = Sn+11X0 = SO,X] TSy Xn = Sn} = PT{Xn+1 = S.,H_]_an = Sn}
where the state space {so, s1,- .-, 5n, Sn+1} IS @ discrete set.

Since the transitions of a DTMC occur on the discrete time scale, we write the tran-
sition probability to step from state s; to state s; at the time transition fromn to n + 1

as

pz]('n) = PT‘{Xn-H = SjIXTl = Si}' (21)

Then the transition probability matrix for a Markov chain is the matrix P(n) consisting

of all of the values of p;;(n) that satisfies the following two properties:

0<pi(n) <1
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and

> pij(n) =1
v

If the transitions out of X, depend on the value of n, this is a nonhomogeneous

Markov chain. That is,
pij(0) = Pr{X| = sj| X0 = 8;} # Pr{Xs = 5;|X; = s;} = pi;(1). (2.2)

But if the transitions do not depend on n, it is a homogeneous Markov chain. Therefore,
we can write the transition probabilities as p;; and the transition probability matrix as P

since the transitions do not depend of n. Formally,

Definition 2.2 /n a homogeneous DTMC the state transition probabilities are indepen-
dent of time n and

pi; = Pr{Xp41 = ;] X5, = si}

for alln = 0,1,.... The transition probability matrix s written as P.

In addition to using the matrix P to describe the Markov chain, we can also describe
it as a directed graph where circles represent the states and edges represent the transi-
tions. For a DTMC, the directed edge from s; to s; is labeled with the transition probability
pi; and indicates that a direct transition can be made in a single step. The absence of a

directed edge then indicates that there is no single step transition and p;; = 0.

2.1.2 Definitions of Continuous-Time Markov Chains

Since the work done for this research is focused on continuous-time Markov chains
(CTMCs) we repeat and expand the previous section in terms of the CTMC. Here, the

states can change at any time on an infinite time scale. Analogous to the definition of a
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DTMC, a stochastic process { X (t),t > 0} is a CTMC if it has a set of discrete states and
the conditional distribution for any future state being independent of all past states and

dependent on the current state only. Formally,

Definition 2.3 A continuous-time Markov chain (CTMC) is a stochastic process such

that, for alln € N and any sequencety < t; < --- <ty < tp41,

PT{X(tnﬂ.l) = Sp+1

= P"'{X(tn—H) = sp4+1|X(tn) = Sn}

‘X(t()) = So,X(tl) = Sly---y X(tn) = Sn}

where the state space {so, 51, ....5n, Sp+1} IS a discrete set.

Equivalently, for all time indices ¢, 7, and v, where 0 < r < t and any v > 0, we can say

PriX(t+v) = sp|X(t) =55, X(r) =s;} = Pr{X(t +v) = s¢| X (t) = s;} (2.3)

because we know that the sequence of previously visited states is irrelevant.

If the transitions out of X (¢) depend on the value of ¢, this is a nonhomogeneous

Markov chain and we write

pij(t,u) = Pr{X(u) = s;|X(t) = s} 2.49)

where X (t) indicates the state of the Markov chain at time ¢ < w. If the transitions are
independent of ¢, it is a homogeneous Markov chain and the transition probabilities
depend on the difference between the two time units instead of the specific values of the

time. Formally,
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Definition 2.4 /n a homogeneous CTMC the state transition probabilities are indepen-

dent of times t and u and
pi]-(é) = PT'{‘X(t + 5) = Sj!X(t) = Si}
whered=u—tforalld <t <u.

For CTMCs with a state space S of n states, we can define the infinitesimal generator

matrix as:

Definition 2.5 Aninfinitesimal generator matrix Q) is ann x n matrix of real values where
gi; = 0fori # j and q; = — Zj,#,. gi; such that its row sums are zero and an initial

distribution ©(0) € R™ with >, m;(0) = 1.

Using this definition, an entry ¢;; = A denotes a state transition from s; to s; with a
stochastic delay given by an exponential distribution with rate A. If the current state is s;,
the subsequent state is s; with probability p;; = A/|¢:|, and the value of 1/|q;;| gives the

mean sojourn time the process stays in state s;.

For a given CTMC, we can compute the value for the probability of a certain state
s € S at some point of time ¢ > 0, denoted by 7,(t) by solving 7(t) = 7(0)e?*. Fort — co
and an irreducible CTMC (defined below), we can compute the so-called steady-state

distribution = as a solution of 7Q = 0 suchthat}_ .7 = 1.

In a homogeneous Markov chain, we can consider only the transitions made and
ignore the time spent in any state. That is, we remove the ability for a transition to self-
loop and require p;; = 0. By doing so, we can define the embedded Markov chain (EMC)

as follows:

Definition 2.6 An embedded Markov chain of a CTMC is a DTMC consisting of the set
{Yo,n =0,1,2,...}, where Y, is the n** state visited by the CTMC.
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To identify an embedded chain with the chain it originates from, the transitions for i £ ;
are recalculated as

bij

w;; =
Y1~ pi

(2.5)

and the diagonals are w;; = 0, then W is the transition probability matrix for the EMC.

Using the EMC, we can find the steady-state distribution = by solving
- Dél

» 2.6
1605 I (2.6)

where Dy, is the diagonal of Q and ¢ is a row vector such that all elements in ¢ are greater

than 0, ||¢|l1 = 1, and ¢(I — W) = 0, for the identity matrix I.

2.1.3 Classification of Markov Chains

Markov chains are classified by their states. One such classification is ergodic, meaning
a state can be reentered infinitely, or transient, meaning the probability that the state may
never be reentered is greater than 0. If all states in the Markov chain are ergodic, then
we have an ergodic Markov chain. The period of an ergodic state is the number of time

steps required to occur before the state is reentered.

A state that, once entered, cannot be left is called an absorbing state. Formalily,
Definition 2.7 A state i is an absorbing state if and only if p;; = 1.

An absorbing Markov chain has at least one absorbing state which can be reached from

all other states.

If all states in the state space are reachable from any other state, then the Markov

chain is irreducible. Formally,
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Definition 2.8 A Markov chain is irreducible if for all states i and j, p;;(n) > 0 for some

n € N orp;;(8) > 0 for some time interval of length 6.

The embedded MC can be used to show thata CTMC is irreducible by using the transition

matrix W because, by Equation 2.5, w;; = 0 if and only if p;; = 0.

The remainder of this chapter provides discussions and definitions in terms of a
CTMC. In Section 2.2 we discuss the methods that can be used to analyze the behavior
of a Markov chain. We discuss some of the considerations on the use of Markov chains
in Section 2.3, while the use of lumpability to address these concerns is discussed in
Section 2.4. We conclude with a brief survey of some different areas that Markov chains

can be applied (Section 2.5) and some tools that can used for modeling (Section 2.6).

2.2 Analysis of Markov Chains

Since the purpose of modeling systems is to find an answer to a question, there needs to
be a method to do so through the related Markov chain. With the states and transitions
defined, we can now consider how to define the reward functions to be measured and how
that evaluation is done either through simulation or numerical analysis. In this section,

we briefly outline these measurements and their analysis techniques for a CTMC.

2.2.1 Measurements of Markov Chains

The dynamic behavior of a Markov chain results in being in a certain state at some point
of time and performing certain transitions to move from one state to another. In order to

describe this behavior, rate and impulse rewards are defined.
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Definition 2.9 A rate reward is a function, rr : S — R, of the state of the system which

is evaluated at a moment of time.

That is, rr(s) = z, for some z € R, gives the rate at which a reward is earned while being
in state s over time. This can be used to measure how often a certain state is visited (or

the probability to be in that state) or how long the Markov chain remains in a state.

Definition 2.10 An impulse reward is a function, ir : S x T — R, where T denotes the
set of transitions, of the state of the system and the identity of a transition that completes

which is evaluated when a particular transition completes.

That is, ir(s,t) = z, for some = € R, gives the rate at which a reward is earned while
making transition ¢ out of state s over time. This can be used to measure how often a

certain transition occurs or at what moment in time the transition occurs.

Computation of rewards also needs a decision on what timing to use for reward col-
lection. The time can be chosen as an instant of time, a steady-state, an accumulation
over an interval of time, or an accumulation over a time-averaged interval. An instant of
time can be used with rate rewards to measure the expectation of being in a certain state
at a moment in time while the steady-state time gives the expectation over a long period
of time. The interval times can be used with an impulse reward for measuring the how
often a transition occurs over a specific interval of time. For whatever timing chosen, the
reward calculations can be used to determine the characteristics of the resulting values

of interest: mean, variance or distribution of the measure.

For example, in a CTMC of a computer network where units can either be working
or failed, to measure the length of time that at least = of the units are working, we can
choose the initial state such that all n units are working and modify the transitions such

that once n — x — 1 units are failed, the network stays in that state. In that way, we obtain
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an absorbing Markov chain and can measure the duration of a “working network” as the
time to absorption. To do so, we define a rate reward rr(s) = 1if s is a state where at
least = units are working and 0 otherwise. The accumulated reward over an interval of
time (of sufficient length) gives the time to absorption and, for example, the mean and

variance of this random variable may be of interest.

2.2.2 Simulation

Simulation applies to stochastic models of discrete event systems in general, including
Markov chains. The key of discrete event simulation is to exercise a given model to
observe its dynamic behavior, such that those observations result in samples for a statis-
tical evaluation of rewards (much in the same manner as observations of the real system
would be statistically evaluated). Simulation is a process where the behavior of a sys-
tem is represented as a sequence of events [36]. Simulation usually generates a set of
samples from performing multiple independent runs that start from the same initial state
but with different settings of values for the seed of a random generator in order to pro-
duce different samples. This approach is straightforward to parallelize; one can distribute
computations over a network with good speedup and scalability. In the case of steady-
state analysis, one can alternatively compute a single but very long simulation run and
obtain approximately independent samples from batch means. This approach avoids the
repeated simulation of an initial transient phase that is required with replicated simulation

runs.

The efficiency of simulation depends in part on the desired measurements and the
dynamics of the model, i.e., on the ratio of events that need to be computed to obtain a
single sample for the statistical evaluation. If this ratio is low, i.e., few simulated events are
needed to generate a sample, then this is to the advantage of a discrete event simulation.

For example, estimating the mean and variance of impulse rewards for transitions that fire
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frequently requires less computation time than doing so for transitions that occur rarely.
To give another example, a reward defined for an early instant of time can be calculated
faster than one at a later instant. Likewise, the size of the interval can also increase the
amount of work needed to be done for a simulation to solve for the reward. Estimating the
distribution of a variable with few possible values and high probabilities per value requires
less effort than for a variable with many possible values or values that have very small

probabilities (and thus are rarely seen in a simulation run).

In addition, to estimate the mean, variance, or distribution of a reward R, one uses
simulation to also produce confidence intervals for R. Let R denote the estimated mean

reward, 5 the estimated standard deviation of R, then the confidence interval for E[R] is

[R—al&/\/ﬁ,f%+a26/\/ﬁ]

where n is the number of samples and «,, a; are values obtained from either a standard
normal distribution (if n is known to be “sufficiently large”) or a Student's t-distribution (if
a “sufficiently large” n is not known) for a given confidence level [61]. Assigning an upper
bound for the width of a confidence interval for every reward is a common way to tell a
simulation framework when to stop since confidence intervals indicate the accuracy of
the computed estimates of rewards. This information is important to be able to recognize
if the amount of simulated samples is sufficient. Note that this formula also gives rise to a
classical rule in simulation: in order to reduce a confidence interval to half of its size, one

needs to generate four times the number of samples (provided R and & stay the same).

Discrete event simulation of stochastic models is common in many areas including
computer systems and networks, manufacturing and production systems, and in the bi-
ological sciences. In the later case, Gillespie’s method is often employed to simulate
CTMCs [39]. This method was developed for stochastic simulation of coupled ordinary

differential equations that describe the process of changes in a molecular population via
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chemical reactions. Gillespie’s method can be computationally expensive but has been

adapted to obtain results in a more reasonable time frame ([62] and many others).

Simulation can be broadly applied because of its few constraints. The key challenge
in simulation is not its applicability but to obtain results of good quality. Due to its random
nature, there is no guarantee that a simulation visits relevant parts of the state space of

a given CTMC sufficiently often to obtain accurate results.

2.2.3 Numerical Analysis

As alternative methods to simulation, one can use numerical analysis techniques to com-

pute #(t) and = for a given finite CTMC.

Transient Analysis

For given #x(0) and @, the distribution =(¢) at time ¢ > 0 is given by

oo

n(t) = 7(0)e® = 7(0) Y

k=0

(at)*
k!

et pk (2.7)

where 3a > max|g;;| and P = %Q + I. The right hand side of this equation is the basis
of the uniformization method (also called randomization or Jensen’s method) which is the
one that is frequently deployed for its numerical robustness and efficiency. Uniformization

computes 7 (t) from

n(t) = ) wipk (2.8)
k=l
o (a’:!)"‘ -y (2.9)

g P k>0
Pr = { 7(0) otherwise (2.10)
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where | < r are appropriate constants (determined as described in [38] to avoid numer-
ical instabilities for high values of at). Uniformization is based on the observation that
pr is the distribution after exactly k& steps of a corresponding DTMC, which is given by
matrix P, and wy is the probability of observing exactly & steps in a time interval [0, ¢]
(a Poisson distribution). The advantage of uniformization is that it results in an accurate
computation of =(t) which is then used to evaluate rate and impulse rewards. The funda-
mental and computationally most expensive calculation is the sequence of vectors p;. for
k=1,2,..-,r. Since this distribution may converge towards the steady-state distribution
of the DTMC for high enough values of k, recognizing a fixed point where pr,1 = pi
helps to compute results for high values of ¢ since for pr.; = px the summation for =(¢)
becomes trivial for all px;,7 > 0. Given a rate reward function rr(-) that one evaluates

for =(t) as
rry = Y rr(s)ms(t) (2.11)
s€S

it is well known that one can derive results for a series of values of ¢ by one single

computation of p, based on

Ty = Zwkl‘k (2.12)
k=1

ze = Y rr(s)ms(t). (2.13)
seS

Uniformization becomes ineffective if « is relatively high with respect to ¢, i.e., the uni-
formization rate makes the process proceed with small steps and ¢ is large enough so
that a large number of such steps fit into the interval from 0 to ¢. While other difficul-
ties in analysis impose numerical problems and high computation times, a relatively high
o causes a bottleneck in terms of space in the representation vectors =(t) and py of
lengths |S| (given that @ is represented efficiently by a symbolic or Kronecker represen-

tation). For large values of ¢t and an irreducible CTMC, the process may reach its steady
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state distribution, which we can compute more efficiently in a different manner.

Steady-state analysis

As t goes towards infinity, an irreducible CTMC will reach a unique steady state «. This

steady-state can be found by solving the linear system

7 = 0 and im:l (2.14)
i=1

where n is the number of states in the system and =; = lim,_,, 7;(t) for some 7 € R such
that p;;(7) > 0. A large number of different approaches exist to numerically evaluate
7 [85]. Among those approaches, iterative methods that retain sparsity of Q and allow
for symbolic or structured representations of @ are the ones that are best for extremely
large CTMCs. Commonly applied and simple iterative methods are the Power method,
the method of Jacobi and Gauss-Seidel. We recall the method of Jacobi to illustrate the
point. Let @ = D — R be a decomposition of @ into a diagonal matrix D and a matrix
R with 0 values on its main diagonal. The method of Jacobi is a fixed point method
that computes z*+) = z(k)RD-1 starting with 7(0) = z(*) and terminating at some &
where zk+1) = (k) which then gives 7. Advanced techniques include some form of
preconditioning and projection methods (Krylov subspace methods); for details see the
textbook of [85]. For Markov chains with large and structured state spaces, iterative

multilevel methods [13] can be applied.

There are also many approximation techniques that can be used for analysis, includ-
ing approximate vector representations [12] and iterated fixed point methods [22]. For
exact solution methods, the bottleneck for applications is the computation time and space
needed to represent iteration vectors, which directly relates to the size of S. However, for
CTMCs with certain regularities it is possible to perform state space reduction, which is

discussed further in Section 2.4.1.
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2.3 Issues of Markov Chains

As can be seen in Section 2.5, Markov chains have broad applicability. However, as with
most applications, there are some points to consider when deciding if Markov chains are
pertinent to one’s current situation. In addition to the considerations discussed below,
when modeling a system with a Markov chain one must also consider the specific re-
quirements of the modeling tool used to solve the measurements of interest. Some of the
options available are discussed in Section 2.6. In addition to describing the behavior of a
system in the terms of the tool requirements, the measurements of interest also will need

to be formulated.

2.3.1 Limitations

One characteristic of a Markov chain is that the discrete state must be describable and
state transitions must occur instantly. Consider a model of room temperature where the
state is defined as the current temperature. Then the state changes because a door
opens. In reality, there is a time delay while the door opens and the air from either side
of the door dissipates and equalizes. In the model, the instant the door opens, the new
temperature is set. When modeling with Markov chains, one must decide if this instant
change is reasonable. In the case of the room temperature model, we can say it is
reasonable if the time it takes for the door to open, and the time for the air to dissipate,
can be seen as negligible compared to the amount of time that the door remains open
or closed. If this is not the case, then the model must be written to have the dissipation
process broken into discrete steps, with the requirement that the system being modeled
can only be in one state at any given moment. This set of discrete states can grow large

depending on the level of accuracy required by the dissipation process.

Another characteristic of a Markov chain is that it must have the memoryless, or
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Markov, property, in that the next state of the chain depends only on the current state
and not on any past states. So then a system to be modeled this way must also have the
Markov property. This can be worked around by encoding the past states into the current
state with the use of supplementary variables. Again, this will make the state space much

larger, depending on the amount of past information that must be saved.

One final requirement for being able to use a Markov chain is that, because it must
have the memoryless property, the time spent in any one state must be exponentially
distributed, since this is the only distribution that has the memoryless property. However,
it is frequently possible to derive a corresponding representation with an exponential
distribution of times when the original representation does not have this distribution. One
such derivation is a phase-type distribution, where a sequence (or “phase”) of Poisson

processes can be a Markov chain where the state represents one of the phases.

2.3.2 State Space Explosion

While many systems can be described simply and easily with a small rule set for tran-
sitions between states, this does not guarantee that the state space is similarly simple.
Sometimes the addition of a few small components can lead to an exponential growth
in the state space. Consider a system of m components, where each component has
n states. Then the system will have n™ states. In this way, the number of states in the
system will grow exponentially as more components are added. For instance, in our room
temperature model, we might begin by restricting the range of values for the temperature
to the discrete set {32°F, ..., 100°F}, so we only have 69 states. But when we add just
one more room, we now have 692 states in the model. One way to deal with this might
be to simplify the model more, perhaps by having a smaller range, or larger incremen-
tal steps. Another way might be to use simulation to calculate the reward values, which

has the drawback of generating approximate results, something that may or may not be
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useful. Simulation also cannot guarantee that all events, even rare ones, have not been
missed, or that all states have been visited. While this may not be necessary, to get the
exact solution the use of numerical analysis requires the generation of the equation sys-
tem for either transient analysis (Equation 2.7) or steady-state analysis (Equation 2.14),

the size of which is determined by the state space size.

Two common methods to deal with the large state space are largeness tolerance and
largeness avoidance. Largeness tolerance techniques are used to find ways to store and
access the reachable states, the transition matrix and the solution vector. One such ap-
proach is to use symbolic representations of iteration vectors with variants of decision
diagrams; see the survey paper by Miner and Parker [71] for more information. An-
other approach uses approximations with Kronecker representations; Buchholz and Da-
yar [13] present several methods using this approach. Parallel to the largeness tolerance
techniques research is largeness avoidance techniques that focus on a smaller, reduced
model to obtain results. Frequently, the results in this area of research are focused on an

exact aggregation based on lumpability. We continue this topic in the next section.

2.4 Lumpability of Markov Chains

When solving for the measurements of interest in a Markov chain, as discussed in the
previous section, state space explosion is a concern. Lumpability is the aspect of a
Markov chain whereby some of its states can be “lumped” together. Lumping is a method
for largeness avoidance, where the detailed description of a Markov chain is simplified to
a coarser description that preserves the interesting properties of the original model. This
provides a more concise but consistent model. In lumping a Markov chain, some of the
details of the original system will be lost. If the details lost are necessary to solve the
reward measures, this is considered a bad lumping and should be avoided. One reason

a system will produce a lumpable Markov chain is because of the redundancies built into
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the system. For instance, a model of a routing network may include several routers that
behave in the same way to handle the unreliability of the machine. That is, the network
contains duplicates that act as spare parts to maintain the required network connections,

and these duplicates may be lumpable.

Lumpability is defined as the process of masking the states and transitions inside a
partition group of a Markov chain while still producing a Markov chain [10]. One process
to do this is to partition the state space of a Markov chain into equivalence groups where
for any two states 2 and j in equivalence class A, the sum of all transition rate(s) from
state : to some state(s) in equivalence class B is equal to the sum of all transition rate(s)
from state ; to some state(s) in B. In other words, the concept of lumpability is that
given two (or more) states, the states have the same transition function and move to
states that are themselves lumpable. Formally, as presented by Kemeny and Snell [53]

for discrete-time Markov chains,

Definition 2.11 A necessary and sufficient condition for a Markov chain to be lumpable
with respect to a partition = = {£1,&2,...,€n} IS that for every pair of sets & and §;, the

probability to move into &; is the same for all states in set§;. Thatis, for all states a,b € &;,

Pag; = Z Pac = Z Pbc = Pbg; -
cel; c€E;

The corresponding formulation for CTMC requires the consideration of the aggregated
rate instead of the probability to move into &; from any state in set &;. The states in each

partition set &; can then be lumped together, with one chosen as the representative state.

When lumping states of a Markov chain, we require the resulting system to also be a
Markov chain, as defined by Definitions 2.1 and 2.3. The new Markov chain also must be
able to answer the same questions of interest. That is, if the original Markov chain was
to be used to calculate the steady state distribution = for the full system, or =, for some

state a € &;, the resulting Markov chain also needs to be able to calculate = and 7. The
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reward reward value rr; given in Equation 2.11 must be redefined as:

e o= ) rr(s)me (). (2.15)

s€&i
Note that this requirement for the distributions does not guarantee that all questions that
could be answered by the full Markov chain could still be answered by the lumped chain.
For example, under the lumping, we can no longer determine the exact value of =4(t).

This is discussed further is Section 2.4.3 below.

2.4.1 Lumping Techniques

State space lumping [e.g. 10, 53] is a well-known approach that reduces the size of a
CTMC by considering the quotient of the CTMC with respect to an equivalence rela-
tion that yields a generator matrix (), preserves the Markov property and supports the
desired reward measures defined on the CTMC. Under these constraints, solving the
smaller lumped CTMC allows the computation of the exact results for the larger CTMC
and therefore the measures of interest for the model. As in [33], we sort the many publi-

cations on lumping into three categories.

State-level Lumping

State-level lumping applies directly to a given generator matrix @ of a CTMC and com-
putes é of the lumped CTMC. 1t yields an optimal partition, i.e., the smallest possible
lumped CTMC. Efficient algorithms have been designed — the fastest known algorithm
from Derisavi, et al. [32] produces this optimal partition in O(m log n) where n is the num-
ber of states and m is the number of transitions. The algorithm begins with an initial
partition P, which is then spilit (or refined) into smaller blocks such that for any two states,

x and y, in the same block, they do not have the same quotient chain value with respect
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to the splitter S. The O(mlogn) time complexity is achieved through the use of splay
trees to store the block information. State-level lumping can be applied no matter the
formalism used to express the model. However, the size of @ limits its application and

this is frequently the slowest type of lumping.

Model-Level Lumping

Model-level lumping is used to generate @ directly from a model description and can use
symmetry information in the high-level specification. It follows, then, that it is specific to a
modeling formalism. The approach is based on symmetry detection among components
of a compositional model. Results are known for a variety of Petri net related formalisms,
such as stochastic well-formed networks (SWN) [17, 23], stochastic activity networks
[80], general state-sharing composed models [73], stochastic automata networks [5],
and Kronecker representations [21], among others. The algorithm from Obal [73] uses
the graph of the composed model to compute the automorphism group and the stabilizer
chain (see Section 4.1 for these definitions). These are then used to convert each state
u to its canonical label. While this approach manages to avoid processing a large matrix
Q, it is limited to those symmetries that can be identified from a given model description.

Thus, in general, it does not obtain an optimal lumping as the first approach does.

Compositional Lumping

Compositional lumping applies the state-level lumping approach to individual compo-
nents of a compositional model. The original components are replaced by lumped and
“equivalent” components during generation of Ez Like model-level lumping, compositional
lumping uses the high-level specification of the model and therefore is specific to the for-

malism it is applied to. In particular, it relies on properties of the composition operators.
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For instance, based on the fact that lumping is a congruence with respect to parallel com-
position in a number of process algebra formalisms and stochastic automata networks,
compositional lumping can be used in those formalisms [e.g. 46, 11]. The work by Buch-
holz [11] provides a proof that this lumping is correct and suggests that an algorithm to
apply it would be to reduce the parts of the matrix relating to a subset of the states that
represent one component of the whole model independently in order to get an overall

reduction of the whole matrix.

Multiple Approaches

Note that in principle, approaches from different categories can be combined. For exam-
ple, a compositional approach may yield smaller lumped components that can then be fed
to a model-level technique for further reduction of the CTMC. Then, state-level lumping
can be applied to obtain optimal reduction of the resulting matrix. Finally, the approach
in [33] is useful for exact and ordinary lumping of Markov chains represented as matrix
diagrams (MDs) without knowledge of the modeling formalism from which the MDs were
generated. Obviously these approaches are involved and should be well-encapsulated in
a software tool such that a modeler does not need to be concerned with their implemen-

tation but can enjoy the benefits of their application.

2.4.2 Ordinary vs Exact Lumpability

With the Definition 2.11, we can decide if a Markov chain is lumpable, although not all
Markov chains are lumpable in the same manner. As in [10], we call lumpability as from
Definition 2.11 “ordinary lumpability”. The “exact lumpability” of a partition means that
the sum of all transitions from every state in a given partition A to a state in partition B is

equal, for a given initial probability vector #(0). Formally,
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Definition 2.12 A Markov chain is exactly lumpable if, for some partition= = {£,,&,,...,&,}
and a given w(0), every pair of sets & and §;, and all states a,b € &, Pga = D Pea =

c€g;

E DPeb = pf,‘b'
c€g;

That is, the sum of probabilities to move into state s € £; from any state in &; is the same

for all states in set £;. A lumping that is both exact and ordinary is a “strict lumping”.

2.4.3 Limits of Lumpability

Lumpability can be used as an aid in dealing with large state spaces, but it does not
stop the state space explosion from happening. Of course, not all Markov chains are
jumpable, or are not lumpable in any way that preserves the details necessary to solve
for the measurements of interest. The idea of lumpability is to remove redundancies in
the Markov chain, so if there are no redundancies present, lumpability is not possible. If
there are only a few redundancies, but there is a very large state space, we will be able to
do some lumping, but perhaps not enough to make much difference. By Definition 2.11,
if we cannot partition the states of the Markov chain such that all states in one partition
set £; have the same probability to transition to any state in another partition set ¢;, then

the Markov chain is not lumpable.

Another limit of lumpability lies with the definition of the reward function. When the
Markov chain is lumped, the reward function must be recalculated based on the lumping.
If this is not possible, it makes the lumping not applicable. Similar to Equation 2.11 for the
reward value for a single state in the Markov chain, the transient rate reward measure for

a partition set ¢; is as follows:

rre o= Y rr(a)m(t) (2.16)

act;
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However, with an ordinarily lumped Markov chain, we only know 7, (¢) and may not know

the value of =, (t) for all a € &;, sO the reward must be calculated as:

rr o= Y rr(a)mg (t) (2.17)

agg;

but Equation 2.16 is only equivalent to Equation 2.17 if all states in &; have the same

reward value. That is, for all states a,b € &;, r7(a) = rr(b).

Finally, the ability to use lumpability depends not only on the aspects of the Markov
chain itself, but also on the formalism used to solve the reward functions, as well as the
analysis techniques used. A formalism does not need to employ lumping technigues in
order to calculate the specified measurements. Also, if analysis is done via simulation,

lumping is not always necessary.

2.5 Applications of Markov Chains

While we are particularly interested in Markov chains of spatial models as defined in
Chapter 3, we include here a brief discussion of some of the many uses of Markov chains.
This discussion is intended to show the importance and wide applicability of research
related to Markov chains, not to be an extensive study. We note some of these as having

some of the spatial aspects relevant to the research presented in this thesis.

2.5.1 Physics

Van Kampen [88] explains the application of stochastic processes to the fields of physics
and chemistry in general. The work by Alves-Pereira, et al. [2] studies atomic radiation
trapping, which is the phenomenon of radiation being “trapped” in a system before either

escaping to the surroundings or converting to thermal energy. Using unidimensional
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geometry, the 1D celi is divided such that each part represents one state of the system
and has a mean probability that the excitation occurs in that state. The rewards that are

calculated are the mean reabsorption and escape probabilities.

2.5.2 Economics and Finance

A discussion of the general application of stochastic processes to insurance and finance
is done by Rolski, et al. [78]. Thomas, et al. [87] uses Markov chains to calculate term
structure and credit risk spreads of bond prices. One stochastic process uses interest
rates and bond prices for states, another has the bonds credit ratings for states, and a
third describes the state of the economy, which affects the behavior of the first two. The

measurements of interest are the prices of the bonds.

2.5.3 Social Sciences

Kemeny and Snell [54] provide a general treatise on mathematical models in the area
of the social sciences. One specific application of Markov chains is the modeling of
intragenerational social mobility [68]. The states of the Markov chain correspond to oc-
cupational or social status, the probability transitions are then defined on the movement
between these states. In order to maintain the Markov chain requirement that the transi-
tion probabilities remain stable, against the realistic probability that the longer a person
remains in the same status, the more likely they are to continue to remain there, the state
is redefined as a “status-duration” pair so that the state of the system changes whenever
either value changes. The goal of this study is to find a Markov chain that fits given data
of the progression through the states. More recent work [4] uses just the transition matrix

to explore social mobility and migrations.
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2.5.4 Music

Verbeurgt, et al. [89] use a Markov chain to compose music. The authors studied existing
musical works to find patterns in the music phases, as defined by time, pitch, and dura-
tion. The patterns become the states of the Markov chain, with the transition probabilities
also defined from the existing music, specifically in terms of what patterns can follow each
other. The goal of this study is not to gain an average pattern, but to determine if the path

traveled through the state of the Markov chain can define a new musical composition.

2.5.5 Biology

There are many applications of Markov chains to biological sciences. One such appli-
cation is the work by Nguyen, et al. [72], which uses a stochastic automata network to
describe the Markov chain of an intracellular calcium (Ca?*) channel release site. A sin-
gle channel can be described as a 2-state model, where the channel is either open or
closed, or as a 4-state model, where the Ca?* can be activated, de-activated, inactivated,
or de-inactivated, where the channel is open if Ca®* is activated, and closed in all other
states. This study is used to show the effect of the density of the channels in a release
site, which contains multiple channels, on the steady-state probability of being in the open
state, as well as the stochastic excitement of release site, which is the characterization of
the release site where as more channels are in the open state, there is greater probability

that more channels will become open.

2.5.6 Computer Science

One application, among many, of Markov chains to computer science is the study of

wireless sensor networks. For example, Chiasserini and Garetto [15] develop a Markov
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model to study the effect of a sleep state in a wireless sensor on the energy consumption
of the sensor, the throughput of data through the sensor, and the probability of being in
either a sleep state or an active state. The states of the Markov chain are defined by
whether the sensor is asleep or active, with the active state being further defined by what
actions can be done and the amount of data in the buffer. A sensor can either transmit or

receive data only if there is another sensor that can also transmit or receive.

2.6 Modeling Tools

Many modeling formalisms that allow a modeler to work with Markov chains at a higher
level of abstraction have been developed and discussed in the last decades. Those
can be seen as almost canonical extensions of an original formalism that describes a
state transition system without regard to time and then adds transition rates to those
elements of the formalism that perform changes in the system’s state. Examples for such
endeavors include (generalized) stochastic Petri nets (GSPNSs) [66] as an extension of
Petri nets, Markovian process algebras like PEPA [48] and process algebras like Milner's
calculus of communicating systems (CCS) [70], pi calculus and stochastic pi calculus
[76], and state charts and stocharts [50]. This section continues with more details of a

few of the modeling tools currently available.

2.6.1 GreatSPN

GreatSPN [18] was developed to model, validate, and evaluate the performance of gen-
eralized stochastic Petri nets (GSPNs) with coloring. The evaluation can be done either
through discrete event simulation or numerical analysis of the underlying Markov chain. it
uses Stochastic Well-Formed nets (SWNs) as the high-level formalism for more efficient

algorithms.
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2.6.2 PRISM

PRISM [56] is a tool that can be used for probabilistic model checking. The models are in-
put in a probabilistic variant of Reactive Modules [1], which is a model for concurrent sys-
tems. PRISM then constructs the related stochastic processes as either DTMCs, CTMCs,
and Markov decision processes (MDPs), where MDPs allow for non-deterministic behav-
ior. The underlying data structures used by PRISM are symbolic. The models are ana-
lyzed using probabilistic extensions of the temporal logic Computation Tree Logic (PCTL),

which models time through a tree-like structure with an undefined future.

2.6.3 SMART

SMART [20] - Symbolic Model checking Analyzer for Reliability and Timing - integrates
multiple modeling formalisms, as well as logical analysis. It uses both explicit and sym-
bolic data structures to generate the state space. SMART also offers symbolic CTL model
checking. Models can be solved by either numerical analysis or discrete-event simulation

of the Markov chain.

2.6.4 Mobius

The M0obius [28] modeling tool was developed to integrate several modeling formalisms,
as well as multiple solvers. It can support SANs, PEPAs, SPNs, Markov processes and
queueing networks, and allows a model to be composed of all the different types. Sub-
models can be composed into larger models, with the ability to share data between sub-

models. It offers both discrete-event simulation and numerical analysis.
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2.6.5 Summary

All of these tools are useful and do well with the specific purpose for which they were
designed. They also all have limitations in the modeling that can be done. Mdbius was
chosen for this research because it includes many of the formalisms other tools include.
Thus it is a good, general application to work in, as well as having a broad application

community using it, both in the academic arena and in the business world.



Chapter 3

Spatial Models

A spatial model is one where the layout of the components is part of the model informa-
tion. That is, the concept of the location of components or distance between components
is an important aspect. For instance, in computer networking, the spatial aspect of the
system is the number of “hops” which a data packet takes in order to reach its destination.
The more hops involved, the more chances there are for the data to be lost, which trans-
lates to a greater drop probability. Sometimes, this spatial aspect is the actual physical
distance between objects. For instance, in cellular biology, the status of neighboring cells

influence each other’'s behavior, with a decreasing effect the farther apart two cells are.

The interest in the spatial model is the ability to describe interesting real systems.
In the computer network, a data packet that must travel through » hops will have the
same drop probability regardless of which specific n intermediary devices are used to
make those hops, if all devices are assumed the same. Likewise, the amount of influence
between any two cells, of the same type, that are the same distance apart, will be equal.
In what follows, we define what it means to be a spatial model and different ways that the
spatial aspect can be included. We also specify what characteristics we are interested

in for this research. We conclude with an example model to show how it belongs in the

36
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category of spatial model. This model will be used in a later chapter to illustrate the

benefits of our research.

3.1 Definitions

For consistency, to define a spatial model we use the notation of [74] and begin with the
definition of a model. A modelis a mathematical construct used to represent the function-
ality of system through a set of state descriptions (variables), allowed transitions (events),
transition rates (transition function), an event function to note which transitions can occur
in a state and a transition function to note which new states the allowed transitions lead

to. Specifically,

Definition 3.1 A model is a five-tuple (S,E ,c,\,7) where

S: set of state variables {s1,S2,...,8,} With mapping .. for values of each
state variable. Let M = {ulu : S — N} be the set of all such mappings where

u(s) is the value of the state variable.

E: set of events {e;,ea,...,en} that may occur.

o ¢! event enabling function WithE x A — {0,1}, whereVe € E, € M,e(e, i) =

1 if event e can occur in state . and 0 otherwise.

e A transition rate function With E x M — (0,00), whereVe € E,u € M s.t.

e(e,u) = 1, e occurs in state p with rate (e, u1).

e 7! state transition functionWithExM — M, whereVec E,u e M, m(e, u;) =

15, the new state reached when e occurs in state p;.
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Table 3.1: Function values for the simple two-state dependability model A.

E | Mo 1
r| 1 0
f1to 1

Definition 3.1 describes a state transition system where a transition from a state u; to
;. due to some event e and subject to an existing condition e(e, ;) = 1, observes a
transition rate of A(e, u;), with p; determined by 7(e, i;). If the transition rate function
is defined for a model using transition probabilities, then this constitutes a DTMC with a
|M| x | M| transition probability matrix where p;; = A(e, ;) if e(e, pi) = 1 and (e, p;) = p;,
and O otherwise. If A is defined as an exponentially distributed random delay, then this

constitutes a CTMC with an |M| x |M| generator matrix @ defined by

Q= D  AMem)

e€E(i.f),i#]
where E(i,j) = {e € Ele(e, i) = 1,7(e, 1) = pj} and Qy; = ”‘ZQU'
i#)
For illustrative purposes, we consider a two-state dependability model A with a single
state variable, S = {a}, and two states, M = {uo, 11}, that indicate if the system is up
(#1(a) = 1) or down (uo(a) = 0). There are two events, failure f and repair r, hence

E = {f,r}. The function values are listed in Table 3.1. The generator matrix is

= [~
o= (@ )
We will use this model as a building block to compose a larger model in what follows.

We can consider building a larger model by composing instances of submodels through
sharing state variables. A composed model will contain the instances of the submodels,

as well as the connection sets of state variables shared between the instances. The
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composed model has a state variable set that is the union of the state variables .S; of all
instances with the connection sets merging the state variables that are shared between

instances.

Definition 3.2 A composed model is a four-tuple (£,1,x,C) where

2 set of models

I: set of instances {I},---,I,,} of models in %
Each instance I; is a complete and independent copy of a model, except as defined

in the connection set.

e k! instance type functionwithl — X

C: set of connections

Each connection c, € C is a set of subsets of shared variables such that only one
shared variable from a particular instance is in any one subset. uc is the mapping of
the shared variable s;, € Sy; of instance I; to exactly one connection setc,. Shared
variables then map to the same connection set; that is, if uc(siz) = pc(sjy) = ¢
for some a, then the =" variable of instance I; is shared with the y** variable of

instance I;.

Enabling, rate and state transition functions of any evente; of instance I, € I carry overin
that e (e;, i) = €i(es, u(1;)), Mei, ) = Ai(es, p(Lh)), and t(e;, p) = (p — ;) Uniles, n(1s))

where u(1;) is the projection of i to S; and «;(), X;(), 7:() are functions of instance 1.

The composed model divides the state variable set of each instance into two groups:
those variables that are shared with other instances and those that are not. Subsets
of the state variable set are called state variable fragments, and the subset of variables

that are not shared will be referred to as the private state variable fragment. If all state
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variables are shared, this subset will be empty. The public state variable fragment for
instance I;, denoted as Sy, then contains the state variables that are shared. Variables
that are shared across several instances actually represent only a single variable and
need to be merged; each connection ¢, describes a set of variables that need to be

merged and the set of connections partitions the set of all shared variables, { J Sy; = Sy.

We consider a second model B with variables S = {bo,b;,b2} and states M =
{uo, ..., p7}. As for A, there are events for failure and repair, E = {f,r}. Variables b;
and b, are used as input-only variables. Table 3.2 lists the variable settings for individual
states and functions ¢(), A() and 7() that are defined and non-zero. We create a com-
posed model ABA that consists of instances I = {4;, A2, B1} of models in = {4, B},
type function «(A;) = k(A2) = A,k(B1) = B, and connections C = {c;,c2}. where ¢;
merges variable A;.a (variable a of instance A;) with variable B;.b; (b; of B;) and ¢,
merges variable Aj.a (a of Ay) with variable B.by (b2 of By). Since instances of A share
all their variables with B and B does not modify them, the set of states for the composed

model coincides with that of B. This results in an 8 x 8 generator matrix

* aq (874} 0 ,31 0 0

(4} * 0 [8 1)) 0 ﬁl 0

a1 0 * (81} 0 0 61 0

Q _ 0 (63 (63} * 0 0 0 ﬁl
— | B 0 0 0 * ay o 0

0 9202 0 0 a; =* 0 o

0 0 @i 0 ar 0 *x

0 0 0 B 0 a o =*

where * denotes negative row sums of off-diagonal entries.
We now have a composed model of any type. We want to have a composed spatial

model that includes the spatial aspect. To define a spatial model, we expand Definition

3.2 as follows:

Definition 3.3 A composed spatial model is a five-tuple (£,1,x,P,C) where (£,1,x,C) are

the same as for a composed model (Definition 3.2) and:
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Table 3.2: State and function values for the simple dependability model B.

M b[) b] bz 6(7‘, ) /\(7", ) T('f‘, )
o | 0 0 O 1 A1 Ha
w00 1 1 51 s
w210 1 0 1 B 6
3 |01 1 1 51 7
e(f,) Alf,) T(f)
pa |1 0 O 1 B2 Ho
pus |10 1 1 2082 11
g |11 0 1 9152 12
prz |11 1 1 B2 13

o P:set of instance positions
Each p(I;) € P defines the location of instance I; as a point in the Euclidean space

R™.

The state mapping 1.(1;) is extended to include p(1;) to allow the position to be part of the

state space.

With this definition, we have all of the components of a general composed model, but
we add the additional spatial aspect of the instances having a position in a space. The
simplest way to express this position would be using the Cartesian coordinate system and
giving an (z, y) pair for each instance, but it is simple to allow N-dimensional placement.
We chose to use Euclidean space as the most likely coordinate systems to be used with
real-world systems, but it may be possible to use other variants. The position of the
model instances is included in the state space to allow for modeling of systems that have
movement. If the model instances are immobile, then this part of the state label is fixed,
but is still accessible to the instances for any transitions that depend on calculating the
distance between specific instances. If the models are mobile, then the part of the state
label with the position can be updated as models move. Since the position is added
with the composition, an instance does not have to control its location, but since the

position becomes part of its state, it is possible that the instance can use and/or change
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this information. Also, since it is part of the full model state space, the position can be
used and/or changed by any instance in the system. Adding the position to the state will
increase the size of the state space, but lumping may still apply depending on the type
of movement allowed, e.g., random versus regulated movement, and on the amount of
movement allowed. The characterization of the spatial aspect in terms of the ability of

the position to change is discussed further is Section 3.2.

To make the ABA model into a spatial model, submodel A, is placed at the point
(z1.y1) on the Cartesian plane, submodel A, is placed at the point (z2, y2), and submodel
B is placed at the point (z3,y3). Thenthe set P = {(x1,y1), (z2,y2), (x3,y3)}. The values
of the positions could be factored into the values of ag, a1, 81, B2, 91, Or g2 as they fit the

purpose of the model.

3.1.1 Commutable Variables

For models where state variables encode input variables, we observed cases where state
variables can exchange values with no effect on the dynamic behavior of the model. We
denote this formally by saying that two variables commute if they enable the same events,

they have the same effect on transition rates, and they cause the same state transitions.

Definition 3.4 Two state variables s, and s, commute if for all u €¢ M ande € E the

following holds:

1. e(e, u) = (e, 1)
2. Me, ) = Ae, i)

Py

3. (e, u) = ' and r(e, i) = i (i.e., 7(e, i) = 7(e, )
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p(sg) ifi=1
where fi(si) = ¢ pu(s)) ifi=2
((si) otherwise

and analogously for ﬁ’. T is the partition of Sy that is induced by the relation commute.

Obviously, s; can commute with itself, so commuting is reflexive. Similarly, we can say
that the statement s; commutes with s; is the same statement as s; commutes with
s1, SO commuting is symmetric. It is also clear that if s; and s, commute, and s, and
s3 commute, then s; and s3 must also be commutable; thus commuting is transitive.
Therefore, commutation is an equivalence relation. This yields a partition of the state
variables into equivalence classes which induce a partition of Sy into disjoint sets, which
we denote by 7. We will make use of this partition with respect to those variables that

are shared with other models.

Conditions for state variables to commute appear to be very restrictive. However,
for certain types of variables this property is natural. Shared state variables can either
be used as input-only (the model does not change the values of the variables itself) or
not. For input-only shared state variables, the last condition in Definition 3.4 is simple to
fulfill. If two state variables commute and are not input-only, then the model must change
them in the same manner, as well as use them in the same manner, which makes them
redundant. Thus, if two state variables commute, we expect to see that they are mainly
used in the model as input-only. For the second condition (and similarly for the first),
consider a model where the transition rate A(e, ) for some event e is dependent on
the values of s; and sy by a commutative function (e.g. p(s1) + u(s2) or u(s1) * pu(s2)).
The increase (or decrease) in this rate is the same if either variable is increased (or

decreased). So there are cases where state variables are present that commute.

Now, we can partition the set of all shared variables, | Sv; = Sy, in one of two ways:

namely with respect to sharing (as stated earlier) and with respect to commuting. T;
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denotes the partition of Sy ; into subsets of variables that commute. Each instance par-
titions its own variables, however all instances of the same submodel do so in the same
way. This means we have a composed spatial model that includes both the commutable
variables and the spatial aspect. It is also important to note that spatial models do not
have to have commutable variables, but if there is some regularity to the layout, it is highly

likely there they will be present in the model.

In model A, there are no commutable variables because there is only one state vari-
able. In model B, variables b; and by commute if g; = go. For states uo, u3, p4, and pr,
this is immediate since exchanging values of b; and b; yields the same state again, i.e.,
wo = po. For state y;, we have 7 = uo and T(;,\u/l) = 7(r, ue) and vice versa for us. For

state us, we have s = pg and 7(r, us) = 7(r, 1) and vice versa for ug. Conditions for €()

and X() are straightforward to check. We see that rates only match if g; = go.

3.2 Characteristics

The characteristics that spatial models share include having individual components that
interact in some way, with the strength of that interaction possibly dependent on the dis-
tance between individuals. This spatial aspect is such that if multiple pairs are the same
distance apart, the strength of the interaction is the same for all pairs. The additional
requirement is that the different pairs be of the same type, since different types are not

guaranteed to have the same interactions.

3.2.1 Location

in order to define the distance between submodels, we need to first describe the iocation

of the models. There are several ways this can be done.
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Coordinates

A traditional method to describe a model’s location is by using the coordinate system
in n dimensions. In this case, two models have the locations p = (p1,p2,...,pr) and
q = (q1,92,...,49n) and the distance between that can be calculated by the distance

formula

This value can then be used to define a stronger interaction with a smaller value, giving
an inverse relation between the distance and interaction, although it is possible to also
use this distance as proportional relation. This type of location can be used in a calcium
channel model where the closer an open channel is the more influence it has on the
probability another channel will also open. In the AB A model, if the distance between B
and A, is given as the value for g; and the distance between B, and A; is given as the
value for g2, then clearly the state variables b; and b, commute only if B; is equidistant

from both A; and As.

Proximity

Another method to describe a model's location is by it's proximity to another model or
reference point. This can be evaluated as a model is "close enough” for there to be an
interaction and the distance is 1 or as "too far” and the distance is 0. This allows for the
interaction to either occur or not, without a value on the strength of the interaction. For
instance, in a sensor network, two sensors only need to be within range of each other, or
close enough, to be able to share data. We can use this type of location to specify g; = 1
if model A4, is close enough to B; and likewise for go and A,. Again, this will enforce the

commutability of the state variables only if they are both in proximity (or both not).
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Region

Another method to describe a model’s location is by what region or area it is found in.
This is an expansion on the proximity method where we can have more than two values
for the distance between models. If two models are in the same region, the distance
can be evaluated as 1 and the interaction allowed to occur at normal strength. If the
models are not in the same region, then the strength of the interaction can be dependent
on the number of regions that separate the two models. This type of location could be
used in a social model where one person only has influence on it's direct connection, or
those within its region. The second degree connections would be in a separate region
where the influence could be felt, but not as strongly for the first degree connections.
This method can be used with our example dependability model by defining the value of
g; 1o be the number of regions between A; and B; and the commuting variables are still

present if both A; and A, are the same number of regions away from B .

Cluster

Sometimes it is not just whether two models are in the same region, but also how many
other models are in the same region. We then have a cluster of models and the strength
of the interaction is dependent on how many models are in the cluster, or the density
of the cluster. In a sensor network, if there are redundant sensors, then the status of
a sensor being awake or asleep, would be dependent on how many other sensors in
the cluster are also awake in order to guarantee that a specified number of sensors are
working. Since the ABA model only contains 3 models, the cluster use for location would

not be a good fit.
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3.2.2 Mobility

Along with determining the location of models, the spatial aspect can also define if and

when that location can change.

Static

Having a spatial aspect in a model does not mean that it can move. In this case, we have
a fixed position set and static mobility. This is frequently the case when the model is a
fixture that is anchored in place, such as with a sensor network where sensors are built

into a building or other structure. Formally, we define a static system as follows:

Definition 3.5 A static system is a spatial model where the set P is fixed. That is, no
movement of submodels is allowed over the lifetime of the system and the initial position

of each submodel never changes.

Other spatial models besides a sensor network can have the same property — in the
calcium channel model, the cell locations also never change. With this type of model,
the same symmetries are always present throughout the lifetime of the system. Also, the
position information can still be used to influence the behavior of the model even though

the effect doesn't change over time. However, a spatial model is not required to be static.

Dynamic

There are situations where the position can change and the model has dynamic mo-
bility. It may be that a model can move itself away from or closer to another model or
reference point. A sensor network that has a mobile data collection process could have

a master sensor moving into different regions to collect data from the sensors located
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there. In this case, the master sensor would control its own movement and the fixed
sensors would just need to know when it was in the region. It can also be that a process
outside the model controls its movement, such as in a disease propagation model where
the individuals models are made to move away from infected models to stop the spread
of the disease. When there is mobility, there must also be rules for what movement is
allowed. In some cases, it may be that there is discrete set of places that a model can
be located, or it may be that the location of a model is unlimited inside the scope of the

system. Formally, we define a mobile system as follows:

Definition 3.6 A mobile system is a spatial model where the set P changes during the

lifetime of the system.

There is no limitation on how often the position set can change. That is, the mobility
property is not defined by a clock or counter. A system that has rare or minimal movement
is considered mobile, as is one that contains submodels that change position with every
state change. There is also no requirement on the type of movement that can occur. To

consider this requirement, we further define a mobile system by two properties.

Definition 3.7 A mobile system has discrete mobility if the set of possible locations for

submodels is a discrete set.

In this case, the allowed movements of the submodels is limited to distinct locations, but
this discrete set can still be infinite. An example of a system with discrete mobility is
the hospital disease propagation model (introduced in Section 9.1) where patients are
moved to different beds to contain the spread of disease. In this case, the discrete set
of submodel (patient) locations are the fixed beds. The opposite property of discrete

mobility is as follows:

Definition 3.8 A mobile system has continuous mobility if there are no limitations, be-

yond staying within a specified range, to where a submodel can move.
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in this case, submodels have the freedom to move to any location within the confines
of the system. An example of a system with continuous mobility would a social network

where people (submodels) are unrestricted in where they can be located and relocated.

3.2.3 Interaction

The spatial aspect of a model can cause changes in the system behavior in one of two

ways, internally or externally.

Internal Change

If the interaction between models causes an internal change, this means that a model
uses the information of the location of other models to change only its own behavior. For
instance, in calcium channel signaling, the probability of a channel opening increases
as more of the surrounding channels open, but no channel directly makes a behavior

change occur in another channel.

External Change

The spatial aspect can also be used in a model to cause change external to a model.
For instance, in the sensor network, if the master sensor comes within the region, this

interaction can force the fixed sensors to start to transmit data.

3.2.4 System Uniformity

In general, |Z| = k, for some k € Z, so that the composed model is heterogeneous.

Some systems may have k£ = n, where n is the number of submodels (or instances)
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in the composed model. With all submodels different, there is likely to be little or no
symmetries present in the model. It is also possible to have a system where k£ = 1,
so that the composed model is homogeneous, giving rise to more symmetries. Many
systems will be somewhere between these two cases, having several instances of each
submodel type. For example, a router network could have a router that is connected
to several processors, which may themselves be separated into smaller components.
While Definitions 3.7 and 3.8 of a mobile system are distinct in a homogenous system,
meaning all submodels have all or no mobility of either a discrete or continuous nature, a

heterogenous system can have a combination as follows:

Definition 3.9 A spatial model is partially mobile if there is a sub-system that is mobile

while the remainder of the system is static.

Of course, a partially mobile system can have either discrete or continuous mobility. An
example of a partially continuous mobile system is a sensor network that has a sink node
that travels around the static nodes to collect the data, rather than having the static nodes
pass the data to a static sink node [63]. A partially discrete mobile system could be a
sensor network where the sink node moves between a few set locations to do its data

collection.

3.3 Examples

Using the preceding definitions and characteristics, we illustrate these concepts with one
type of system, the calcium signaling model, that fits our criteria of spatial models. This
model is introduced here to illustrate these definitions, but a model study is done in Chap-
ter 7. Two other model types, wireless sensor networks and disease propagation, are

introduced along with their model study in Chapters 8 and 9, respectively.
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3.3.1 Calcium Model Example

The behavior of calcium (Ca?") signaling complexes is a large field of study in the bio-
logical sciences. Ca’* affects many aspects of the body on an intracellular level. While
biological experimentalists study the actual cells, theorists use mathematical models to
explore the behavior of this mechanism, with the goal of having a model that produces be-
havior similar to what is seen by the experimentalists. One model presented by De Young
and Keizer [27] uses a 24-state model for the single channel and has generated signifi-

cant follow-up research.

Cell signal transduction is often mediated by molecular assemblies composed of mul-
tiple interacting transmembrane receptors; systems biologists investigate the rules that
govern the emergent behavior of these signaling complexes [40, 55]. Examples for such
problems include coliform bacteria where the high sensitivity of lattices of plasma mem-
brane proteins to chemoattractants is due to allosteric protein-protein interactions which
leads to conformational spread through the receptor array [9, 34, 35]. Signaling com-
plexes are not restricted to the plasma membrane, but are also found on mitochondrial
and nuclear membranes and on the endoplasmic or sarcoplasmic reticulum [6, 19, 7].
Clusters of 5-50 inositol (1,4,5)-trisphosphate receptors (IP3Rs) on both the cortical en-
doplasmic reticulum [90, 86] and outer nuclear membrane [64] of immature Xenopus lae-
vis oocytes exhibit coordinated gating that gives rise to spatially localized Ca?* elevations
known as "Ca?* puffs.” During cardiac excitation-contraction coupling, plasma membrane
depolarization leads to Ca?* influx via L-type Ca?* channels that triggers "Ca®* sparks”,
i.e., the release of sarcoplasmic reticulum Ca?* from two-dimensional arrays of ryanodine

receptors.

For this example, we consider clusters of Ca®*-regulated channels whose stochas-
tic gating depends on Ca?*. The local Ca®* concentration ([Ca®*]) experienced by a

particular channel depends on its own state (open or closed) and the state of other chan-
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nels (to varying degrees dependent on the distance), that is, open channels increase
the Ca%* concentration experienced by neighboring channels. Model Ca®* release sites
often consist of muiltiple single channel models in a hypothetical spatial arrangement.
Figure 3.1(a) shows two representative Ca®" release site models with 10 randomly posi-
tioned channels. Figure 3.1(b) displays the change in the number of open channels as
time progresses. Figure 3.1c shows the probability distribution of the number of open
channels at each model Ca%* release site. The individual channels can be modeled as
the De Young-Keizer model, or as something much simpler with only 2, 3, or 4 states in

the channel.
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Figure 3.1: From [30]: a) Local [Ca®"] near 3 x 3um ER membrane with 10 Ca®**-regulated
Ca®* channels modeled as 0.05 pA point sources with positions randomly chosen from a uniform
distribution on a disc radius of 2 um. Buffered Ca®" diffusion is modeled as in [72]. Top and
bottom show two different possible channel positions. b) Top: Stochastic dynamics of the number
of open channels at the release site (No) that does not include puffs/sparks. Bottom: Stochastic
Ca®* excitability reminiscent of Ca®* puffs/sparks. c¢) Probability distribution of the number of
open channels leading to a puff/spark Score of 0.19 for the top and 0.39 for the bottom.

Because the spatial arrangement of intracellular channels is often unknown and not
necessarily regular, simplifying modeling assumptions may be made. One common mod-

eling assumption is that each channel experiences a local [Ca?*] that depends only on
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the number of open channels (i.e., mean-field coupling). For a more detailed model that
takes location of channels on the endoplasmic reticulum membrane into account, one
needs to specify those locations, the pair-wise distances between channels, and the in-
fluence of inter-channel communication via elevated Ca®* concentration. DeRemigio,
Groff, and Smith [29] showed that the spatial arrangement can have an impact on the
stochastic activity of Ca* release site models. One option for the arrangement of the

release site is a hexagonal lattice, or honeycomb, another is a rectangular grid.

Single channel techniques such as patch clamp and planar lipid bilayer recording
reveal the stochastic gating of voltage- and ligand-gated ion channels in biological mem-
branes. There is a long history of modeling the stochastic gating of single channels using
CTMCs. These models vary in their complexity - from aggregated, abstract ones with
only two physicochemically distinct states to very detailed ones with hundreds of states
[23]. Several recent publications [72, 42] present CTMC models of Ca%* release sites

composed of instantaneously coupled intracellular Ca** channels.

Spatial Characteristics

These models are of interest to our research because they are composed of identical
units (the Ca?* channel) that interact to form a full system (the release site). Specifically,
the behavior of each channel changes with the change in state of the channels around it.
Furthermore, this effect diminishes as the channels get farther apart. Finally, there are
multiple symmetries present in the system, beginning with the identical channels (state-
level) and expanding into the allowable assumption of regular layouts of the release site
(model-level). To further illustrate calcium channel models as spatial models, we use
Definitions 3.1 and 3.3 and a simple 2-state channel in a release site with N = 6 channels

on a hexagonal unit grid. This gives us the following:
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Definition 3.10 A caicium release site with six 2-state channels on a hexagonal unit grid

is defined by:

(A) a calcium channel model (S,E,e,A,7) as in Definition 3.1 where

e S = {s0,81,...,8n} = for N = 6, sp is the channel’s own state, s; for1 < i <
N — 1 is the state of the other channels in the release site (or instances in
the composed model), and sy is the total number of channels in the open
state — with M = {uoj,uc;}, for1 < j < 2%, to indicate if the channel
is open (10;(s0) = 1) or closed (icj(so) = 0). Similarly for s; and chan-
nel i, y05c;5(s:) = 1 if the channel i is open and is O otherwise. Then
B{ojciy(sN) = 32, i iojciy(si). For example, if the channel is the only one

open, the state mapping is po1 = (1,0,0,0,0,0,1).

E = {ec,eo} where ec is the channel closing and eo is the channel opening.

e(ec, poj) =1, e(eo, uc;) = 1 and all others are 0.

Aec, poj) = B and Meo, ucj) = a+d(s1) * poj(s1) + d(s2) * pej(s2) + d(s3) *
pei(s3) + d(sq) * pej(sa) + d(ss) * ucj(ss), for some o, B € R and d(s;) is a

function of the distance from this channel to channel .

7(ec, poj) = nc; and v(eo, pucj) = pHoj
(B) and the release site (,1,x,P,C) as in Definition 3.3 where

e ¥ = {channel}, where channel is a channel model as defined in (A)

e I = {channel;},1<i<6

#(channel;) = channel
P = {(-1.0),(—3, -2‘@), (3, -‘éj), (1,0), (3. —@), (-3 —@)}, a set of Cartesian

coordinates.

C = {{SNi}a {801a51278237 ceey 356}3 {3513 8055 Slgy -y 545}) ey {51155227 83540+ »SO(,'}}
where the first set is the shared variable for the number of open channels, and

the following six sets are the shared variables for the state of each channel.
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For example, {s¢,,s1,,52;,--., 55} IS the shared variable for the state of the

first channel.

In this definition, we have Sy = {s;, sy} so that all channels in the release site can get
the state of all other channels, and T = {{s1,s5}, {s2.54},{s3}, {sn}} because s; and s;
(as well as s, and s,) are commutable variables by Definition 3.4 because d(s;) = d(ss)

and d(s3) = d(s4) by the placement on a hexagonal lattice.

3.4 Conclusion

In this chapter we presented our definitions and characteristics related to spatial models.
We use these definitions to implement a new composer interface, as outlined in Chapter
5, into the M&bius modeling formalism, as discussed in Chapter 6. The model described
here is used in an experimentation study to illustrate the applicability of these concepts

in Chapter 7.



Chapter 4

Symmetry and Lumpability

Symmetry is the concept of having conformity of size, shape and relative position on
opposite sides of some dividing line. For example, the human body is considered gener-
ally symmetric over a vertical line with the two sides of the body having nearly matching
shape, size and positioning of eyes, ears, arms and legs. If an object can be transformed
over this dividing line and become a new object that is visually indistinguishable, we can
call this reflection symmetry because the two objects are “reflections” of each other. The
dividing line is referred to as the line of symmetry. An object may have multiple lines of
symmetry; consider a rectangle that can be reflected over both a vertical and a horizontal
line. Now, consider a Ferris wheel. if all the cars were the same color, as the wheel spins
around, or rotates, the Ferris wheel as a whole would present the same visual picture
at certain intervals. This is considered rotational symmetry because the object looks the
same after some amount of rotation. Again, we can have multiple rotational symmetries;
in the case of the Ferris wheel, for every new car that stops at the bottom, we would have
a new rotational symmetry. In addition, some objects, like the rectangle and the Ferris
wheel, have both reflection and rotational symmetry, since both transformations produce

an equivalent object.

In this chapter, we begin with some basic definitions of the terminology relevant to the

56
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problem of symmetry detection in a graph, followed by a brief discussion of some of the
related work. We then present our work on finding the symmetries that cannot be found

through the methods of Obal, McQuinn, and Sanders [74].

4.1 Definitions

To define the symmetry of a graph G = {V, E'}, where V is the set of vertices (or nodes)
and E is the set of edges, we first must define a permutation and an automorphism.
Informally, a permutation of a graph is a swapping of the placements of the vertices. That
is, if vertex a is connected to vertices b and ¢, while vertex b is connected to a and d (see
Figure 4.1(a)). then one possible permutation is to switch vertices a and b (see Figure

4.1(b)). Formally,

Definition 4.1 A permutation v transforms the graph G = {V,E} into the graph G7 =

{V7,E"} as follows:

e Vv eV,~(v) =1, forsomev e VY

e Yu,up € V, such that vy # v, y(v1) # v(ve)

o Ve = (vy,v2) € E, y(e) = (v(v1),v(v2)) € E”

We can have a group of permutations as follows:

Definition 4.2 A permutation group G is the set of all permutations.

This set can be shown to be a group. Since the original graph is a permutation, the

identity permutation is in the group. The group operation is function composition. That is
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(b) (d) (C) (©
e

Figure 4.1: (a) A simple graph with V' = {a,b,¢,d} and E = {ab, ac, bd}. (b) A permutation of (a)
with V = {b,a,¢,d} and E = {ba,bc,ad}. (c) An automorphism of (a) with V = {b,a,d,c} and
E = {ba,bd, ac}.

vove = 11(y2) = 3 € G. Finally, since the inverse of a permutation is also a permutation,

the permutation group contains the inverses of its elements.

From this definition for a permutation of the graph, we can define an automorphism of

the graph G as follows:

Definition 4.3 An automorphism v of the graph G = {V, E'} is a permutation of the graph

such that the following is true:

e Ve = (v1,v2) € E, v(e) = (y(v1),v(v2)) € EY

An automorphism of the simple graph in Figure 4.1(a) is shown in Figure 4.1(c). Note
that Figure 4.1(b) is not an automorphism since this permutation does not produce the

same edge set E. We can now define the group of automorphisms as:

Definition 4.4 The automorphism group, I, is the set of all automorphisms ~ such that

G"=G.

As with the permutation group, the automorphism group can also be shown to be a group.

The original graph is an automorphism, so the identity is in the group. The inverse of an
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automorphism is itself an automorphism, so the inverse is in the group. And the com-
position of two automorphisms will produce an automorphism so the group operation is
composition. Another way to define the automorphism group is the set of all permuta-
tions such that they have the same incidence matrix, which is the (0 — 1)-matrix of size
[V| x |E| where the entry (v,e) = 1 if and only if e = (v, v}) for some vertex v, as the
original graph. The orbit of a vertex v is the set of all vertices v; such that v7 = v, for
some v € I'. The automorphism group can be used to define the set of permutations in

[ that map a vertex to itself as follows:

Definition 4.5 The stabilizer of a vertexv € V is the setT", = {y € T'|y(v) = v}. Further-

more, Ty, is a subgroup of I';,, which also fixes vs.

The stabilizer of a vertex is extended to all vertices as follows:

Definition 4.6 The stabilizer chain is a decreasing sequence of subgroupsT 2 T'y, 2

Fvlvz 22 Fvlvz--vuk =1,

Note that I is the set of all instances of a composed model as defined in Definition 3.2.

We now formally define the symmetry of the graph G as follows:

Definition 4.7 A rotational symmetry is an automorphism of the graph G such that:

o ify(v;) = viyqo for somei > 0 andx > 2, thenVj # ¢, v(vj) = vjia

and the fixed points set of v (i.e., those points that do not transform) is either empty or

reduces to a single vertex. The order of the symmetry is x.

Definition 4.8 A reflection symmetry is an automorphism of the graph G such that the
automorphism is its own inverse and that the subgraph of G induced by the fixed points

set of v is embedded on a fine.
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Note that an even rotational symmetry also defines a reflection symmetry, but an odd one

may not.

4.2 Finding Automorphisms

Frayssiex [26] presents an heuristic for finding the automorphism in a graph. He begins
by defining the semi-distance between two vertices, v; and v;, with the neighbors of v;
defined as the set:

N; = {vx € V|(vs,vr) € E} U{v;}.

Then the semi-distance d is defined by:

|Ni N Nj|

A (v, v;) =1~ 2. b 0L
(v, 7) RAEARA

This will produce a semi-distance of O for two adjacent vertices with the same neighbors,
and 1 for two non-adjacent vertices with no common neighbors. The heuristic then uses
the matrix W formed by all the semi-distances in the graph and calculates the eigenvalues
of W. The eigenvalues, as all distinct, or having a specific multiplicity, can then identify
the graph as possibly having a specific symmetry. Fraysseix concludes that this heuristic

will sometimes fail (e.g. complete bipartite graphs) and has a complexity of O(n?).

Building from Frayssiex's heuristic are many algorithms and computational tools that
can find graph automorphisms, of which we mention two. The first such program, nauty
[69], computes the automorphism groups and the canonical labeling for a given graph.
The main theorem to find isomorphisms is, that given the set G(V) of all labelled simple

graphs with vertex set V, and a set Z(V') of ordered partitions of V:

Theorem 4.1 Let G1,Gy € C"(V), =€ E(V), and~ € S, (v is a permutation of V). Then

the canonical labels C(G,, Z) and C(G2, =) are equal if and only if there is a permutation
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§ € S, suchthatGy = GS and = = =°,

The proof of this theorem uses the definition of the canonical labeling, which is a map
of G(V) x 2(V) = G(V) such that there is a § € I’ where =7 = =% if C(G,=2") = C(G, =)

forany= € (V) and vy € S,,.

The algorithm used by the nauty tool to find the canonical labeling and automorphism
group of a graph G uses a depth-first search of a tree of equitably ordered partitions of
V; any two celis of a partition set have the same number of adjacent nodes in another

partition set. Thatis,

Definition 4.9 A partition=(V') is an equitable partition if for any&,, &2 € = andvy,va € &1,
we have d(vy,&2) = d(ve,&2), where d(v,€&) is the number of vertices in & which are

adjacent tov.

Furthermore, a partition =» is coarser than another partition =; (Z; < Z») if every cell
of Z; is contained in some cell of Z;. Alternatively, we can say that =, is a partition

refinement of Z,.

The root of the tree is an initial unit partition with all vertices in one cell £;. The partition
is used to signal which vertices can be mapped to each other, so the initial state is that all
vertices can be mapped to all others. Traversing down the tree "refines” the partition to
determine the maximal size of each cell in the partition. The child nodes refines the parent
node by finding the first cell ¢; with size greater than 1, and removing the first vertex of that
cell and placing it into its own cell. The leaves of the tree are the terminal partitions where
the size of alicellsis 1, i.e., all cells are trivial. Given the set X’ of all terminal partitions and
a fixed z € X, the automorphismgroup I' = {v|y = 27,y € &, GY = G*} A full search of
the tree is avoided by defining an indicator function A(G, Z, v), where v is a tree node with

v=1{£,&,....&} forsome 1 < k < |V, suchthat A(G?,Z7,v7) = A(G,E,v) forany v €
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. Thenfor z € X and a sequence of equitable partitions =; > Z, > .- > = = z, there
iS an associated sequence K(z) = (MG, Z1,11),A(G,Z3,19), ..., A(G,Ek,vt)) SO that
and z, are equivalent only if Az1) = ]\:(:1:2). This allows a comparison of two partitions,
so that a store of explicit automorphisms 1y can be maintained for automorphisms found
directly to which comparisons can be made to avoid duplicates. When the vectors of A(z)
are ordered lexicographically, the tree search can be done efficiently with the canonical
label of G be maz{G*|x € X,A(z) = A*} where A* = maz{A(z)|z € X}. An informal

presentation of the algorithm is given in Algorithm 4.1.

The second method for finding automorphisms we mention here is the one used in the
Mobius framework. Saucy [25] is a symmetry detection tool for conjunctive normal form
(CNF) formulas generated by election design automation. The authors use the same
basic search structure as nauty, but improve the performance of the partition refinement
procedure by exploiting the sparsity of the graphs. The speed-up gained using saucy

instead of nauty is approximately linear to the number of vertices in the graph.

4.3 Detecting Symmetries and Lumpability

In the preceding sections, we introduced the idea of using the automorphism of a graph
to find its symmetries. In this section, we define the basic aspects of the model, how to
get from the model specification to a graph where we can use the knowledge of automor-
phism groups to find symmetries, and present our research on finding more symmetries.

For consistency, we continue with the notation of Obal, et al.[74].

4.3.1 Models and their Composition

The base level model consists of the variables used to define the state of the model, the

events that can occur given specific values for the variables, and the new values that are
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Given a graph G, a tree node v = v¥) (it contains a partition with % cells so
lv| = k), the first terminal node found ¢ (with [s| = /), the best guess p so far for
C(G,Z) (with |p| =), let A = A(G, =, v).

() If (k >morA#AG,E,<M)yand (k>rorA< K(G,E,p("‘)))>, go to (B).

(2) If v is non-terminal, proceed to search its subtree.

3) If (k > morA # K(G,z,g)), go to (4).
If the permutation ~ taking ¢ onto v is an automorphism, go to (A).

(4) If (k, >rorA < A(G,Z,p) or (A =A(G,Z, p) and G(v) < G(p))), go to (B).
If (7\ > A(G,E, p) or (A = A(G, Z,p) and G(v) > G(p))), set p := v then go to (B).
If (7\ = A(G,E,p) and G(v) = G(p))), let v be the permutation taking p onto v and
go to (A).

(A) {At this stage an automorphism ~ as been found.}
(A1) Add (fix(vy).mcr(v)) to ¢ (if there is room) and set 8 := 6 v 6(~).
(A2) If (v ¢ mer(6)), return to v?) . Otherwise, return to v(?®),

(B) {Atthis stage the terminal node v is not known to be equivalent to an earlier
terminal node. }

(B1) If (hh < k), add (fix(Zp,).mcr(Zp,)) to ¢ (if there is room)
(B2) Return to 9, where i = min{hh — 1, maz{ht — 1, hzb}}.

Algorithm 4.1: An informal description of the nauty [69] algorithm. The functions and
variables used are explained in Table 4.1.
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Table 4.1: The functions and variables used in Algorithm 4.1.
fix(y) the set of all vertices in V which are fixed (in trivial cells) under ~
mcr(y) | the smaliest cell in v
6(~y) the partition whose cells are orbits of the fixed vertices under ~.

v the longest common successor of ¢ and v

v®) 1 the longest common ancestor of p and v.

hh the smallest value such that =, is equitable with respectto G
ht the smallest value for which all nodes descended from or equal

to <"t} have shown to be equivalent
hzb the maximum value such that A(G, Z, v(*#0)) = A(G, Z, p(h=))

assigned when an event occurs. The formal definitions of a model, composed model,

commutable variables, and composed spatial model are given in Section 3.1.

For illustrative purposes, we restate the two-state dependability model used to illus-
trate the definitions in Section 3.1. The model A has a single state variable, S = {a},
and two states, M = {uo, i1}, that indicate if the system is up (ui1(a) = 1) or down
(uo(a) = 0). There are two events, failure f and repair r, hence E = {f,r}. e(e,u) = 1 for
(e = f,u=p1)o0r (e =rpu= o) and O otherwise. For those pairs of events and states
(e, 1) where (e, u) = 1, we define A(f, i1) = aa, A(r, po) = ao, ag, @1 > 0, 7(f, 1) = po.
and 7(r,i0) = p1. We also consider a second model B with variables S = {bg, b1, b2}
and states M = {uo,...,u7}. Asfor A, there are events for failure and repair, E = {f,r}.
Variable b, and by are used as input-only variables. Table 4.2 (previously Table 3.2) lists
variable settings for individual states and functions (), A() and 7() that are defined and

non-zero.

The composed model consists of instances I = {4;, A2, B1} of modelsin = {4, B},
type function x(A;) = k(A2) = A,x(B1) = B, and connections C = {ci1,ca}, where ¢,
merges variable A;.a (variable a of instance A,) with variable By.b; (b; of By) and c;
merges variable As.a (a of Ag) with variable B,.bs (b of By). Since instances of A share

all their variables with B and B does not modify them, the set of states for the composed
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Table 4.2: State and function values for the simple dependability model B.

M | by by byl e(r,:) Mr,-) 7(r,)
po |0 0O O 1 b1 4
|00 1 1 B 5
p2 |0 1 0 1 B 7
w3 |01 1 1 B1 7
E(fv') A(f*) T(f?')
g i1 0 O 1 Ba 140
s |10 1 1 9252 K1
we |1 1 0 1 9152 M2
pr 11 1 1 B2 H3

model coincides with that of B. This results in an 8 x 8 generator matrix

* (8 7s) (8 7)] 0 ,31 0 0 0

[0 3] * 0 (8 74) 0 ﬂl 0 0

(s3] 0 * (&) 0 0 ,81 0

Q _ 0 1 (03} * 0 0 0 ﬁ]
- 62 0 0 0 * g  xQ 0

0 @b O 0 a1 * 0 o

0 0 ¢/ 0 a3 0 * ap

0 0 0 52 0 Q7 Oy *

where * denotes negative row sums of off-diagonal entries. We observe that the following
sets of states are lumpable {x1, u2} and {us, ue} if g1 = g2. So we can reduce the matrix
to a 6 x 6 matrix. We can even identify the reasons for this from the compositional
structure of the model: instances of A are equal and can switch roles for the instance
of B because functions 5(), Ag(). and () of B do not distinguish among the value
settings of b; and by, i.e., those variables commute for B. For this to take place, it is not
essential that A shares all variables with B (a situation we purposely selected to retain
a small set of states for illustration purposes). What is essential is that B contains a
symmetry with respect to its variables b; and b, that extends into the composed model

since those variables are shared with instances of the same model.

In [74], Obal et al. describe how to recognize lumpability for state sharing composed

models with the help of symmetries that are detected for an associated MCG. We closely
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follow their notation and concept. However, note that the preceding example is not in-
cluded in Obal's approach, since all shared variables of a model are considered distinct
and separate; the possibility of commutable variables is not taken into account. In the
following, we show how to extend the approach by Obal et al. to consider commutable
variables. This requires us to resolve two issues: 1) describe an MCG whose symme-
tries include those already covered by the approach of Obal et al. as well as additional
symmetries that are introduced by variables that commute, and 2) prove that the symme-
tries of that MCG imply an equivalence relation on states that can be used to define the

lumpability of the associated CTMC.

We define a model composition graph for a given composed model, which is an undi-
rected graph G = (V, W), whose symmetries will help us identify lumpable states in the
associated CTMC. The vertex set, V, has as elements the private state variable frag-
ments (represented by each instance I), the shared state variables, and the connection
nodes. A connection node ¢, represents a set of shared variables such that only one
shared variable from a particular instance is in the set. The edge set, W, must then
satisfy two rules: (1) every shared variable is connected to the private segment for that
instance, and (2) every shared variable is connected to exactly one connection node as

defined by uc. Formally, we have the following definition:

Definition 4.10 A model composition graph (MCG) is an undirected graph G = (V, W),
where V = ITU| JSViUC and W = {(v,w)|(v,w) € (1UC) x | JSVi}.
el 1134
The MCG for our illustrative composed model is shown in Figure 4.2. The MCG
contains 3 instance nodes labeled with A;, A5, and By, 4 shared variable nodes labeled

with Ay.a, As.a, B1.b1, and B;.ba, and 2 connection nodes ¢; and cs.

For any undirected graph, there are several methods to find automorphisms (see

Section 4.2) that produce a set of permutations that allow us to permute nodes such that
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Figure 4.2: MCG of our sample model having three instances.

edges still match. We are looking for permutations on the MCG that, if applied to a state
of the associated CTMC, yield an equivalent state with respect to lumpability. Relevant
permutations need to take into account that the MCG does not have a homogeneous
vertex set since this set is comprised of instances, shared variables, and connection
nodes. So an automorphism of an MCG must not only match vertices by the number of
edges, but also by the type. In order to guarantee this, we define = = {£1,&2,...,6n},
a partition of V, that satisfies the following requirements. Two vertices are in the same

partition element if:

1. they both correspond to private state variable fragments of the same model and
contain the same private state variables, OR

2. they both correspond to public state variable fragments of the same model and
contain the same shared state variable, OR

3. they are both connection nodes, OR

4. they both correspond to public state variable fragments of the same model and the

two shared state variables commute.

The first 3 requirements are the same as originally used in [74]. The fourth condition
relaxes the second since it allows for state variables that commute by Definition 3.4 to be

in the same partition.

The MCG in Figure 4.2 contains a permutation that is compatible with the connectivity
in the MCG and the four requirements enumerated above. The permutation exchanges
Ay with A;, Ai.a with As.a, Bi.by with By.bs, ¢; with ¢p, and B; with itself. Note that

this permutation relies on the fourth condition above to work, which extends the original
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approach of Obal et. al. In Obal's work, that permutation would not be considered since

variables b, and b, are not the same as required by the second condition.

As in [74], we now let I' be the automorphism group of the graph with respect to =.
Since T is a general automorphism group, it follows that by [74] this automorphism group
can be used to detect symmetry in a model. In the next section we justify why these

symmetries correspond to lumpability in the associated CTMC.

4.3.2 Lumpability

The concept of lumpability is that given two (or more) states, the states have the same
transition function and move to states that are themselves lumpable (recall Definition
2.11). The corresponding formulation for CTMC requires the consideration of the aggre-
gated rate instead of the probability to move into £; from any state in set ;. The states
can then be lumped together, with one chosen as the representative state. Since we
know we can find the automorphisms of the graph, we can now use this information to
find the symmetries of the graph. With the symmetries defined by the automorphisms,

we will have sets of states that can be lumped to reduce the model state space.

We define T" as the automorphism group of the graph with respect ta =. More specifi-
cally, " is a permutation group on the vertex set of the composition graph, which means
that a vertex is in a given partition if and only if that vertex can be mapped to that partition

by one of the permutations. Formally, this means thatforall y € ', v € &; iff y(v) € &;.

Permutations in ' map V onto itself. v(s) denotes the state variable in the fragment
v(v) that is the image of s under v. Now consider the effect of an automorphism v on the

composed model state p. The action of v on p is defined as

p'=poy



CHAPTER 4. SYMMETRY AND LUMPABILITY 69

where o denotes composition of functions. Furthermore, p7(s) = u(v(s)) for every state
variable s. If two state variables, s; and sz, can commute by Definition 3.4, then p7(s;) =
117(s2). In this way the permutation or commutation takes a given composed model and
composed model state, and rearranges the vertex names according to the automorphism

or commutation while the composed model state remains the same.

In terms of the composed model, the automorphism of the MCG permutes the states
of the instances among themselves. That is, if BY = A for two instances A and B with
some automorphism~, 7 (B.s) = u(A.s") for all state variables s where s and s’ commute

(note that s commutes with itself, so the case s = s’ is included).

We can define an equivalence relation L as follows:

Definition 4.11 L is a relation such that for two composed model! states, u, and po,

w1 L if there exists a~y € T such that pg = p] .
Proposition 4.2 L is an equivalence relation. (See [73] for this proof.)

By Proposition 4.2, we know that I" partitions the state space of the composed model
into equivalence classes defined by L. Now consider what that means for the transition of
states in the same equivalence class. That is, when p; Lug, we want to show that g Ly,
where 7(e, 1) = pf and (e, p2) = b, for all e € E. This means that if two composed
model states are in the same equivalence class, they have the same set of next possible
states. To show this, first it is necessary to discuss the relation between permutations of
the state space and permutations of an instance. We now define what it means for the
permutation - to act on an instance A, which is a subset of S, the set of state variables

of the composed model.

Definition 4.12 The domain of 4 is denoted as D(u.4). The action of v on u4 is defined

as
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[a]l” = {(s. 1a(7())) v (s) € D(wa)}.

Note that if two state variables, s; and s,, of instance A commute by Definition 3.4,

then v(s1),v(s2) € D(pa).

Using Definition 4.12, if two instances A and B permute, that is BY = A, then the
permutation of the local state of A4, [14]", leads to the same state as the permutation of
the state space, 17, and then examining the block of states for the local state of B, (1] 5.

Formally,

Proposition 4.3 For all instance pairs A and B and for all v € T such that B = A,
[ra]? = [W")B. This equality is conditioned on the shared variables that commute by Def-

inition 3.4 in that two commutable variables may need to be commuted for true equality.

Proof: Since automorphisms are one-to-one and onto, for any instance A, there exists
an instance B such that BY = A. Then the set of state variables of instance A such that
v(s) € D(p4) is the same as the subset of state variables projected from the set of the
composed model state variables onto instance B. Thatis, D([1"]s) = D({r.4]") and [p4]”
assigns the state variables of A onto the corresponding, or a commutably corresponding,
state variables of B since by definition of I", v can only permute variables of the same

type, or variables that can commute. u

Now that we know the effect of the automorphism on the composed model state, we
consider the effect of the automorphism on the state transition function. Specifically, we
want to show that if two composed model states are in the same equivalence class, the

transition rates out of those states are equal for any event.

By definition of L, A and B must be in the same class if BY = A. By Proposition

4.3 and Definition 3.4, the projection of the local state of A is the same as the subset of
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the projection of the composed model state corresponding to the local state of B, with
allowance for differences due to commutable state variables. Therefore, elements of the
same equivalence class are symmetric. This means that all elements in the same class
of L have future behavior that is statistically indistinguishable. So, given two composed

model states, the sets of next possible states are equivalent under L. Formally,

Proposition 4.4 Vi € M,ec E, andy € T,
T(e,1)7 = 71(e?, 1)

Proof: The definition of the composed model state transition function is 7(e,u) = (u —
ra) UTtale,pna), for all e € E4 and composed model states u, where 74 is the state

transition function for instance A. Applying the automorphism ~ to this, we get:

(e, )’ = [(p—pa)Urale pa)l”
= [us-al"U[ra(e, pa)]”
since they are disjoint sets
= [Ws—pUTr(e", [1"]B)

by Proposition 4.3

= (u" - WlB)UTs(e, [1"]B).

The last step is a simple rewriting of the previous step. We can then apply the definition of
the composed model state transition function and use the fact that A and e are arbitrary

to obtain the result. [ ]

We define the set of states reached from a composed model state p as

Ay = U T(e, 1).

{e€Ble(e)=1}
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Since each state in A, is also in some equivalence class of L, we can define a destination

class of . as any class in L that contains a state from A,. We now state that

Proposition 4.5 Every pair of composed model states 11y and s such that py Lus will

have the same destination classes and the same transition rates to those classes.

Proof: We know that if ;1 Lus, then they have the same set of possible next states. That
is, they have the same reachable states and A,, = A,,. By Proposition 4.4, 7(-, it1)
has the same destination classes as 7(-, u2). By definition of I, for every event that can
occur in g, there is a corresponding event in u». Then for each destination class H, both
w1 and uo have the same possible events. Since the transition rates are defined on the

events, this means that u; and ue have the same transition rates to any destination. W

Proposition 4.5 establishes equivalent behavior for one step in the future. That is,
given two composed model states, if they are in the same equivalence class, they have
the same set of transition functions and transition rates. We now have an equivalence
class that partitions the state space of the model in a way that allows us to use a single

representative state in place of each class. Formally,

Theorem 4.6 Replacing the equivalence classes of L with a representative state pro-

duces a model that satisfies the Markov property.

Proof: Follows by using Proposition 4.5 and Definition 2.11. |

Therefore, by Theorem 4.6 we can use the automorphism groups of the MCG to find
the symmetries in the model and then use these symmetries to reduce the state space

through lumpability.
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4.4 Conclusion

In order to make numerical solution methods scale with real world applications, much
work has gone into reduction methods for large CTMCs, mainly focused on lumpabil-
ity. We presented an automated procedure to obtain a lumped CTMC for a compositional
Markov model where submodels are composed by sharing state variables. Our approach
extends previous work by Obal, McQuinn and Sanders to take into account if shared vari-
ables commute. With this additional piece of information, we obtain a variant of a model
composition graph such that an automated symmetry detection mechanism can identify
and exploit more symmetries and yield a smaller lumped CTMC. From a modeling point of
view, variables that commute can be understood as input variables to a submodel where
values can be permuted without changing the total effect to the overall model. This new
approach is particularly beneficial to a class of models where a network of components
is spatially distributed in a regular manner, e.g., a grid or a hexagonal layout, and fail-
ures rates are state-dependent functions defined by the state of other components as
well as their distance. Chapter 6 presents our research on implementing this approach.

Examples and discussions on its application can be found in Chapters 7, 8, and 9.



Chapter 5

Spatial Composition

in this chapter, we present our concept for a new way to conveniently specify the details of
a spatial model to allow the computer to be able to make the repetitive connections of the
small components that are based on a given structure of the full system while maintaining
the same capabilities for analyzing the model. We define a new user interface for a model
composer that can be used with spatial models that is intuitive and simple; minimizing,

as much as possible, the amount of information the modeler needs to enter.

Modeling research generally requires making assumptions and simplifications in order
to make defining and solving the problem feasible. One such simplification relates to the
spatial information involved in a real system. An example of this is in cellular biology
where the modeling of cell interactions is frequently done using mean-field coupling, or
an average effect based on the number of cells in a particular state [45], rather than
including the change in effect based on the distance between cells. This assumption
does result in changes in the stochastic activity of the network [29]. Sometimes the
spatial information must be included, such as with wireless sensor networks where the
distance between nodes and a sink determines the number of hops and amount of energy

required to transmit data [15].

74



CHAPTER 5. SPATIAL COMPOSITION 75

Other models that use spatial information include the research by Lafferty, et al. [57],
a proposal for stochastic ecological network occupancy (SENO) models used to predict
the probability of a species to occur in a sample network. Another spatial model is used
to find an automated procedure for the synthesis of dependable connectors in ubiquitous
computing [67]. Research has also been done using spatial distribution [79] on stochastic
and hybrid simulation of reaction-diffusion systems and using a Bayesian approach to
model the genetic structure of a population given spatial information on individuals in the
population [24]. However, all of these models require the modeler to specify all of the
information needed to solve the model, including all interactions between every pair of

units, or submodels.

Our method proposed here allows the modeler to specify the behavior of a single
submodel and the general interaction between pairs, then the full system can be created
automatically. This works because the layout of the system follows a pattern, which can

be written as an algorithm.

For the benefit of this discussion, we will consider a sensor network as an illustrative
example where all of the sensors are of the same type, all sensors need to know the
status of all other sensors, and the sensors are placed on the regular layout of a hexag-
onal lattice, also referred to as a honeycomb grid. The type of the sensor will be a basic
two-state model, where the sensor either is working or has failed, and the failure rate
increases as the number of other failed nodes increases, in proportion to the physical
distance between the working sensor and a failed one. This provides us with a simple
model that has the core components of a real sensor, the spatial aspect discussed in
Chapter 3, and the symmetries discussed in Chapter 4. Such a system with six or twelve
sensors can be seen in Figure 5.1 where the dots represent the sensors and the lines
represent the connections between nodes. As more nodes and more connections are
added, the picture becomes very dense. The same problem occurs when trying the write

up the model into the modeling formalism. For a system with six sensors, there are 15
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Figure 5.1: Six (a) and twelve (b) sensors in a hexagonal layout with full connectivity between
sensors. Note: an 18 sensor network could consist of a ring of six sensors surrounded by the ring
of twelve sensors.

n—1
connections to be specified; with n. sensors, there are Y i = 2t which quickly be-

2
i=1
comes tedious and error-prone. But if we want to be able to model this system without
having to make assumptions or simplifications, such as assuming an average effect from

all nodes, all connections must be specified.

5.1 Spatial Model Input

When modeling a spatial system, there are many aspects to the interaction of the sub-
models that should be considered. First, we have to consider what dimension the system
is placed in and what dimension we will use in the model. Most real systems are set
up on a 3-D plane while a common modeling simplification is to work with submodels
placed on a 2-D plane. Symmetries can be found in either set-up, but the more freedom
in placement allowed, the less symmetries are likely. We can also consider an N-D plane
in modeling that, while not often seen in real life, could be a description of N attributes
of the model and lead to interesting insights into the system. However, no matter how
many dimensions we use to describe the placement of submodels, the calculation of the
distance between two submodels remains a basic function of the place values. A re-
lated aspect is the actual placement of submodels onto the plane. This placement can

be either in a regular manner, such as a grid, or in a random manner with submodels
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"scattered” on the plane.

Another aspect of the position of submodels is that submodels can be either anchored
in place or mobile. That is, if anchored, they are in a fixed location that never changes
(the location is static) and distances only needed to be calculated at the initial start of the
system. If mobile, the submodels could move on a predetermined path (e.g., a submodel
on ‘rounds”) , in response to an event (e.g., relocating due to an outbreak), or just in
random motion (e.g., random security checkpoints). Each of these possibilities requires
constant recalculation of the distance values and they also introduce further constraint

checking to ensure that two submodels do not get too close or collide.

If the spatial information is needed to determine a submodel's behavior, than all sub-
models must be able to read the state of other submodels. However, it is possible that
a system may have submodels that can not only read the state, but can also write, or
change, it. A control node can manage the sleep-wake cycles of the other nodes in the
system for optimal energy usage. The inclusion of this aspect into the model can increase
the complexity in detailing the connections between the submodels, but will not change

the symmetries that are present.

A last consideration in spatial modeling is what types of submodels to use. Some
systems are homogenous - all submodels are exactly the same. Others can be het-
erogenous because there is one master submodel that has special functions or there are
simply different types of submodels that work together to make the whole system work.
Obviously, a homogenous system will be simpler to model and include greater symme-
tries since they can only occur with like objects. But a heterogenous system can still be
modeled, will have several of the interesting characteristics of a spatial model, and may

even still have some symmetries.



CHAPTER 5. SPATIAL COMPOSITION 78

5.1.1 Layout Options

When modeling a spatial system, a layout for the submodels needs to be chosen. From
Definition 3.3, this option defines the values for P, the set of positions for each submodel
in the composition. In general, a spatial model can lay in NV dimensions with submodels

placed in the prescribed space. We formally define this as follows.

Definition 5.1 An N-dimensional layout has submodels spaced in a prescribed area.
The N dimensions are written using standard coordinates as (xi, x2, ..., xn). Thus, for

a system with n submodels, P ={(x11, €12, ..., Tin).. .. (Tn1, Tn2, ..., Tan)}.

For understanding, we rewrite Definition 5.1 with N = 2 and N = 3 with consideration
of the the type of layout. To formally define the possible options we consider here for a

2-D or 3-D space, we state the following:

Definition 5.2 A 2-D grid layout has all submodels placed on the intersections of hori-
zontal and perpendicular lines, uniformly spaced, with specified numbers of lines, n, and
ny, for both directions and minimum distance d.;, between any pair. Similarly, a 3-D grid
layout has all submodels placed on the intersections of horizontal, vertical and perpen-
dicular lines, uniformly spaced, with specified numbers of lines, n, n, andn., for each
direction and minimum distance d...,,, between any pair. Thus, for a 2-D system, there

will be n = n, - n, submodels and a 3-D system will have n = n, - n, - n, submodels.

To allow more flexibility than a rigid grid block in submodel placement, we state the fol-

lowing:

Definition 5.3 A 2-D ring layout has the submodels uniformly spaced on concentric rings,

where the number of nodes on a ring doubles for each step out from the inner ring, with
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the number on the innermost ring n;, the number of rings Tmaz, and minimum distance
dmin between any pair is specified. Thus, there are n = i”?“l cng o= (2Mmer — 1) -
n;. A 3-D ring layout is formed by concentric spheres, but];tlill with he number on the
innermost ring n;, the number of rings ryq., and minimum distance d,i, between any

pair is specified.
For the work done here, the final layout consideration is the following:

Definition 5.4 A random 2-D layout has the submodels randomly spaced in a circular
area with a specified radius n,, number of submodels n, and minimum distance dmn

between any pair.

For the N-dimensional composition, these layouts are extended by their natural expan-
sions in the required number of dimensions. It should be noted that as the number of
dimensions increases, the complexity of calculating distances increases, but the under-
lying Markov chain for the model does not necessarily also increase. The Markov chain
increases only when the position becomes a variable, that is, the submodels become

mobile, so that the position is part of the state of the submodels.

To illustrate, Tables 5.1 and 5.2 show the (z, y)-coordinates for grid and ring layouts
with n = 6 nodes and minimum distance d,,;, = 1. Further discussions of these layouts
are included in the models discussed in later chapters. We consider a grid layout, where
submodels are regularly spaced on an n,x X n, grid so that n = n,n,, for various n,
and n,, with the calcium release models introduced in Section 3.3.1 and discussed in
Chapter 7. The wireless sensor network introduced and explored in Chapter 8 also uses
the grid layout, but the failure propagation model examined in that same chapter uses a
ring layout. The random layout of n submodels in a circular space with varying radius 7,4z
can be found with the disease propagation model introduced and discussed in Chapter

9.
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Table 5.1: (x, y)-coordinates for a rectangular layout (2 x 3) of 6 nodes.
0,1) (1,1 (2,1

(0,0) (1,0) (2,0)

Table 5.2: (z,y)-coordinates for a ring layout of 6 nodes. The (0,0) coordinate is shown for
reference. A= and B = @
(-4, B) (A, B)

(~1,0) (0.0) (1,0)

(-4,-B) (A,—B)

None of the previous definitions include any requirements for the submodels to be
homogenous or heterogenous. If the network is homogenous, then clearly there will be
symmetries present with the regular grid or ring layouts. A heterogenous network can
be set up in several degrees of differences, dependent on the number of different types
of submodels are included. If a network consists of n submodels and n types, there
can be no symmetries unless types can be defined as equivalent, but if a network is
composed of = sub-networks, each with s, submodels of the same type, where Zx: 8 =mn,
there can be symmetries present in each sub-network. These sub-networks cal: iaven be
composed into a grid or ring layout for the full network and have the same qualities as in
the definitions above. An example of this would be sensor network that has a sink node

in the center; there are two sub-networks, one with a single node of a sink type and one

with n — 1 nodes of a normal type.
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5.1.2 Sharing State Variables

Once the submodel and layout has been selected, the next step is to denote any shared

state variables. A shared state variable is defined as follows:

Definition 5.5 A shared state variable js a variable that holds information about the state
of a submodel and is accessible by other submodels, either as a read-only variable or a

read-write variable.

From Definition 3.1, the set of shared state variables in a submodel can be an empty
set or any subset of the set of all variables in the submodel. If a shared state variable has
read-only access, then other submodels can use the information from this variable, but
cannot change its value. This could be the variable that holds the status of the wireless
sensor on whether it can receive data. If a shared state variable has read-write access,
then there is at least one other submodel that can change the value of the variable. This
could be the position variable in the patient submodel of the disease propagation model
which could be changed by another submodel because of the disease spreading. A state
variable that is not shared is considered private. This could be the amount of data a

wireless sensor has to transmit.

All state variables in a submodel must be specified as either shared or private when
the model is composed. As more variables are shared, there will be more possibilities
for symmetries in the model. The shared state variables define the model connectivity
and can be used to calculate the measurements of interest for the model study. In a
heterogenous system, if a variable is shared between nodes of different type, then this

variable must be present in both types.
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5.1.3 Component Dependencies

Once the submodel is defined, and a layout is chosen, the dependencies between sub-
models must be specified. This can be any mathematical expression so it can include
control statements for different behavior for different states. Most likely, these expressions
will be dependent on the state of the system, particularly using the shared state variables,
because these variables are used to connect the different submodels. For example, the
calcium channel behavior is dependent on how many channels (submodels) are in the
open state, which is set up as a shared variable used to count the number of submodels

in that specific state.

The component dependencies can enable or disable behavior. For example, a sensor
node can only send or receive data when it is in the awake state. These dependencies
can also speed up or slow down behavior, as is the case in the calcium channel model.
Shared variables, and the resulting component dependencies, can also be used to model

message passing or shared memory.



Chapter 6

Mobius Implementation

In the previous chapter, we discussed our new composition for spatial models. Here, we
discuss our implementation in M0Obius, which is designed to allow for extensions to its
model formalisms and components, including some details of the interface for the new
composition and the process to verify that the solutions produced by either simulation or
numerical analysis are consistent with previous composition methods. We also discuss

the application of some the symmetry and lumpability issues discussed in Chapter 4.

As defined by Deavours, et al. [28] and shown in Figure 6.1, a M6bius project consists
of the following components: atomic, composed, reward, study, transformer, solver. The
atomic model! consists of state variables, actions, and properties. State variables contain
the state information and state actions define how the state changes. Properties provide
other information that can be used for specific solving technigues, such as the location
of a model. Atomic models can then be composed into a larger model. This is done
either for ease of constructing a larger model or to take advantage of specific solving
techniques. Once all parts of the model are defined, the measures of interest are defined
through the reward specification interface. If using simulation, the model and its rewards
can then be directly simulated. If using numerical analysis, the transformer is used to

generate the equations necessary for this solution.

83
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Figure 6.1: Mobius framework components.

6.1 Spatial Composition

6.1.1 Atomic Model

For the new spatial composition, no new implementations were added to the atomic
model. Any considerations in the submodel defined as an atomic model relating to the
spatial composition can be included in the current implementation. The submodel must
have state variables to hold the spatial information that is defined in the composition, but
this can be done using the current options of either a place variable, which holds a single

value, or an extended place variable, which holds an array of values.
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6.1.2 Composed Model

The most visible extension is made to the front-end of Mobius is to allow for spatially
composed models, as defined in Definition 3.3 and discussed in Chapter 5. We have
implemented a new GUI, shown in Figure 6.2. This allows the user to select a previously
specified atomic model or other composed model, which will be added to the composition

multiple times, based on the layout and size chosen.

Sued fy Atome Modei

Atomic Model. Seiect model name

Node Name. Submodell
Repis) . .
i 1
(Enter a constant of a vaniable name)

Layout

(Enter O (grid), 1 dattice), or 2 trandom))

N dimension

R dimension

OK s Cancel

Figure 6.2: The new interface for adding nodes to a spatial composition.

Model, Name and Replication

The first selection that must be made is what submodel is to be incorporated as a repli-
cated node in the composition. This drop down menu includes all previously specified
atomic models and compositions. By default, the name of the node is the name of the
selected submodel, but this can be changed as is appropriate. The number of replica-
tions is how many duplicate nodes are to be added to the composition. When the nodes
are created, the name of each node is the specified name, appended with a number
from O to one less than the number of replications. That is, if an atomic model named

Sensor is added with 2 replications, the actual names of the added nodes are Sensor(
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and Sensorl. Of course, the number used for the replications is decided by the regularity

and layout chosen.

Layout and Dimensions

For simplification, an initial assumption of a homogenous system (all submodels are of
the same type) is used. Future work would include relaxing this assumption to allow
modeling of heterogenous systems. However, a heterogenous system can be made
by adding nodes by groups of like nodes, and then manually making the connections

between the two groups.

As given by Definitions 5.2-5.4, the options for the chosen layout are a grid, ring, or
random. For a grid layout, the N dimension is the n, term and the R dimension is the
n, term. In this case, the number of replications should be equal to n; - n,. For the ring
layout, the N dimension is the n; term (the number of nodes on the innermost ring) and the
R dimension is the n, term (the number of rings). In this case, the number of replications
should be equal to (2" — 1) -n;. For the random layout, the N dimension is the n term (the
number of nodes) and the R dimension is the n, term (the radius of the area). The value
of ng is a default value of 1, but this can be changed by the user to specify this minimum

distance.

6.2 Specifying and Detecting Commutable Variables

6.2.1 Commute Primitive

To allow the user to input information about commutable variables, we introduce a new

primitive to Mébius, commute places. The current SAN editor is shown in Figure 6.3(a);
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we add the commute place, to be represented graphically as a red circle, to fit with the
blue circles for places and orange circles for extended places. The new SAN editor is
shown in Figure 6.3(b). The attributes of a commute place are the name and the variables
which are to be combined into it. The name must be unique in the current atomic model
and follow the C++ variable naming convention. The variables to be combined can be

any place in the current atomic model, chosen through check boxes.

g 215 s 1 N TSP 1

Fie Bl View Elamenis Help

lAlo' ® € » |} oem ¥ oeh

Figure 6.3: (a) Current MGbius SAN editor for 6 unit sensor network. (b) New Moébius SAN editor
with new primitive commute shown as a red circle.

When creating or editing a place, a dialog box similar to what is shown in Figure 6.4(a)
appears to set the name and starting value. For the commute place, the starting value
will be set as the sum of the starting values of its associated places, so this option is not
present. Instead, the user sees a list box from which to select the desired places. The

new version is shown in Figure 6.4(b).

As with places, commute places can connect to activities (timed or instantaneous),
input gates, and output gates. The values of the commute places can be used to define

the transition rates and/or gate actions.
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Figure 6.4: (a) Current MObius SAN place editor for 6 unit sensor network. (b) New Mébius SAN
commute place editor.

6.2.2 Auto-detection of Commute Variables

The commute place can be used to allow the user to specify commutable variables and
requires modifying the front-end of the Mobius code. To detect these variables requires
modifying the back-end. As discussed previously, two variables are commutable if they
enable the same events, which cause transitions to equivalent states, and have the same
effect on transition rates. To check for event enabling, the program can iterate through
all pairs of variables and all events to group the variables by the events they enable.
Given one such group, each pair of variables can be again be iterated through, this time
examining what other variables are changed by the occurring event(s). If the pair of
variables cause the same other variables to be changed for each event they enable, then
the transitions lead to equivalent states and the program can continue to mark them as

possibly commutable. The final groupings must then be checked for equal transition rates.

6.3 Reducing the Markov Chain State Space

Another change to the back-end of Mdbius is to make a state space reduction using the
knowledge of commutable variables. As discussed in Chapter 4, with a graph composed

model, the first step to the state space generation is to convert the composition to a graph,



CHAPTER 6. MOBIUS IMPLEMENTATION 89

which can be used with given graph theory to detect the automorphisms, which can be
used to find the symmetries of the model and the lumpability of the related Markov chain.

We have maodified the initial partition given on the graph to produce the automorphisms.

6.4 Solving the Markov Chain

To have a complete implementation in Mobius, any model created through the methods
mentioned here must also be solvable. Since Mobius is already released with multiple
solvers, the challenge here is not to do one more step upon completion of the changes
previously discussed in this chapter, but to make sure that as the changes are made, the
results are still understandable by the solvers. This includes making sure that the reward
measures are still defined in the lumped Markov chain (for numerical analysis) and that
the new interfaces for the input of commutable variables and spatially composed models

produce code that the simulator can use.



Chapter 7

Calcium Release Site Models

Markov chain simulation is frequently applied in the analysis of stochastic models of bio-
physical and biochemical phenomena, in particular for those aspects that are discrete in
nature and where traditional approaches based on differential equations find their limits.
A particular application of Markov chain models to a biophysical phenomenon is the mod-
eling and analysis of single channel gating, i.e., the stochastic dynamics of the opening
and closing of individual plasma membrane and intracellular ion channels [23, 83]. The
observed dynamic behavior has been modeled with Markov chains in order to describe
possible states of a single channel or a complete release site, as well as being able to
reproduce the transient behavior with simulation. Sneyd and Falcke describe and com-
pare various models in their survey paper of 2005 [83]. A current research challenge
is to identify single channel modeis and their coupling such that both the individual sin-
gle channel model and a compositional model of a release site consisting of N channel
models reproduce the experimental results. Note that this is not just a problem of fit-
ting experimental data to some n-state Markov chain. The goal is to find a model that
represents our understanding of Ca®* transmission and helps us explain the observed

behavior.

Section 3.3.1 introduces one model for calcium signaling complexes and discusses

90
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its spatial aspects, so we only reiterate the important points here for ease of understand-
ing. Ca®T-regulated channels open and close under a stochastic gating process, which is
dependent on the number of channels in the release site, or system, that are open. This
is because an open channel increases the Ca2* concentration ([Ca%*]) and a higher con-
centration means a higher probability that more channels will open, leading to a condition
of high excitability and the desired puffs and sparks. Figure 7.1(a), previously included as
Figure 3.1, shows two samples of a release site with 10 randomly positioned channels,
while part (b) shows how the number of open channels changes over time and part (c)

shows the probability distribution of the number of open channels.

(a) (b) ()
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Figure 7.1: From [30]: a) Local [Ca?*] near 3 x 3um ER membrane with 10 Ca2+-regulated
Ca®* channels modeled as 0.05 pA point sources with positions randomly chosen from a uniform
distribution on a disc radius of 2 um. Buffered Ca®* diffusion is modeled as in [72]. Top and
bottom show two different possible channel positions. b) Top: Stochastic dynamics of the number
of open channels at the release site (No) that does not include puffs/sparks. Bottom: Stochastic
Ca?* excitability reminiscent of Ca®* puffs/sparks. c) Probability distribution of the number of
open channels leading to a puff/spark Score of 0.19 for the top and 0.39 for the bottom.

As discussed previously, Ca?* channel models can include spatial information. Specif-
ically, this means using the actual positions of each channel to calculate [Ca?*], which can

lead to a complex specification of the model. However, a common modeling assumption
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is the use of a regular layout of either a grid or hexagonal lattice to ease the complex-
ity relating to the position calculations. The way we couple a single channel model into
a release site with the help of a mean-field assumption is often used to abstract from
the spatial-temporal dependencies that one otherwise would have to take into account.
Mean-field approximations are a well-known approach in physics; in our context, it de-
scribes that [Ca?*] experienced by all channels is the mean concentration independent
of the particular position of channels on a two dimensional layout. Using this assump-
tion can simplify the model and the Markov chain, but it has been shown that the layout
does affect the behavior [29]. We are interested in this model as an example of a spatial
model that will have commutable variables so we can demonstrate the application of this
research. Furthermore, there are published results we can compare to in order to assert
the correctness of our work, and there are open questions that we have the opportunity

to try to answer.

In the sections below, we discuss first a few of the possible models for a single chan-
nel, and some of the results that we have collected, then we discuss the release site
models, and some resuits collected there. While we present several models for a single
channel, our focus is on the largest model from De Young-Keizer, which has more inter-
esting open questions. We conclude with the results of experiments using the De Young-

Keizer model with our new spatial composer.

7.1 Model Definition

In order to understand how this model works, we begin with the simplest model, a two-
state model, before discussing the larger models that have more interesting aspects and
provide a closer fit to experimental data. While the study of interest here is in the re-
lease site, which is where the spatial aspects are most present, we must first define the

individual units in the system.
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7.1.1 Single Channel
Two-State Channel

A CTMC of a two-state single channel activated by Ca’" is derived from the transition

diagram

ktel,
(closed) C = O (open) 7.1)

where k¢, and k£~ are transition rates with units of reciprocal time, k™ is an association
rate constant with units of conc="time !, 7 is the cooperativity of Ca®* binding, and ¢, is
the background [Ca?*]. For Equation 7.1, the infinitesimal generator matrix (the @ matrix

defined in Definition 2.5) is,

Lt + .7
Q:( hlee Bl ) (7.2)

While this two-state model of a Ca®*-activated channel is minimal in nature, additional
aspects of the Ca?* regulation of intracellular Ca?* channels (e.g., slow Ca?* -inactivation
resulting in a bell-shaped steady-state open probability curve as a function of [Ca?*))
can be represented by increasing the number of states and transitions [27, 83]. Further
explanation of the Ca?T-inactivation can be found in [43]. The Mobius model for the

two-state single channel is shown in Figure 7.2a.

Four-State Channel

The four-state Ca®*-regulated Ca®* channel considered here includes both Ca®* activa-

tion (horizontal) and Ca®" inactivation (vertical) and has the transition state diagram
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(a) (b)

NumOpen

Cloded Open

0G_Close Closing

Figure 7.2: The Mobius atomic model of a single channel as defined by (a) Equation 7.7 or (b)
Equation 7.3.

(closed) (open)
kel
Cy = 0]
kq
kjckh 1T kg - ky 1l Ky (coo+ca)” (7.3)
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ktcd
(closed) (closed)

with the inactivation and de-inactivation processes assumed slow compared to activation
and de-activation (k, kf << kE, k¥). Furthermore, the parameters are chosen to satisfy

the thermodynamic constraint [47]

K.Ky= KKy

where the K; are dissociation constants and K = k; /k} for i € {a,b,c,d}. Thus,

Equation 7.3 has eight rate constraints, but only seven are free parameters because

KaKb
K,

ky =k (7.4)

The Q matrix for Equation 7.3 (not shown) is defined similar to the @ matrix for Equation

7.1. The Mobius model for the four-state single channel model is shown in Figure 7.2b.
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n-State Channel

if we define u to be a M x 1 column vector, where M is the number of states in a channel,
to indicate open states, the Q matrix for both the two-state and four-state models can be

written as

Q = K_ + diag(coce + cqu)"K ¢ (7.5)

where K_ and K involve the dissociation and association rate constants, respectively.
For the two-state channel, « = (0,1)T and for the four-state channel « = (0,1,0,0)7,

where the states are ordered Cy, O, Co, Cs.

De Young-Keizer Model

In this section, we briefly summarize single channel characteristics and the corresponding
single channel model introduced by De Young-Keizer [27]. The inositol (1,4,5)-trisphos-
phate receptor (IP3R) is an intracellular Ca®*-regulated Ca®* channel found on the en-
doplasmic reticulum in many cell types [8, 37, 83]. The DYK IP3R model consists of three
identical subunits, each with three binding sites: one for potentiation of the subunit by
binding of IP3, another for activation by Ca?* on a fast time scale, a third for inactivation
by Ca2* on a slower time scale. These three processes suggest identifying the states of
the channel by a three digit number ijk where a 1 indicates the a particular binding site
is occupied and a O indicates it is unoccupied. The corresponding eight states result in a
state-transition diagram that has the form of a cube, shown in Figure 7.3. De Young and
Keizer assumed that only when all three subunits were in the 110 state (one IP3 and one

activating Ca?* bound) was the channel open.

The model parameters used by De Young and Keizer are listed in Table 7.1. Val-

ues for the dissociation constants (k) and association (a;) and dissociation (b; = q; K;)
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Figure 7.3: Schematic diagram of one subunit of the DYK IP3R model; the single channel model
is composed of three subunits. When all subunits are in the 110 state, the channel is open;
otherwise, the channel is closed. In the transition rates that include ligand binding, C = [Ca®*)
and I = [IP3].

rate constants were chosen to fit experimental data (e.g., single channel recordings ob-
tained from planar lipid bilayer and nuclear patch) and the thermodynamic constraint
KKy, = K3K4. Experimental observations include the bell-shaped open probability of
the IP3R as a function of [Ca?"], the separation of time scales between Ca”* activation

and inactivation, and the observed open and closed dwell time distributions.

The Moébius SAN model for the DYK single channel subunit is shown in Figure 7.4.
Here, the circles are places that represent the states of the subunit, and the vertical bars
are activities that moderate the transitions between states. In the SAN, the place primi-
tive, pictured as a solid circle, represents the state of the model as an integer that can be
incremented or decremented as the state changes. For instance, the places s0-s7 repre-
sent whether the states 000-117 are occupied (value equals 1) or not (value equals 0).
The place subopen will take a value between 0 and 4 to indicate how many of the subunits
are open. The value of the place chanopen will be O or 1 to indicate if the full channel is
closed or open, respectively. The transitions between states are controlled by the activity
primitive, shown as thick vertical lines. Another SAN primitive, output gates, depicted
by the right arrows, allows the modeler to specify complex state changes. For example,
the transition from state s6 to s2 involves not only decrementing s6 and incrementing s2,

but also decrementing subopen (and chanopen when subopen falls below the value of 3).
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All subunits will share the places subopen and chanopen, since all subunits contribute to
their values. These places can be used to calculate our measures of interest (e.g., how
often and for how long a channel is open). Figure 7.5 shows the composed model of a
single channel with three subunits in the Mobius Rep/Join composition formalism. The
Rep nodes carries a parameter to specify that three (3) instances of the submodel are
composed by sharing state variables subopen and chanopen.

Table 7.1: The parameter values for the DYK IP3;R channel model with the disassociation
constant K; = b;/a;. Note the thermodynamic constraint: K;I{; = K3Kjy.

Description Parameter Value

K, 0.0036 uM

- a1 400 pM~1s!

Binding of IP3 K 0.13 uM

as 400 pM~1s!
Binding of Ca®™ Ks 82.34 uM
to activating site as 20 uM~1s71

Ko 16 M
Binding of Ca?* as 0.2 uM~1s71
to inactivating site Ky 144.5 uM

ay 0.2 uM~1s71

chanopen  subopen

Figure 7.4: The Moébius model of the DYK IP3R subunit. State 000 becomes s0 and state 110
becomes s6.
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Submodel
subunit

Figure 7.5: The Mdbius Rep/Join composition of the IP3R single channel model. The Rep node
is used to replicate the subunit three times for the DYK model and four times for the Shuai model.

Shuai Model

in this section, we briefly summarize the modifications made to the De Young-Keizer
model by Shuai et al. [81]. Figure 7.6 shows the state-transition diagram of the modified
subunit. As before, the IP3;R model has the same three binding sites, but now a channel
consists of four subunits. Consistent with recent experimental observations [65], Shuai
and coworkers modified the DYK IP3R model so that each subunit includes a Sth state
(labeled as “"permissive” in Figure 7.6) that is "locked” with respect to ligand binding.
That is, when a subunit is in the permissive state, neither potentiating IP3 nor activating
Ca?* can dissociate from the subunit, nor can inactivating Ca>* bind to the subunit. The
Shuai IP3R model is defined as “"open” when three or four of the four subunits are in the

permissive state; otherwise the channel is "closed.”

The model parameters used by Shuai et al. are listed in Table 7.2. Values for the dis-
sociation constants (K;) and association {(a;) and dissociation (b; = a; K;) rate constants
were chosen to fit experimental data (e.g., single channel recordings obtained from planar
lipid bilayer and nuclear patch) and the thermodynamic constraint K1 K = K3 K4. Exper-
imental observations include the bell-shaped open probability of the IP3R as a function
of [Ca®*], the separation of time scales between Ca2™ activation and inactivation, and the
observed open and closed dwell time distributions. The parameters ao and bg that corre-

spond to the rate of conformational change between state 110 and the permissive state
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Figure 7.6: Schematic diagram of one subunit of the Shuai IP3R model as modified by Shuai et
al. [81]. The single channel model is composed of four subunits. When three or four subunits
are permissive the channel is open; otherwise, the channel is closed. In the transition rates that
include ligand binding, C = [Ca?*] and I = [IP3}.

that is locked with respect to ligand binding were chosen to reproduce the experimentally

observed maximum channel open probability of 0.84 [65].

The Shuai IP3R model is a CTMC that can be studied by transient analysis (the spe-
cific pattern of the channel activating, inhibiting, and opening during a given time period)
and by steady-state analysis (e.g., how often a channel is open or closed on average).
Both transient and steady-state results can be obtained via simulation or numerical anal-

ysis. Some of the measures of interest for the Shuai IP;R model are:

1. How does the [IP3] and [Ca?*] affect the open probability of the channel and the
number of subunits in the permissive/locked state?

2. What is the gating behavior of a channel?

3. How does the number of subunits in states with inactivating Ca®>* bound (001, 011,
101, 111) depend on [IP3] and [Ca®T]?

4. What are the mean open and closed dwell times as a function of [IP3] and [Ca?t]?

Section 7.3.1 details the Mobius representation of the Shuai IP;R model, as well

as how to answer the above questions, by using the simulation and numerical analysis



CHAPTER 7. CALCIUM RELEASE SITE MODELS 100

Table 7.2. The parameter values for the Shuai IP3R channel model with the disassociation
constant K; = b;/a;. Note the thermodynamic constraint: KK, = K3Kj.

Description Parameter Value
Conformational change ao 540 s~!
to permissive state bo 80 s!

K, 0.0036 M

- a 60 uM’ls‘1

Binding of IP3 K 0.8 uM

as 5.0 [LM_l.S_l
Binding of Ca’™ K 0.8 uM
to activating site as 150 uM~1571

Ko 16 zM
Binding of Ca?* as 0.2 uM~ts~1
to inactivating site K4 0.072 uM

as 0.5 uM~1571

capabilities of Mdbius to reproduce the fit of these single channel properties obtained by
Shuai and coworkers [81]. The Mobius model for the Shuai IP3R single channel subunit
is shown in Figure 7.7. The Mobius components are as described for the DYK model,
with the change of using the output gates between the s6 and permissive states for the
same purpose of decrementing and incrementing the subopen and chanopen places. The
release site model is the same as for Figure 7.5 except the "subunit’ model would be the

Shuai version.

chanopen  subopen

Peemisyve Perm_og ‘!y\
N N

Figure 7.7: The Mébius model of the Shuai IP3R subunit.
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7.1.2 Release Site Model

Having defined the behavior of a single channel, we now discuss how to model a release
site with multiple channels. For all models, a very simple type of model assumes that
channel gating occurs independently. This is appropriate for data obtained from certain
types of laboratory experiments like a planar lipid bilayer experiment where Ca?* is not
the current carrier. When the channels are independent, the behavior of a channel is
not changed by the state of the other channels, and composing multiple channels into a
Ca?* release site can be easily accomplished by using the Rep composition in Mobius
(see Figure 7.8) that instantiates as many channels as desired with no communication

between submodels. We do not follow up on this.

) (b)

channel_reps

Chahnel

Submodel Submodel

Channel subunit

Figure 7.8: The Mobius Rep/Join composition defines a release site (a) of a simple channel
submodel or (b) of a submodel composed of several De Young-Keizer-like IP3Rs.

For a more realistic setting where Ca?*-regulated Ca** channels are co-localized and
form a Ca®* signaling complex, channels are not independent and the effect of the states
of the other channels must be incorporated into the model in some way. One option
used in prior work is to assume “instantaneous mean-field coupling” [72] among chan-
nels, that is, all channels experience a local calcium concentration that is an algebraic

function of the number of open channels. With instantaneous mean-field coupling, the
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local Ca%* concentration is given by [Ca?*] = c., + ¢* No where No is the number of open
channels (numopen in the corresponding Mobius model of the subunit), ¢, denotes the
background [CaZ*], and ¢* describes the strength of Ca* coupling, that is, the increase
in the local [Ca?*] due to the opening of one channel. We are interested in the following
characteristics of Ca®* release sites composed of multiple channels as described by one

of the preceding models:

1. Do we observe puffs and sparks?

2. How is concerted channel opening (i.e., the presence of stochastic Ca®" excitability)

influenced by the strength of coupling between channels?
3. How does the number of open channels at the Ca?* release site vary over time?

4. What is the duration and frequency of puffs?

The presence of puffs and sparks can be observed with the so-called Score statistic (the
index of dispersion of the fraction of open channels at the release) based on steady state

measures [72],
1 Var|N,
Score = YV——E[—][\"—(S]O—]’
where N is the number of channels. This Score gives values between 0 and 1, with
values greater than approximately 0.3 corresponding to the presence of stochastic Ca?t
excitability reminiscent of the experimentally observed phenomenon of Ca®* puffs. This
modeling can also be done using the Rep composition in MObius to instantiate as many
channels as desired, but including the communication between submodels to track the
number of open channels. In the following subsections, we discuss the specifics of a

release site for the single channel models presented previously.
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Q-matrix Expansion for Instantaneously-Coupled Channels

For release sites composed of multiple Ca?*-regulated Ca%* channels, interaction be-
tween channels must be accounted for. The first case to consider is the @@ matrix for two

interacting two-state channels,

o  ktel, ktel, 0
@_| k o 0 A%(coo +ca1)”
Q= bk~ 0 o k*(coo + C12)7 (7.6)
0 k™ k— o

where a diamond (o) indicates a diagonal element leading to a zero row sum in Q. The
ci; values represent the effect experienced by channel j when channel ¢ is open under

the assumption of a single high concentration of Ca?* buffer [72].

Instead of considering the Q-matrix expansion for four-state channels, we skip to the

general case. While single-channel @ matrix in the form of Equation 7.5 is
QW = KU 4 diag(cooe™ + cqu) K1 | (7.7)

the expanded Q matrix, coupled through the interaction matrix C, for N channels is given

by
QW) = QW) 4 oM (7.8)

where Q™) and QY are as follows,

N N
Q(_N) _ EBK(I) — ZI(A’~n) ® K(_l) ® JN-n) (7.9
n=1 n=1
N
P = 3" diag(coce™ + Tun) (1N @ KV @ 10-1), (7.10)
n=1

In this expression, T, is the nth column of the MY x N matrix I' given by

T'=UC (7.11)
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where C is an N x NN ‘coupling matrix’' that summarizes the channel interactions and U
is an MV x N matrix indicating the open channels for every state of the release site.

Further explanation can be found in [72].

Expansion on Equation 7.8 gives us the @ matrix for N channels, with A states per
channel, which results in |S| = MY states in total. Note that this matrix will quickly get
large as N and M are increased. However, these models are rich in symmetries because

of the identical channels, so the Markov chain will be lumpable.

De Young-Keizer and Shuai Models

Extending a single channel from either the DYK or Shuai IP3R model to a release site
with mean-field coupling in Mobius is straightforward with the layered Rep composition
of Figure 7.8b, where the top Rep node is configured to instantiate any given number
of N single channel models. In order to capture a measurement of the number of open
channels in Modbius, the atomic model for the subunit is augmented with a new place
numopen that is incremented or decremented whenever a channel opens or closes, re-
spectively. Further discussions presented here regarding the IP3R biology model use the

Shuai version.

7.2 Spatial Aspects

As discussed in Section 3.3.1, the calcium channel models are defined by their spatial
aspects. Even a Shuai IP3R model, which has a very complicated single channel model,
the spatial aspects only become interesting in the full system model because this is where
we see the influence of neighboring channels on each other’s behavior, diminishing as

the channels become farther apart.
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To show the usefulness of the new spatial composer discussed in previous chapters,
consider a scenario of 100 simple 2-state models on a 10 x 10 grid, a fairly small system.
Each channel in the system needs to know whether each of the 99 other channels are
open or not, making it necessary to specify nearly 5000 connections, which is time-
consuming and error-prone. Even a small model of only 20 channels on a 5 x 4 grid
requires nearly 200 connections, which is still too many to specify by hand. Therefore,
using an automated method to create the full system and all of its connectivities, means
that the ability to work with larger models becomes limited by the available space on
the computer being used for the model and not on how well the modeler can make the

repetitive connections.

The following section shows more experimental results and discusses the relative
improvements gained, either by the time the model takes to be specified or the system to
be analyzed, as well as the effect of the inclusion of the complete spatial model instead

of the mean-field coupling.

7.3 Model Evaluation

To discuss the differences between the studies of a single channel's behavior and those
of the release site behavior, we present results from both studies. Because it is a more
interesting problem, we include results only from the Shuai IP3R model, although resuits

were compiled for all other channel models discussed earlier in this chapter.

7.3.1 Single Channel Evaluation

In this subsection, we describe analysis results obtained for a Shuai single channel IP3R

model obtained with Mdbius, as described above.
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In Mobius, measures of interest (such as the probability of being open) are defined
through the reward variables. The first measure of interest is the effect of [IP3] and [Ca?T]
on the open probability, which we studied by defining a performance variable, openprob,
to return the value of the place chanopen at either a specific moment in time (transient
analysis) or on average (steady state analysis). For a range of values for the [Ca?*] and
[IP3], we can then report the open probability, either as calculated through numerical
analysis or sampled through simulation. Figure 7.9 shows how the steady-state open
probability of the IP3;R model depends on both [Ca%*] and [IP3). When [IP3] = 10 M, the
maximum open probability occurs at [Ca?"] =~ 3.4 uM, which is consistent with previously
published results. The second measure of interest is the stochastic gating behavior,
which is the change in the values of chanopen and subopen over time. Figure 7.10 uses
transient analysis to simulate the stochastic gating of the modified De Young-Keizer IP3R
model. Both the channel state (O=closed, 1=open) and the number of subunits in the
permissive state (0-4) are shown for a saturating [IP3] of 10 xM and [Ca®*] = 0.2 uM.
Two other measures of interest are the number of subunits in the permissive state (which
is very similar to the open probability graph and is not included here), and the number
of subunits in an inactive state (Figure 7.11). We define the inactive states to be those
that are inactivated by Ca?", specifically, 001 (s1), 011 (s3), 101 (s6), 111 (s7). To collect
this data, we added two more places to the subunit, subperm and subinactive, and as
the subunit moves to and from the states of interest these values are incremented or

decremented appropriately.

Another set of questions to be answered by calcium channel modeling is about how
long a channel is either open or closed. In order to calculate these values, we defined
four reward variables to collect the sum of the times spent in either an open state or
closed state and the number of times the channel opens and closes. Pairing these values
provides the mean value for either the open time or the close time. The resuits from our

numerical analysis are shown in Figures 7.12 and 7.13. Once the [Ca?*] reaches a
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Figure 7.9: Open probability of the De Young-Keizer IP3R model as modified by Shuai et al. [81]
is a bell-shaped function of [Ca?*] that increases as [IP3] is increased from 0.01 to 0.02, 0.33,
and 10 uM.
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Figure 7.10: Example simulation of stochastic gating of the modified De Young-Keizer IP3R model
(top) and the corresponding number of subunits in the permissive state (bottom) with [IP3] = 10
uM and [Ca®*] = 0.2 uM.

certain point, the open probability is essentially zero (see Figure 7.9) so the mean open
time becomes zero also, and the mean close time becomes infinity. In order to keep the

graphs readable, these values are removed.

The Rep composed single channel model discussed above can be solved in Mobius
either by simulation or by numerical analysis. Unless otherwise noted, the results pre-
sented here for a single IP3R channel were obtained via numerical analysis, as four iden-

tical 9-state subunits leads to a manageable state space of size 495. The time needed for
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Figure 7.11: Number of subunits in one of the four inactivated states (001, 101, 011, 111) as a
function of [Ca**] with [IPs]= 10, 0.33, 0.2, and 0.1 M.
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Figure 7.12: Mean open dwell time as a function of [Ca%*] and [IP3).

numerical analysis was less than 0.5 s for a single channel, while the simulation time was
a little greater than 10 s. The similarity of Figures 7.9-7.13 to results calculated by other
means by Shuai et al. [81] validates our interpretation of the modified De Young-Keizer
IP3R model in Mobius. The observed characteristics are consistent with those reported
by Shuai et al., which are reported to be in good agreement with data from laboratory ex-
periments. Reproducing those results gives us confidence that we set up Shuai’s single
channel model correctly. Before we discuss observations made with this single channel
model in a release mode! of NV channels, we report on additional results on the sensitivity

of the model for its parameter settings.
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Figure 7.13: Mean closed dwell time as a function of [Ca®*] and [IP3].

Sensitivity to Parameter Settings

In order to explore the sensitivity of the model, numerical experiments were performed
where the dissociation constants (K;) and/or association rate constants (a;) and were
increased or decreased by a factor of 10 for fixed [IP3] = 10 M and [Ca?t] = 0.2 uM.
In some cases one parameter was changed while all others remained at the standard
value; alternatively, the parameters associated with one of the four groups identified in
Table 7.2 were simultaneously changed. This includes the parameters influencing the
conformation change to the active state, the binding of IP3, the binding of Ca?* to the

activating site, and the binding of Ca?* to the inactivating site.

When the rates of conformational change to and from the active state were changed
simultaneously no change in the channel open probability was observed. Similarly, when
the individual association rate constants (a;) were changed in isolation there was no
change in the channel open probability. This is as expected, because dissociation rate
constants in the model are given by b; = a;K; and the steady-state open probability of
the single channel model can be expressed as a function of the dissociation constants
(K;) and the ration (by/ap). Changes in the dissociation constants for IP; binding had
a minute effect on the steady-state open probability, presumably because [IP3] = 10 uM

remains saturating even when K3 and K, are decreased by a factor of 10 (see Table 7.2).
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Changes in the dissociation constant for binding of Ca** to the inactivating site (K»)
resulted in a small but noticeable change in the steady-state open probability. The largest
changes in steady-state open probability were observed for changes by a factor of 10 in
the dissociation constant for binding of Ca%* to the activating site (KX5) and changes in
rates of conformational change to and from the active state (ap or by) that result in a
ratio different from the standard value of by/ap = 0.148. Figure 7.14 shows how changes
in the dissociation constant for activating Ca?* (K3) influence the bell-shaped [Ca?*]-
dependence of the steady-state open probability (cf. Figure 7.9).
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Figure 7.14: Open probability for a single channel for varying K5 values over a range of values
for [Ca?*] and a fixed [IP3] value of 10 uM.

Note that the given resuits depend on the selection of a [Ca%*] and [IPs]. Further
analysis is necessary to obtain a more accurate understanding of the sensitivity of this
model. Nevertheless, the given results indicate that the Shuai model is relatively robust

to create puffs and sparks statistics for a release site.

7.3.2 Release Site Evaluation

Using the Shuai IPsR model, we consider configurations with N = 20 to 80 channels.
We collected the steady-state mean and variance of the number of open channels at the

release site, from which we can calculate the open probability of a randomly sampled
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channel (E[Np]/N) and as well as the puff Score. We use co, = 0.05 M for the back-
ground [Ca®t] and [IP3] = 10 uM. We calculate the Score for a release site of 20 channels
using several K7 values, since this is the only parameter that shows any significant effect
on the model behavior when [IP3] = 10 M. Due to the size of the state space, all re-
sults for the release site experiments are from simulation, with a 95% confidence interval.
Figure 7.15 shows the corresponding Score values, which are significantly below com-
monly observed thresholds for the presence of puffs and sparks. There is no evidence
of puffs or sparks, even when we tried also changing K2, which is a parameter of the
rate for returning from an inactive state. Further experiments can be made by varying
[IP3] and/or varying the other model parameters, but since the transitions between the
permissive state and the 111(s6) state do not rely on Ca** or IP3, we decided to test the
model without a permissive state, i.e., to consider a classical De Young-Keizer model. So
we defined an open channel as one that has either 3 or 4 subunits in the 111(s6) state
and ran simulations with slightly increased and decreased K5 and K, parameters. Figure
7.16 shows how the Score changes over the full range of ¢* values for five values of Ks:
0.2, 0.4, 0.8 (original), 1.6, and 3.2 uM. We also ran experiments for changing K, but
found that those changes had only a small effect for ¢ = 0.05 ¢M and [IP3] = 10 uM.
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Figure 7.15: Simulated score value of a release site with 20 channels for varying ¢* values with
Cx = 0.05 uM and [IP3] = 10 uM. Five experiments are included: K5 as originally defined as well
as increased and decreased by a factor of 2 and a factor of 4.

Using the De Young-Keizer-like IP3R model with no permissive state, we can examine
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Score
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Figure 7.16: Simulated score value of a release site with 20 channels with no permissive state
for varying ¢* values with c, = 0.05 uM and [IP3] = 10 M. Five experiments are included: K as
originally defined as well as increased and decreased by a factor of 2 and a factor of 4.

the gating behavior through transient analysis. Figure 7.17 (a) shows a release site com-
posed of 20 De Young-Keizer IP;Rs exhibiting stochastic Ca?* excitability reminiscent of
Ca?* puffs where channels open and close in a concerted fashion. This particular trace
shows four puffs, each of which has a different duration. The inter-puff time interval also
changes for each pair of puffs, reflecting the stochastic nature of the model. Figure 7.17
(b) focuses on a representative event and shows that the number of refractory channels
increases when the number of open channels is elevated, suggesting that these puffs are
terminating due to the recruitment of inactivated channels, which is one of several spark

termination mechanisms posed in the biophysical literature [84, 31, 49].
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Figure 7.17: Number of open and refractory channels in a simulation of a Ca®* release site
composed of 20 De Young-Keizer-like IP;Rs. Part (a) shows a trace of length 10 s, while the
trace in part (b) shows a close-up of 1 s of the full trace. Parameters: [IPs] = 10 4M, co = 0.05
uM, and ¢* = 0.18 uM.

With a model that produces puffs, we can study the puff duration and inter-puff time
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interval, as well as the frequency of puffs. A puff is considered once 5 channels have

opened, thus marking the start, and then is over when the number of open channels
returns to 0. We examined a simulation trace of over 1 million state transitions occurring
over 500 s and having 103 puffs as a preliminary report on these values for the release
site with no permissive state in the subunits and [IP3] = 10 ¢M, co = 0.05 M, and c¢*
= 0.18 pM. The puff duration results are shown as a histogram in Figure 7.18, clearly
showing the predominance of short puff duration. The mean puff duration was 0.308 s
with a maximum of 1.00 s. The mean inter-puff time interval was 4.498 s with a maximum

of 19.45 s.
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Figure 7.18: Histogram for the puff duration values from a simulation trace of 500 s.

To further test our model with no permissive state, we used the original parameter
values and a range of ¢* values to examine the Score for larger release sites, specifically
for 40, 60, and 80 channels. Figure 7.19 shows the graph for the Score values. As before,
we ran the simulations for a confidence interval of 95%. With the only change from the
model presented by Shuai et al. [81] being the removal of the permissive state, we can still
find an optimal ¢* that will produce a good Score. Using this ¢*, we see similar behavior of
the stochastic gating with 40 channels as seen with 20 channels. Figure 7.19 also shows
that configurations with puffs and sparks are harder to identify for higher number channels
than for N = 20 channels. All these observations make us conclude that the Shuai model
may improve on single channel characteristics yet clearly fails on describing release site

characteristics in a composed model that uses instantaneous mean-field coupling.
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Score

Figure 7.19: Simulated score value of release sites with 20, 40, 60, and 80 channels for varying
c* values with co, = 0.05 uM and [IP3] = 10 uM.

Including Position

Since it has been shown that using the distances between channels to calculate Ca’*
[29], and to illustrate the use of the spatial composer, we study here the release site
behavior considering 20 channels on a 5 x 4 grid layout. This layout was chosen to be
able to make a comparison to the work discussed here. Given those results, we use the
De Young-Keizer-like IP3R model with no permissive state. Figure 7.20 shows a trace
with five puffs. Knowing that this model produces puffs and sparks, we calculated the
puff duration and inter-puff time interval, as well as the frequency of puffs. We examined
a simulation trace of over 1 million state transitions occurring over 500 s and having 340
puffs as a preliminary report on these values for the release site with no permissive state
in the subunits and [IP3] = 10 uM and ¢, = 0.05 M. The puff duration results are shown
as a histogram in Figure 7.21, clearly showing a wide range of puff durations. The mean
puff duration was 0.674 s with a maximum of 4.79 s. The mean inter-puff time interval

was 0.438 s with a maximum of 1.76 s.

These results show that there is indeed an difference in the observed behavior of
a release site when the model includes the spatial information of the specific channel

locations. As stated by [29], this is related to the model including Ca’* inactivation; that

































































































































