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Abstract

We analyze the impact of communication infrastructure quality on local growth and structural
transformation. Our treatment is the county’s Internet speed offered to businesses. As in-
strument we use ARPANET, a military network that preceded modern Internet, and whose
location we determine using historical government reports. We find that faster Internet stimu-
lates short and long-run growth, shifts counties’ economic activity towards high-skilled services,
and increases local earnings inequality. Industry linkages, migration, and the sorting of work-
ers in ICT-related occupations explain our results. Our findings relate to predictions of the

Hecksher-Ohlin-Vanek model and to the presence of capital-skill complementarities.
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You can see the computer age everywhere but in the productivity statistics
- Robert M. Solow

1 Introduction

Communications infrastructure differs from other types of infrastructure like roads or railroads.
First, it facilitates the transmission of ideas, as modern communication technology primarily
“moves” non-rival services whereas transportation infrastructure primarily moves rival goods or
workers. Second, it allows individuals to consume digital services produced in any location. Third,
communication infrastructure allows a region to reduce communication costs with any location,
while roads or railroads reduce trade costs only between locations connected by them.! The im-
portance of communication infrastructure is such that U.S. lawmakers recently allocated 10 billion
dollars of federal funds to improve Internet access (The White House, 2022). Nevertheless, it is un-
clear to what extent the quality of communication infrastructure impacts local economic outcomes,
and whether it mattered only for early stages of the Internet in the 1990s and early 2000s, or if its

impact is still relevant today.

In this paper, we provide causal evidence that modern improvements in the quality of commu-
nication infrastructure induce local structural transformation in U.S. counties. To obtain causal
estimates, we use cross-sectional regressions at the county level in 2018 in which the quality of
Internet offered to businesses is our main treatment, and our outcomes of interest are the counties’
short-run GDP, payroll and employment growth, long-run population growth, and GDP and em-
ployment sectoral shares. Our first set of findings show that faster Internet offered to businesses
positively impact short- and long-run growth. Our second set of results shows that better provision
of Internet shifts the local economic structure towards high-skilled services, and away from other
services such as retail, accommodation services, restaurants, and traditional banking. We also find
important heterogeneous impacts of better Internet on employment shares within some specific
sectors, such as finance, health, support services, retail and wholesale. Lastly, we observe that

faster Internet increases local wage inequality.

Our findings suggest that quality improvements in communications infrastructure induce local struc-
tural transformation. In particular, faster Internet favors industries that use intensively information
and communication technology (ICT) inputs, and that hire intensively workers that use ICT more.
Hence, our results are consistent with the Rybczynski theorem from the Hecksher-Ohlin-Vanek
(HOV) model (Rybczynski, 1955).> We also find that high-skilled workers sort into counties with

LConsider regions i, j, and k. Regions i and j are adjacent while region k is far from both. Let trade costs
between two locations be .4 = totoqty; V0;d € {i;]J; k} where 0 # d. A new road connecting i and j reduces trade
costs ;; mainly through reductions in t;;. Faster Internet in i reduces trade costs with both j and k via lower t;.

2The Rybczynski theorem shows that higher endowments of one factor lead to a more than proportional ex-



lower communication costs, which leads to the observed growth in sectors that hire these workers

intensively. We find that migration plays an important role in this sorting mechanism.

Obtaining causal estimates of the impact of telecommunications infrastructure on local economic
outcomes is challenging. On one hand, counties with better amenities or higher productivity attract
more college-educated workers and productive establishments (Glaeser et al., 2004), thus Internet
Service Providers (ISPs) may offer better service in these locations. On the other hand, counties
with low competition among ISPs may provide lower quality Internet, which may disincentivize

establishments that need high-quality Internet to locate in these areas.

We circumvent these issues by using an instrumental variable approach. Our instrument is the
distance of counties’ centroids to the lines connecting ARPANET nodes,® a military research net-
work that was the backbone of Internet in its initial stage during the 1970s.* These lines represent
the telecommunications equipment that connected ARPANET nodes. To build our instrument, we
digitized ARPANET maps using historical government reports. We also talked with Bob Kahn and
Vint Cerf, two of the fathers of the Internet, who worked on the design of ARPANET and helped us
understand some of these maps. The ARPANET spatial structure allows us to analyze the causal
impact of modern Internet quality on the local economy. We use ARPANET as our instrument, as

we are not interested in the particular historical impacts of ARPANET in local economies.

Historical government reports help us document that the ARPANET structure satisfies the IV
assumptions. First, the history of Internet supports the relevance of our instrument. From 1969
to the early 1980s, ARPANET’s physical infrastructure (both the nodes and the lines connecting
them) was the backbone of the Internet. Due to path dependence of infrastructure (Duranton
et al., 2014; Duranton, 2015), the old Internet backbone is a good predictor of the modern Internet
backbone, whose location is not public.®> Physical closeness to the modern Internet backbone allows
ISPs to provide higher quality Internet at a lower cost.® Our data supports the idea that locations
closer to ARPANET lines have faster Internet offered to firms today.

The instrument plausibly satisfies the exclusion restriction since the Department of Defense (DoD)

pansion of the output in the sector which uses such factor intensively, and a decline of the output of the sector that
does not use such factor intensively (Rybczynski, 1955).

3In computer networks, a node is a connection point in a network that is a processing device with an assigned
address, as a router, computer terminal, peripheral device, or mobile device, (Encyclopedia.com, 2022).

4A backbone of a network is a high speed network that connects low-speed local networks. A national back-
bone of the Internet refers to the high speed network infrastructure that connects local networks in cities, compa-
nies, universities, among other, across the country and the globe.

SThere are two reasons for this. First, the information belongs to private companies who are top tier networks
that maintain the Internet backbone equipment and provide service to last-mile Internet service providers (Xfinity,
Comcast, etc.). Second, the Internet backbone specific location is of national security interest. (Wall, 2021).

5The modern Internet backbone requires underground fiber optic infrastructure protected by a external layer
called raceway or conduit. Installing fiber network requires underground construction, thus, the closer a county is
to existing fiber network, the lower the underground construction costs are.



decided the location of ARPANET considering military technology needs, contracting relationships
between the DoD and academics, and characteristics of computer science departments. Commercial
companies did not influence ARPANET. Moreover, we exclude counties with ARPANET nodes from
our sample and our instrument only uses the ARPANET lines. We expect our instrument to satisfy
the exogeneity assumption since current productivity and amenities of counties are unlikely to be
related to whether ARPANET lines are routed through these counties. This is because a straight
line is the least cost way to connect two locations with physical infrastructure (roads, cables, etc.).
Our data confirms that the presence of an ARPANET line in a county is uncorrelated with its
share of high-skilled services in the 1970s, which also supports the exogeneity assumption. Lastly,
our results are robust to excluding from our sample counties from six major metropolitan areas,

including three California tech hubs (Boston, DC, Los Angeles, NYC, San Francisco, and San Jose).

Our instrument is related to Forman et al. (2012) and Jiang (2022). Forman et al. (2012) uses
ARPANET nodes as an instrument for counties’ private investment on Internet to analyze how
such investment impacted wages of U.S. counties between 1995 and 2000. Their instrument is
weak because nodes were scarce and investment is lumpy. We adjust their instrument in different
ways: we use the lines that connected the nodes as an IV, we drop the counties with these nodes,
and we use the quality of Internet provision to businesses rather than Internet investment as
the main treatment. Our instrument is valid and can be used for other cross-sectional analyses.
Similarly, Jiang (2022) uses NSFNET nodes from the late 1980s, combined with the privatization
of Internet in 1995, to analyze how access to Internet affects the spatial structure of manufacturing
firms. Informed by history, we chose ARPANET lines instead of NSEFNET nodes in our empirical
framework. Historical sources suggest that NSFNET nodes’ location are correlated with counties’
productivity in the 1970s due to the incentives that the National Science Foundation (NSF) gave
to universities who managed the nodes, while ARPANET nodes are not since their location was
driven by military interests (Abbate, 2000; DARPA, 1981; Hauben et al., 1998; Leiner et al., 1997).
Nevertheless, our approach does not contradict the identification strategy of Jiang (2022).”

We analyze two mechanisms: industry linkages, and sorting of high-skilled workers with ICT-related
occupations. First, better Internet benefits those sectors with strong dependence on ICT-inputs
and workers who use them, while the impact on the other sectors is zero or statistically insignificant.
Second, we find that faster Internet spurs immigration towards counties with better Internet, and

increases the number of workers in occupations related to ICT, such as management, business and

"Correlation between the location of NSFNET nodes and county productivity does not represent an identifica-
tion issue for Jiang (2022). First, her variables of interests are outcomes for manufacturing firms, whose location
determinants are likely to be unrelated to ICTs before the mid-1990s. Second, her framework requires changes
between two spatial equilibria in the internal organization of these firms. Her empirical framework satisfies these
assumptions. If researchers were to use her identification strategy to analyze the internal organization of services
firms or county level outcomes, some adjustments would be necessary to address identification issues.



nance, o ce and administrative support, engineering, and computer sciences. Interestingly, the
sectors who have a greater abundance of these workers are the same sectors that are more favoured
by faster Internet speeds. In our heterogeneity analysis, we show that this sorting leads to an
increase in earnings inequality, positively a ecting the earnings of high-skilled workers, while not
impacting the wages for low-skilled workers.

Our work has implications for infrastructure policies intended to reduce the digital gap via sub-
sidies for Internet access can induce changes in the regional economic structure. Many nations
use public funds to subsidize Internet access in rural or isolated areas. Some examples include
Canada (Government of Canada, 2019), the U.S. (The White House, 2022), Germany (European
Commission, 2022), and the U.K. (Hutton, 2022). Our results indicate that these subsidies may
favor high-skilled workers in the favoured regions.

Our ndings relate to three international trade topics. First, our results are in line with the Ry-
bczynski theorem predictions. We nd that counties with faster Internet have more college-educated
workers and a larger share of workers who are engineers, managers, and computer science profes-
sionals. Such counties have higher economic activity in industries that employ intensively workers
with college education or in the aforementioned occupations. Di erently, sectors that employ these
professionals less intensively have smaller sectoral shares (e.g., wholesale, branch banks, and food
services). Second, our empirical results suggest the presence of capital-skill complementarities as
the use of better Internet is likely to induce rms to purchase new ICT capital, since the use of
faster Internet requires newer devices. ICT capital is a complement for high-skilled workers who
might become more productive in their tasks. Third, our results show the impact of globalization

on local inequality: high-skilled workers bene t more in a county with lower communications costs.

Literature review . We relate to empirical work exploring the impacts of infrastructure on local
outcomes (Cosar et al., 2022; Duranton et al., 2014; Duranton, 2015; Gertler et al., 2022). First,
Caosar et al. (2022) show that highway upgrades increase trade ows and manufacturing employ-
ment. Second, Duranton et al. (2014) nd that cities with more highways in the US specialize in the
production of heavy goods, while Duranton (2015) documents that major roads induce Colombian
cities to trade light goods. Third, Gertler et al. (2022) document that road maintenance rises local
welfare in Indonesia. We complement these studies about road infrastructure by analyzing how
telecommunications infrastructure quality impacts industry composition and inequality.

Our study relates to classical studies on HOV model tests using aggregate data (Leontief, 1953;
Leamer, 1980; Deardor, 1984; Bowen et al., 1986; Tre er, 1995; Harrigan, 1997; Davis and We-
instein, 2001). Our approach diers in four ways. First, we focus on communication costs that
a ect regional trade with other regions and the rest of the world. Second, our context varies from



cross-national studies since products betweenounties are likely to be competing goods, while this

is not necessarily the case for trade between developing and developed nations. For example, a
craft beer from the rural county of Hanover, VA, competes with a beer produced in the City of
Richmond, VA. Third, we include traded and non-traded services sectors. To some extent, we could
argue that many non-traded service sectors can be traded between regions within a country, since
people travel to a nearby locations to acquire them. Fourth, we complement previous work by not
including restrictive assumptions on production, technology, or exports in our regional analysis.
Our work also di ers from studies that test the HOV model predictions based on trade liberaliza-
tion in developing nations (Atolia, 2007; Esquivel and Rodr guez-lopez, 2003) since we analyze a
reduction in communication costs in U.S counties.

Furthermore, our work relates to studies on how both technological change and trade increase the
use of capital that complements high-skilled workers, thus impacting inequality. This work includes
structural models (Burstein et al., 2013; Parro, 2013), reduced-form analysis of trade liberalization
in developing nations (Verhoogen, 2008), and historical evidence from the early 1900s in the U.S.
(Goldin and Katz, 1998). We add to the previous literature by providing causal estimates of how
ICT-related capital impacts local inequality in U.S. regions.

For the infrastructure literature, the closest study to our work is Michaels (2008). He nds that
the construction of the US Interstate Highway System increased the demand for skilled labor in
skilled-abundant counties. His results are consistent with some predictions of the HOV model. We
complement his work by studying a continuous measure of communication infrastructure, rather
than a single road infrastructure project. Contrarily from us, Michaels (2008) does not nd con-
clusive evidence that highways changed the local industrial composition. Moreover, we nd that
better infrastructure quality has heterogeneous e ects within the same broad sector, as are the
cases of nance and health services.

Our paper also has similarities with Akerman et al. (2015), who study the skill complementarity

of access to broadband Internet in Norway between 2000-2008. We complement their work in at
least four dimensions. First, our research focuses on how Internet quality provision impacts local
growth and structural transformation, while their work focuses exclusively on how Internet access
a ects labor markets. Second, we focus on signi cantly more advanced stages of the Internet
technology? Moreover, the period analyzed by Akerman et al. (2015) is before the arrival of

8Several tests of the HOV model have attempted to relax many strong theoretical assumptions, but they still
require some, such as constant return of scale, non-joint production, or exogenous prices as in Harrigan (1997); or
similar production functions across nations, exports level is expressed as a proportion of the purchasing country's
GDP, and factor price equalization as in Davis and Weinstein (2001).

°The Internet speeds analyzed by Akerman et al. (2015) can be considered obsolete today. For example, Zoom
video calls require speed of around 550 Kbps, twice the broadband de nition in the early 2000s (256 Kbps). Aver-
age Internet speed in 2019 (100 Mbps) was 390 times faster than these older broadband de nitions.



key Internet products, such as online retail, teleconferencing, and cloud services, which impacted
substantially the services sector. Finally, our results are also relevant for the HOV maodel, not only
to capital-skill complementarity.

We relate to the economic geography literature that explores how infrastructure a ects specializa-
tion at the regional level using structural models (Fajgelbaum and Redding, 2022; Sotelo, 2020;
Baldomero-Quintana, 2022). Other studies consider how infrastructure a ects welfare and aggre-
gated outcomes leaving the sectoral impacts aside (Alder, 2016; Allen and Arkolakis, 2022; Allen
and Atkin, 2016; Asturias et al., 2019; Bonadio, 2016; Donaldson, 2018; Donaldson and Hornbeck,
2016; Faber, 2014). We complement this literature by providing causal evidence that the quality
of infrastructure impacts local specialization from a purely empirical standpoint, without making
functional form assumptions on production, preferences, or trade costs.

We relate to work in spatial economics on the e ects of communication costs and ICT. This includes

work on ICT and agglomeration (Charlot and Duranton, 2006; Gaspar and Glaeser, 1998; Glaeser
and Ponzetto, 2007; Malecki, 2002; Lin, 2011; Zook, 2002); Internet and real estate prices (Ahlfeldt
et al., 2017; Ford et al., 2005a; Dietzel, 2016; Beracha and Wintoki, 2013); and communication
and innovation (Carlino et al., 2007; Kantor and Whalley, 2019; Rosenblat and Mobius, 2004). We

complement this literature by focusing on Internet and local economic structure.

Recent work has explored how communication costs impact rms' entry, performance and structure
(Ar and Hikkerova, 2021; Acosta and Lyngemark, 2020; Beem, 2022; Forman and Van Zeebroeck,
2012; DeStefano et al., 2022; Marinoni and Roche, 2022), and trade ows (Fink et al., 2005; Allen,
2014; Freund and Weinhold, 2004; Blum and Goldfarb, 2006; Breinlich and Criscuolo, 2011; Jubasz
and Steinwender, 2018; Steinwender, 2018; Cristea, 2011). We complement these studies in two
ways. First, we document empirically that the quality of communications infrastructure (intensive
margin), and not only access (extensive margin), impacts local economic outcomes. Second, we
study regional economic specialization, while previous work focuses on trade or rm outcomes.

We share similarities with Forman et al. (2012) and Jiang (2022), but our research questions
di er substantially. Forman et al. (2012) focuses on the impacts of private Internet investment
on local labor markets in the late 1990s, nding no impacts. Our results di er since we analyze
a period of study when Internet is a highly adopted technology that experienced major changes
since the 20008 Our study is related to Jiang (2022), who nds that the spatial organization of

O nternet speeds increased exponentially since the 2000s. Connections used in the 1990s were based on dial-up
with download and upload speeds of at most 56 Kpbs. The average speeds in US counties in 2018 were between
2 and 671.1 Mbps for download, and between 1.1 and 615.7 Mpbs for upload. If we focus on the lower bounds,
speeds were 17 to 35 times faster in 2018 relative to the 1990s. Moreover, social media and modern search en-
gines changed markets, including housing, retail and labor markets (Dietzel, 2016; Beracha and Wintoki, 2013;
Ford et al., 2005b; Oestmann and Bennshr, 2015; Cavallo, 2018; Dingel and Neiman, 2020).



manufacturing rms changes when they accessed Internet after 1995. Our results complement hers
since we nd that counties with better Internet have higher activity in some manufacturing and
service sub-sectors.

The rest of the paper proceeds as follows. In Section 2, we document the history of Internet. Such
historical context informs our empirical strategy. In Section 3, we describe our data and present
descriptive statistics. Section 4 presents our empirical model, including our identi cation strategy.
In Section 5 we present the results of the paper, together with the two mechanisms proposed that
can explain such results. Section 6 concludes.

2 Context: The History of Internet

In this section we document the origins of the Internet. We provide information on ARPANET, the
rst network to operate as the Internet backbone. We also present facts about the National Sciences
Foundation network, NSFNET, which took over the functions of ARPANET in the late 1980s. Our
historical context supports the idea that the location of ARPANET nodes and connecting lines is
exogenous to county productivity while NSFNET nodes are not. In addition, we document that
ARPANET network was the rst backbone. Thus, it is a good predictor of Internet speeds in the
U.S. as Figure 1 shows.

Origin of ARPANET . ARPANET was a research project nanced and developed by DARPA,

a research o ce of the DoD. DARPA's objective was to create a network that connected military
computers. Two factors drove the nancing of the project. First, the DoD had a strong interest

in nancing research after the Soviet Union launched its rst satellite, the Sputnik. Second, the
DoD wanted to lower administrative costs by allowing its computers to share data. In the early
1960s, the DoD had thousands of computers operating autonomously without any connection, which
generated large costs since all data les and software had to be reprogrammed in every device. In
addition, military personnel had to be trained to use devices from di erent manufacturers. These
costs doubled the DoD's budget for software creation and maintenance (DARPA, 1981).

DARPA hired a reputable computer science researcher to build a computer network: Dr. J.C.R.
Licklider. He proposed a novel idea at the time: use of computers to improve human communication
(Licklider and Taylor, 1968). In the 1960s, computing rms and most U.S. academics focused on
improving the speed of computers to complete tasks, a concept known as batch processing (Hardy,
1980). This situation incentivized Dr. Licklider to shift all research computer research contracts
away from private companies and towards academic departments interested mainly in computer
network research. Thus, DARPA established DoD contracting relationships with some computer
research departments at U.S. universities. Consequently, commercial interests played no role in the



Figure 1: ARPANET Connections in 1979 and 2018 Internet Speeds

Panel A: Download Internet speeds o ered to businesses

Panel B: Upload Internet speeds o ered to businesses

Note: these gures show the mean download and upload speeds o ered by Internet service providers to businesses
in every U.S. continental county (i.e., di erent from the Internet service o ered to households). Blue counties be-
long to the top quintile, while yellow counties are in the lowest quintile. The gures also display the ARPANET
nodes and lines (which represent the connections between nodes) for April 1979. Source: FCC and Cerf and Khan

(1990).



design and development of ARPANET (DARPA, 1981).

The main idea behind ARPANET and the Internet was to connect independent local networks
(DARPA, 1981; Leiner et al., 1997): if one local network was lost, the system continued working.
ARPANET demanded novel technological resources: a speci ¢ software to de ne a protocol (set
of rules for data transmission) and equipment to guarantee the stability and delay of a network
(the time for a signal to traverse a network). During the late 1960s, prior to the rst ARPANET
connection in 1969, DARPA researchers focused on solving these technical issues. Notably, the
existing telephone infrastructure was insu cient for ARPANET. ! The rst four ARPANET nodes
were connected in 1969. These nodes were research centers with DoD contracts and were chosen
due to speci ¢ technical expertisel? The network was declared fully operational in 1971. Figure
A-1 presents the original description of the network as described by Vint Cerf and Bob Kahn (two
ARPANET researchers that are part of the list of the fathers of the Internet) in 1969.

In the 1970s, ARPANET required DoD's resources and well-coordinated frontier engineering ex-
pertise (DARPA, 1981; Hauben et al., 1998; Leiner et al., 1997). Academic researchers solved novel
engineering issues frequently. Researchers working on ARPANET collaborated intensively even if
they belonged to di erent universities and their engineering documentation was open (Leiner et al.,
1997)1% Thus, the location of ARPANET nodes also depended on the work style of computer
science departments: uncooperative computer science departments were less likely to be a part of
ARPANET.

To summarize, three factors in uenced the location of ARPANET nodes. First, in the 1970s only
universities with DoD contracts were connected to ARPANET (Abbate, 2000). Second, universi-
ties with a research agenda focusing on networks were more likely to participate in ARPANET,
while computer science departments that focused on batch processing{predominant across U.S.
universities{were unlikely to participate in the network (Hauben et al., 1998). Third, collaborative
computer science departments were more likely to join the project. Thus, we conclude that the
location of ARPANET nodes in the 1970s was driven by factors unigue to national defense and
computer science departments (DARPA, 1981).

From ARPANET to NSFNET . In the early 1980s, only nodes related to national defense com-
puting research or operations were connected to the Internet. The situation was di erent in the

n 1966-1967, an MIT laboratory and the military contractor SDC in Santa Monica, CA, connected two com-
puters using the existing telephone circuit technology. The experiment proved that existing telephone infrastruc-
ture was insu cient to establish a good quality network (Hauben et al., 1998; Leiner et al., 1997).

2These four nodes correspond to the University of CalifornialLos Angeles, University of California{Santa Bar-
bara, Stanford Research Institute, and the University of Utah.

13 ARPANET's technical notes about engineering network design were key for the network's success. The notes
were open to the public even if the DoD nanced the network (Leiner et al., 1997; Hauben et al., 1998). Collabora-
tion and open documentation helped ARPANET researchers to develop fast solutions for engineering issues.



late 1980s: the backbone was transferred from military to civilian control, and Internet users in-
cluded universities, private companies and federal agencies (Abbate, 2000). Five events in uenced
this change. First, DoD created a separate military computing network in 1983, MILNET. Af-
terward, ARPANET did not transmit military data, although some military research centers were
connected to the network for scienti ¢ purposes. Second, NSF founded NSFNET, a national net-
work of regional academic networks. Third, DARPA and NSF collaborated to connect ARPANET
and NSFNET. Fourth, NSF encouraged NSFNET regional networks to provide Internet service to
commercial companies. Fifth, ARPANET transferred the role as backbone of Internet to NSFNET
in 1988, and was decommissioned in 1990 (Abbate, 2000; Leiner et al., 1997).

During the 1980s ARPANET opened its network to more academic centers* DARPA wanted
more academics to use the technology, and transfered the backbone responsibilities to another
group (DARPA, 1981). In 1981, a consortium of universities requested a grant from the NSF
to create CSNET, an academic network implemented between 1981 and 1984. In 1981, DARPA
signed a cooperative agreement with CSNET to share ARPANET's infrastructure (McKenzie and
Walden, 1991; Leiner et al., 1997). To connect to CSNET, NSF agreed to provide resources, but
each university or research center would independently manage their internal network.

In 1985 NSF started building NSFNET, a national network that connected regional networks cre-
ated by universities'>. NSFNET was built onto the CSNET infrastructure. The new network
created a two-tier system: NSFNET regional networks, and a national backbone network con-
necting them. The construction of NSFNET took three years (Abbate, 2000). In 1986, NSF
and DARPA made an agreement to guarantee that ARPANET and the regional NSF networks
had interoperability (Leiner et al., 1997). Later, in 1987, the NSF reached an agreement to use
ARPANET resources to connect regional networks, in exchange for sharing ARPANET's operating
costs (Abbate, 2000). The NSFNET national network started functions in 1988.

Determinants of the location of NSFNET . The NSFNET regional networks (nodes) were
subject to commercial interests due to the incentives imposed by the NSF during its creation. First,
the regional networks had to be nancially autonomous within three years of receiving funding.
Second, NSF encouraged regional networks to nd commercial clients (Leiner et al., 1997). Although
Federal law prohibited commercial companies to use the NSF national backbone (U.S. Congress,
1992), private companies could connect to regional networks (Leiner et al., 1997; McKenzie and

¥ The Internet is de facto a network of local networks. It is divided in three tiers. The upper tier is considered a
backbone because it reaches all local networks.

5The regional networks were BARRNET for the San Francisco Area, MIDNET in the Midwest, WESNET in
the Rocky Mountain region, USAN for those research centers connected to the National Center for Atmospheric
Research, NORTHWESTNET in the Northwest, NYSERNET in the New York state area, SESQUINET in Texas,
SURANET in the Southeast. NSFNET also connected large computer centers in San Diego, University of lllinois,
and Pittsburgh.
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Walden, 1991). This scheme was implemented as the NSF had the objective that private rms
would create national networks (Leiner et al., 1997). Although commercial networks emerged, no
national private backbone appeared until the privatization of NSFNET in 1995.

The NSF nancing scheme implied that only universities (or groups of institutions) would create

a regional network or node in a region if they had economies of scale. A university could reach
economies of scale if it had productive rms nearby, the institution was large, or the college had
other institutions nearby. Such factors are plausibly correlated with the productivity of regions.
Thus, the presence of NSFNET nodes and local productivity could be correlated.

NSFNET as Internet backbone and its privatization . In the late 1980s, the growth of Inter-
net users made ARPANET physical infrastructure obsolete as Internet backbone. Thus, DARPA
planned the decommissioning of the network and NSFNET overtook ARPANET as the Internet
backbone (McKenzie and Walden, 1991; Abbate, 2000). The protocol designed by Vint Cerf and
Robert Kahn for ARPANET made the transition smooth (TCP/IP). Between 1988 and 1989,
DARPA sites transferred their host connections from ARPANET to NSFNET, and in February
1990 ARPANET was o cially decommissioned (Abbate, 2000). Independent commercial networks
began to grow in the 1980s and 1990s due to the NSFNET regional network' services provided to
private rms (Abbate, 2000). In 1995, the NSF transferred the NSF national backbone to private
companies. Harris and Gerich (1996) documents the technical details of this transition.

The history of Internet allows us to reach three conclusions, which will be helpful for our empirical
strategy. First, ARPANET was not in uenced by commercial interests, rather by military ones.
Second, the location of nodes was driven by DoD contracts, and the research agenda and work
philosophies of computer science departments in the 1960s and 1970s. Third, NSFNET regional
networks were in uenced by commercial interests. Thus, NSFNET nodes are likely to be correlated
with local productivity, while ARPANET nodes and the lines connecting them are not.

3 Data

Our data comes from four main sources: the US Census Bureau, the Bureau of Economic Anal-
ysis (BEA), the Federal Communications Commission (FCC), and historical maps created by the
DARPA o ce at the DoD. In this subsection we describe in more detail each of these data sources.
Afterward, we show some descriptive statistics for the main variables of interest.

Internet data . To capture current the quality of the Internet o ered to businesses, we use data
from the FCC for 2014 and 2018'® These data come from FCC's Form 477, which must be lled

18\We use these two years for three reasons. First, the FCC started publishing these data in December 2014,
hence we cannot obtain Internet speed measures at the county level from the FCC before this year. Second, when
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by all broadband providers twice a year to report the list of census blocks in which they oer a
particular technology (Federal Communications Commission, 2019). Therefore, the data contain
for each census block, a list of all Internet providers, together with the o ered technology of
transmission to rms (e.g., cable model, xDSL, ber, xed wireless, etc.), the maximum advertised
download and upload speeds/bandwidth (for consumers) and the maximum contractual download
and upload speeds/bandwidth (for businesses) for each technolody. From these data, we keep
only those providers and technologies o ered to businesses, which we use to compute the mean and
the median download and upload speeds for each county.

Current Economic Activity . We use employment counts and aggregate payroll by county and
sector from the Census Bureau's 2014 and 2018 County Business Patterns (CBP). The CBP includes
the number of establishments and employment for every county during the second week of March,
as well as the annual payroll. We compute the average wage within counties as the ratio between
annual payroll and total employment. The CBP data also contain information by NAICS (North
America Industry Classi cation System) sector, up to 6-digits. However, due to con dentiality
restrictions, a data point is only published if it contains at least three establishments. Thus, to
minimize the number of missing values arising from these restrictions, we use sectoral data at the 2-
and 3-digit NAICS code.!® For each sector, we compute the share of employment and payroll in each
sector within each county. Such shares represent proxies that measure the industrial specialization
or composition of a county. We complement these data with information on each county's GDP in
2018 (total and by 2-digit NAICS code) from the BEA and with decadal county-level population
between 1900 and 2020 from the US Census Bureau.

ARPANET . For our instrumental variable, we digitized images of decommissioned DoD docu-
ments that contained ARPANET maps. In 1990, Vint Cerf and Robert Kahn (Internet pioneers)
collected these maps and published them in the Journal of the Association for Computing Machin-
ery (Cerf and Khan, 1990), and are only available in the physical version of the journal. These maps
include the abbreviated name and the location of the nodes, and the lines connecting them, which
represent the infrastructure connecting ARPANET nodes. As the name of the nodes is not available
in the journal (only their abbreviation), we used DoD historical reports and other historical sources

we downloaded the data on early September, 2022, some Internet technologies were missing in the 2019 FCC les.
Our hypotheses are that there were either changes in their methodology or pending updates in the data. Since we
did not nd any documented reason for these missing data, we do not use data from 2019. Third, we avoid using
data for 2020 as the COVID-19 pandemic substantially altered the demand and supply of Internet due to the boom
of working from home. In addition, the local economic structure was also impacted by the pandemic, since some
services sector were negatively impacted and manufacturing industries experienced a boom in 2020-2021, while the
opposite occurred in 2021-2022. Thus, we chose 2018 as our base year.

"Download speed corresponds to the speed used to download data from a server to a computer in the form of
text, les, audio, images, videos, etc. On the other hand, upload speed refers to how fast can information be sent
(in the form of text, audio, images, etc.) from a computer to another device connected to the Internet.

8The full list of 2-digit NAICS sector is included in Table A-1 in the Appendix.
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to nd the exact address of some of the nodes (Network Information Center, SRI International,
1978; DARPA, 1981; Hauben et al., 1998). We also talked with Vint Cerf and Bob Kahn, who
shared their knowledge about the ARPANET network, including the names and location of those
nodes whose information was not in historical government reports. Figure 2 shows the original and
the digitized maps for 1979. Using the exact location of the nodes and their connecting lines, we
compute the minimum distance between each county's centroid and one of the lines, together with
an indicator variable that equals 1 if a county contains a node (and 0 otherwise), and another that
equals 1 if a line is routed through it.

Descriptive statistics . In Table 1, we present the average and median values for some of the
variables of interest. Regarding local sectoral structure, around half of employment and total pay-
roll in the average county is generated in theOther services category, which includes Wholesale
and Retail Trade, Administration and Support, Construction, Accommodation and Food Services
and similar. A third of the counties' employment on average is inHigh-skilled services which in-
cludesinformation Services, Management Professional Services Educational Services and similar.
Manufacturing accounts for approximately 15% of the employment on average. For all variables,
the mean and the median share of sectoral employment are quite similar. Figures A-3 and A-4
show the spatial distribution of these sectoral shares across the U.S. For the case of Internet quality
provision, the average download and upload speeds o ered to rms in an US county are 97 and 86
megabits per second (Mbps), respectively. Finally, in 1979 only 1% of counties had an ARPANET
node, while 14% had a line going through; and the average county was 192km away from a line.

4 Empirical Model and Identi cation

In this section we discuss the empirical framework we use to estimate the e ects of quality of Internet
provision on current local economic structure. Moreover, we examine the use of ARPANET lines as
an instrumental variable, and we asses the assumptions we need to interpret our results as causal.
To measure the e ects of Internet quality on modern county short-run economic growth and local
structural transformation outcomes, we estimate the following model:

Yc= + log (InternetQuality o)+ X0+ 1)

where Y, is a local economic outcome in countyc, such as the 4-year growth rate of real GDP
or employment (between 2014 and 2018), the 30-year population growth rate (since the 1900 to
2020), or the share of employment in a particular sector in 2018. MoreoverinternetQuality . is

a measure of Internet speed o ered to businesses (average download or upload speeds) in county
c in 2014 (for growth regressions) or in 2018 (for levels); . considers the unobserved factors that
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Figure 2: Structure of ARPANET as of 1979

Panel A: Original Map

Panel B: Digitized Map

Note: Panel A displays a scanned image of the ARPA network as of April 1979. The map was created by Vint Cerf
and Bob Khan, Internet pioneers. Panel B displays our digitized version of the same map. Source. Cerf and Khan
(1990)
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Table 1: Descriptive Statistics

Category Average across Counties Mean Median
Share agriculture & mining employees 0.02 0.00
Share manufacturing employees 0.15 0.12
Share high-skilled services employees 0.30 0.29
Share other services employees 0.53 0.52
Share agriculture & mining payroll 0.04 0.00
Share manufacturing payroll 0.19 0.16
Share high-skilled services payroll 0.33 0.32
Share other services payroll 0.44 0.42
. . Total GDP (millions) 109.7 106.2
Current Economic Activity Total Employment 40,116 6,557
Total Payroll (millions) 2,178 248
Average Wage (thousands) 39.72 37.83
Growth GDP (4 year) 4.64% 3.95%
Growth Employment (4 year) 2.99% 3.04%
Growth Payroll (4 year) 7.54% 7.70%
Growth Wage (4 year) 4.30% 4.22%
Mean download speed 96.44 38.87
oered to rms in 2019 (Mbps)
Internet Speeds Mean upload speed 85.92 27.86
oered to rms in 2019 (Mbps)
Mean download speed 49.72 21.53
o ered to rms in 2014 (Mbps)
Mean upload speed 36.73 6.13
oered to rms in 2014 (Mbps)
Distance to ARPANET lines in 1979 (km) 191.82 119.57
ARPANET Had node |n_1979 _ 0.01 0.00
Had connection line in 1979 0.14 0.00

Notes: This table shows the mean and the median of our variables of interest averaging across all counties in
continental US. Variables regarding current economic activity and Internet speeds correspond to 2018. Speeds are

measured in Megabits per second (Mbps).

High-skilled services include information; nance and insurance; real

estate services; professional, scienti ¢ and technical services; management of companies and enterprises; educational
services; and health care and social assistance. Other services include utilities; construction; wholesale trade; retail
trade; transportation and warehousing; administrative and support and waste management and remediation services;
arts, entertainment and recreation; accommodation and food services; and other services. GDP growth corresponds
to the 4 year growth of the "Real GDP in chained Dollars" series from the BEA. Payroll and wage growth correspond

to the 4 year growth of these variables as given by the 2014 and the 2018 County Business Patterns; the 2014 series
were de ated using the national CPI from March 2014.
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impact local economic outcomes, such as productivity in countyc.’® In all our speci cations, we
exclude from our sample any county that had at least one ARPANET node.

The group of control variables (X9 includes several geographic characteristics, including dummy
variables that equal one if the county lies next to the Canadian or Mexican border since the local
economy in such counties might depend on these neighboring countries (Hanson, 1996); a dummy
variable that equals one if the county lies along the coast of an ocean or a Great Lake; average
slope and elevation, and total land and water area, as geography could determine the costs of
infrastructure provision. We also include the distance from the county to the centroid of the nearest

a metropolitan statistical area, as a measure of market access as in Michaels (2008); population
density as a measure of agglomeration economies; and the population growth rate between 2014 and
2018. Our main parameter of interest is , which identi es the semi-elasticity of a local economic
outcome with respect to the quality of Internet provision across U.S. counties.

The estimation of equation (1) does not yield causal estimates due to the endogeneity between
the variables of interest. For instance, counties with higher productivity or better amenities might
grow faster and have a larger share of GDP coming from high-skilled services as these counties
can attract more productive service establishments and workers. Hence, the willingness to pay for
better Internet in these counties is higher, and ISPs will provide better Internet. Thus, ™ would be
upward biased. On the other hand, counties with better environmental aesthetic amenities (e.g.,
rivers, mountains, lakes) might attract more high-skilled workers, which would generate incentives
for ISPs to provide high speed Internet. At the same time such amenities could make it more
di cult to build physical telecommunications infrastructure, thus lowering the quality of local
Internet provision. In this case, ™ would be downward biased.

To recover the causal estimate, we follow an instrumental variable approach using the spatial
structure of ARPANET in 1979 (years before the Internet had commercial viability) as the source
of exogenous variation?® As we document in Section 2, the decisions about the location of the
nodes, and thus the spatial structure of ARPANET, were determined by whether (i) the researchers
in academic institutions were contractors for the DoD through its ARPA agency in the 1960s; (ii) the
research agenda of the institution was more focused on networks, instead of batch-processing, which
was the main paradigm at the time; and (iii) the work style of the computer science departments
was of a collaborative nature.

Hence, due to historical reasons, it is unlikely that the nodes of ARPANET were selected only

1%1n all the estimations we use Spatial Heteroskedasticity and Autocorrelation Consistent (SHAC) standard
errors as proposed by Conley (1999) with a ratio of 28.55km, which correspond to the ratio of a circle that would
cover the surface of the median metropolitan statistical area in the U.S.

2The rst private Internet Service Provider, The World, appeared in the 1989.
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in counties with the highest productivity levels. Moreover, the presence of a university does not
guarantee high levels of productivity. For example, Rust Belt cities that experienced major losses
in amenities and productivity have universities e.g., Detroit, Flint, Camden, Youngstown, Toledo,
or Dayton. Moreover, we select the status of the network in 1979, when ARPANET only con-
nected DoD contractors and it was still under military management (Abbate, 2000). This selection
guarantees that the structure of ARPANET was more closely related to the research interests of
the DoD and the work styles and research agendas of academic departments with which it had
contracting relationships. In addition, to avoid remaining concerns, we exclude from our main
estimations those counties that had an ARPANET node in 1979. Exploiting the spatial structure
of ARPANET, our rst stage is de ned by

log(InternetQuality ()= a+ b ARPANET .+ X2+ 2)

where ARPANET . denotes the log of the minimum distance between county's centroid and an
ARPANET connection line, which were presented in Figure 2. Since government reports and maps
do not contain information on the exact location of the physical infrastructure used to connect
the nodes, straight lines that mimic the maps of ARPANET (e.g., Figure 2) are our proxy for
such physical infrastructure. Given that ARPANET had speci ¢ network requirements (reliability
and delay) to guarantee interconnection quality between computers, the physical infrastructure
connecting the nodes must have been of the highest quality at the time. We estimate di erent
speci cations of equation (2) using other instruments, including a dummy variable that equals 1 if
a connection line crossed countyc, and distance categories to the closest line.

Our identi cation strategy has a similar logic as Duranton et al. (2014) and Duranton (2015), who
use historical routes in the U.S. and Colombia as instruments for the location of modern roads.
Due to infrastructure cost reasons, it is easier to build contemporary highways following histori-
cal paths. Similarly, it's easier to build the modern Internet backbone on historical ARPANET
infrastructure (Abbate, 2000; Leiner et al., 1997; McKenzie and Walden, 1991) because a physical
Internet backbone requires an underground optic ber. In addition, it is cheaper for ISPs to provide
high-quality Internet to counties near the modern backbone in the same way that it is cheaper for
a construction company to physically connect a county closer to the Interstate Highway System.
Since counties closer to ARPANET lines{representing the old Internet backbone{are more likely to
be closer to the modern Internet backbone, ISPs are more likely to o er higher Internet speeds in
such counties.

A potential concern about our instrumental variable is that the ARPANET connecting lines are
located along other types of infrastructure, such as highways or railways. Therefore, we would not
be capturing the e ect of ARPANET but of these ways. In Figure A-5 we present the maps of the
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ARPANET network in 1979, together with the primary US roads and the railroad infrastructure in
2019. As the gure shows, there seems to be no correlation between these types of infrastructure.

Our strategy also has similarities to Forman et al. (2012), who use the presence of ARPANET nodes

in a county as an instrument for Internet investment by businesses, and to Jiang (2022), who uses
the location of NSFNET nodes in a DID framework. Using only the location of the nodes produces

a weak instrument since nodes are scarce (less than 1% of counties had a hode). Instead, we use the
connection between the nodes as an instrument for the average reported Internet speeds of providers
to the FCC within a county, which arguably produces a stronger instrument. We do not consider
NSFNET nodes, since historical evidence suggests they could be endogenous in a cross-sectional
empirical framework that considers geographical areas as the unit of observatioft. Therefore, we
use the ARPANET historical documentation maps from 1979 for our empirical strategy.

We choose 1979, a year when ARPANET had no connections neither shared resources with NSFNET
or its predecessor, (Abbate, 2000; McKenzie and Walden, 1991). We consider that our instrumental
variable is relevant since ARPANET is the rst precursor of the Internet. The main backbone of
the Internet relied on ARPANET nodes and lines from the 1970s and 1980s (Leiner et al., 1997).
It is likely that modern backbones took advantage of existing underground infrastructure, in the
same logic as the path dependence of roads as in Duranton et al. (2014) and Duranton (2015).

As Figure 1 shows, the data supports the relevance of our instrument. Counties crossed by
ARPANET lines seem to have better Internet quality as of 2018, both download and upload speeds.
We formally test the relevance of our instrument estimating di erent speci cations of equation (2)
using OLS. In particular, Table 2 validates the previous results, even after including the vector of
control variables. Notice that those counties that had an ARPANET node in 1979 have Internet
speeds that on average double those in counties without a node (Panel A); however, less than 1%
of counties had a node, which would render a weak instrument as in Forman et al. (2012). Simi-
larly, counties that had an ARPANET connection line in 1979 have download and upload speeds
that are 27% and 38% higher in 2018, respectively, relative to counties without a line (Panel B).
Notably, counties farther away from a 1979 ARPANET line have lower Internet speeds (Panel C).
In particular, a 10% increase in distance is correlated with speeds between that are between 1.3%
and 1.8% lower. This negative relationship with distance holds if we consider distance categories
instead of a continuous measure (Panel D). These results support the relevance of our instrumental
variable.??

ZLNSF encouraged local NSFNET regional networks to provide service to private companies. Due to increasing
returns to scale only some universities created NSFNET regional networks. Most likely, the ones where there was
an abundance of private companies that needed advanced telecommunications services in the 1980s, which would
threaten causal identi cation in county level cross-sectional regressions. Nonetheless, NSFNET nodes can be used
as IV for rm level outcomes like the ones in Jiang (2022).

22 These results are robust if we use the 1988 structure of ARPANET instead of the 1979 structure, or if we use
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Table 2: OLS Estimates . The Impact of ARPANET on Current Internet Speeds O ered to

Businesses

Panel A : County has a node

Mean download speed

Mean upload speed

1) 2) 3) 4)
Had node in 1979 1.314**  0.900***  1.605*** 1.083***
(0.154) (0.183) (0.166) (0.196)
Constant 3.599**  3.881**  3.236***  3.593**
(0.039) (1.315) (0.046) (1.478)
Panel B : County has a line Mean download speed  Mean upload speed
1) (2) (3) (4)
Had connection line in 1979 0.352***  0.271**  0.468**  (0.380***
(0.079) (0.078) (0.090) (0.089)
Constant 3.551***  3.504*  3.174**  3.127*
(0.041) (1.362) (0.048) (1.532)

Panel C : Distance to a line

Mean download speed

Mean upload speed

(1) (2) (3) (4)
Distance to Line in 1979 -0.168***  -0.132*** -0.213** -0.184***
(0.026) (0.026) (0.029) (0.030)
Constant 5.540***  3.590**  5.691***  3.247**
(0.299) (1.388) (0.344) (1.564)

Panel D : Distance to a line

Mean download speed

Mean upload speed

(Categories) Q) (2) 3) 4)
Has a line 0.638**  0.543**  (0.812*** (0.743***
(0.108) (0.108) (0.122) (0.121)
No line and dist 2 (Okm; 73:4km] 0.604**  0.6544**  (0,733***  0.717***
(0.106) (0.110) (0.121) (0.123)
No line and dist 2 (73:4km; 151:5km] 0.386***  0.358***  (0.484***  (.498***
(0.103) (0.104) (0.117) (0.117)
No line and dist 2 (151:5km; 290.8km] 0.152 0.157 0.159 0.202*
(0.103) (0.102) (0.118) (0.116)
Constant 3.266*** 1.448 2.830%** 0.385
(0.076) (1.388) (0.084) (1.540)
Observations 3,077 3,072 3,077 3,072
Controls X X

Notes: This table shows the impact of ARPANET in 1979 structure on modern Internet speed o ered to businesses
by county. We display the impact on the mean download and the mean upload speeds. The dependent variables
are: a dummy variable that equals 1 if a county has a node (Panel A); a dummy variable that equals 1 if a county
has a connection line (Panel B); the log of the distance between the country's centroid and a connection line (Panel
C); and distance quartiles from a connection line (Panel D), where counties between 290.8km and 1,118km belong
to the omitted category. Panels B, C and D do not include counties with a node in 1979 (32) and the number of
observations correspond to these panels. Controls include geographic and economic characteristics. SHAC adjusted
standard errors (Conley, 1999) are in parenthesis, with a radius of 28.55km, corresponding to the radius of the
metropolitan area in the median of the distribution. *

19

p < 0:10, ** p < 0:05, ** p< 0:01



The structure of ARPANET as an instrumental variable satis es the exclusion restriction. In other
words, ARPANET impacts the local economic structure in U.S. counties exclusively through mod-
ern Internet speeds. Based on the history of the network, it is unlikely that the nodes chosen by
the DoD through contractor processes, academic research agendas (interested in network research
or not), and research work styles in the 1960s (collaborative or uncooperative) are related to pro-
ductivity or amenities in counties today. Moreover, the presence of a university does not guarantee
high levels of productivity and amenities (e.g., Detroit, MI, Camden, NJ). The agendas and col-
laboration style of computer science departments depend on their internal dynamics, and their
contracting relationships depend on professional networks. Moreover, national defense computing
research locations were decided purely based on the interests of DARPA and the DoD. Lastly, to
guarantee that the exclusion restriction is satis ed, we drop from our samples any counties with
ARPANET nodes.

Our instrumental variable is unlikely to be correlated with omitted variables that in uence local
economic structure; that is, it satis es the exogeneity assumption. Using ARPANET lines con-
necting the nodes, instead of the nodes themselves supports this assumption. Even if there are
remaining concerns that the ARPANET nodes are located in counties with high amenities or pro-
ductivity, the lines that connect them are likely to be exogenous to such unobserved factors. For
example, an ARPANET line connects the Argonne National Laboratory in Argonne, IL, to the
Wright-Patterson Air Force Base in Green County, OH. Such line passes over several Indiana coun-
ties, including Wabash County. Even under the strong assumption that military nodes in Argonne,
IL, or Green County, OH, were selected due to high productivity of the counties, the line passing
over Wabash County, IN, is exogenous to the productivity of these counties with nodes. The lines
themselves predict the location of the ARPANET backbone, which itself predicts the geographical
layout of the equipment that forms the modern Internet backbone. In Table A-4, we show that
even though the location of the nodes in 1979 is strongly correlated with the share of employment
in high-skilled and business services in the 1970s, whether a county is crossed by a connection line
is not correlated by such shares.

Our last concern for identi cation is whether our strategy satis es the Stable Unit Treatment
Value Assumption (SUTVA). In our case, SUTVA implies that potential outcomes for a given
county respond only to its own Internet quality and are unrelated to the treatment status of
other counties. Due to engineering related reasons, the local provision of Internet does not directly
in uence another county's provision because ISPs are in charge of the last mile and can di erentiate
the Internet service quality at granular levels.?® Such targeting capacity by ISPs dissipates concerns

Internet speeds in 2014 instead of speeds in 2018. Both sets of results are presented in Table A-2 and Table A-3,
respectively.
ZThe provision of Internet has some similarities to electricity or water, cases in which the provider decides the
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about SUTVA violations.

5 Results

In this section, we present the main results of the paper. In particular, we show the impact that
better provision of Internet has on local economic activity. Moreover, we show its impacts on
local structural transformation. Finally, we present the results regarding the two main proposed
mechanisms behind such impact, together with the impact of internet quality of earnings inequality
within counties.

5.1 Internet Quality and Short-Run Local Economic Growth

To study the e ect of better provision of Internet on local economic growth, we start by estimating
equation (1) using as dependent variables the 4-year growth rate (between 2014 and 2018) of the
county's real GDP, total annual payroll, total employment and average wages. We estimate such
equations using two-stage least squares (2SLS), where, in the rst stage, we estimate equation (2)
using the (log) mean Internet speeds o ered to businesses in 2014 as a function of the (log) distance
between a country's centroid and an ARPANET connection line in 1979. In Table 3, we present
the results of such estimation, using download speeds in Panel A and upload speeds in Panel B.
We report two types of standard errors: robust, and spatial heteroskedasticity and autocorrelation
consistent standard errors (Conley, 1999), together with the rst-stage Kleibergen-Paap F-test for
weak instruments (Kleibergen and Paap, 2006).

We highlight three results from Table 3. First, better Internet has a slight positive e ect on economic
growth as shown in column 1. In particular, doubling Internet speeds can lead to an increase of 2.1
to 3.7 percentage points (pp) in the 4-year GDP growth rate, which is a relevant magnitude if we
consider that the interquartile range (IQR) for this rate is 14.8 percentage points. Although robust
to di erent speci cations, it is worth noticing that this estimate is somewhat imprecise. Second,
notice in column 3 that there is a positive and signi cant e ect on short-run employment growth:
doubling the quality of Internet increases the 4-year employment growth by 2.8 to 4.9 pp, which has
an IQR of 12.5. That is, faster Internet leads to job growth and employment reallocation towards
those regions with better access to it.

Third, since growth rate of total payroll does not change (column 2), results from column 4 suggest

quality of the service in the last mile, hence the quality of the service provision can be targeted (counties, neigh-
borhoods, blocks, buildings, etc.). For example, quality can vary across tracts within the same city or even across
neighborhoods within the same county. Some illustrative cases are Detroit (Wayne County) today or Chattanooga
(Hamilton County) in the past, cities where national commercial ISPs did not provide high-speed Internet in spe-

ci ¢ neighborhoods, even though the rest of the city had access to broadband services. The importance of the last
mile has been documented in detail by journalists, economists and non-pro ts (Lobo et al., 2008; Penarroyo et al.,
2022; Thornton and Mars, 2022).
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Table 3: 2SLS Estimates . E ect of Better Internet Speed O ered to Businesses on Local Eco-
nomic Aggregates

Panel A: Download Speed Growth rate of
GDP  Annual Payroll Employment Average Wage
1) (2) 3) (4)
Log(Mean Download Speed 0.037* 0.024 0.049*** -0.028**
O ered to Businesses) (0.021) (0.018) (0.016) (0.011)
[0.022] [0.019] [0.017] [0.012]
Constant 0.074 0.211 0.281*** -0.052
(0.174) (0.131) (0.096) (0.081)
[0.182] [0.142] [0.111] [0.084]
FS F-Test 44.446 46.000 45.192 45.192
Panel B: Upload Speed Growth rate of
GDP  Annual Payroll Employment Average Wage
1) (2) 3) (4)
Log(Mean Upload Speed 0.021* 0.013 0.028*** -0.016**
O ered to Businesses) (0.012) (0.010) (0.009) (0.006)
[0.012] [0.011] [0.009] [0.007]
Constant 0.166 0.271** 0.404*** -0.123
(0.169) (0.125) (0.090) (0.076)
[0.176] [0.139] [0.106] [0.079]
FS F-Test 56.421 58.614 57.594 57.594
Observations 3,022 3,047 3,037 3,037
Controls X X X X

Notes: This table shows the results of regression of dierent local economic outcomes on current Internet o ered
to businesses (both mean download and upload speeds). We use as an instrument the county centroid's distance to
an ARPANET connection line in 1979. We include geographic and economic controls in our rst stage. Average
wages are measure as the ratio between total payroll and total employment. Regressions do not include counties
with ARPANET nodes in 1979. The FS F-Test corresponds to the Kleibergen & Paap F-test for weak instruments.
Robust standard errors are in parentheses and SHAC adjusted standard errors (Conley, 1999) are in brackets, with
p-values * p < 0:10, ** p < 0:05, *** p < 0:01. The radius for SHAC errors is set at 28.55km, corresponding to the
radius of the metropolitan area in the median of the distribution.

that faster Internet leads to a reduction in the growth rate of wages{though, not necessarily a
decrease in wage levels. In particular, doubling Internet speeds o ered to rms decreases the
growth rate of wages by 1.6 to 2.8 pp. In principle, these results seem to di er from Forman et al.
(2012), who nd a null impact of better Internet on average wages. We do not consider that both
set of results contradict each other, as Forman et al. (2012) analyze the e ects of rms' investment
on Internet on county wage levels during the ve-year period when the adoption of the technology
was in its initial stages. Di erently, we evaluate quality of Internet provision on growth rates 20
years after, in a period when the technology was already widely adopted. The short-run impacts
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on wage growth might occur if better Internet leads to a positive labor supply shock in a county
without substantially a ecting labor demand.

Results from Table 3 are key to understand how Internet quality a ects local economies in the short-
run. We observe increases in GDP growth, but a deceleration in wage growth. This might imply
that regional growth is likely to be driven by increases in capital productivity, rather than labor
productivity, which is consistent with the Internet making computers and other ICT devices more
productive. Interestingly, this fact is consistent with one of the original objectives of ARPANET:
make military computers more productive.

Moreover, the rst stage KP F-statistic for weak instruments shows a value of around 45 in Panel
A and around 58 in Panel B. Thus, the distance to an ARPANET line in 1979 is not a weak
instrument for current Internet speeds. Moreover, our results are robust to speci cations where
we (i) further restrict the spatial correlation patterns of the error term (Table A-5); (ii) use the
1988 ARPANET structure as our instrumental variable (Table A-6); (iii) include all counties in
the continental US (Table A-7); (iv) exclude 6 Metropolitan Areas with a large concentration of
nodes (Table A-8)?* (v) use median download speed as a measure for Internet quality (Table A-7).
We also estimate equation (1) using OLS to grasp the direction of the original bias. As can be
seen in Table A-9, coe cients from the OLS estimation are negative and some of them signi cantly
di erent from zero; that is, they are lower than those in Table 3. This comparison suggests that
ignoring the endogeneity problem of these regressions would lead to downward biased estimators,
as hypothesized in Section 4.

5.2 Internet Quality and Long-Run Local Economic Growth

To study the impacts of Internet on long-run economic growth, we estimate equation (1) using 30-
year population growth rates as the dependent variable for the periods 1930-1960, 1960-1990 and
1990-2020. Our treatment is the average Internet speeds o ered to business in 2018 instrumented
by the distance of county's centroid to an ARPANET connecting line in 1979. Notice that, in this
speci cation, our treatment is in fact the change in Internet quality in the long-run, from 1990

to 2018, as Internet speeds o ered to rms in 1990 were zero across all counties. Although rms
could access regional NSFNET networks, they could not access the national network since it was
privatized in 1995. Moreover, we use county population growth as our dependent variable since
from a historical perspective such variable is a good indicator of its long-run growth for regions.

We present the resulting estimates for the regressions for each respective period in Panel A from

24From this speci cation, we exclude the following metropolitan areas: Boston-Cambridge-Newton, Los Angeles-
Long Beach-Anaheim, New York-Newark-Jersey City, San Francisco-Oakland-Hayward, San Jose-Sunnyvale-Santa
Clara, and Washington-Arlington-Alexandria.
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Figure 3. We highlight three results. First, faster Internet speeds had a positive e ect on local
economic growth between 1990 and 2020. Second, our results suggest that counties that have
expanded their Internet twice as much in net terms (a di erence of 100% in today's speeds) ex-
perienced population growth rates of almost 20 percentage points larger between 1990 and 2020.
Such estimates are realistic as the average population growth in this period across U.S. counties
was 22%, and its IQR was around 40 percentage points. Third, the impacts of modern high quality
Internet in 1930-1960 are not statistically signi cant. Since this period lies before the creation of
ARPANET, it serves as a good placebo test for our results.

Figure 3: Impact of Internet Speed on Long-Run Growth

Note: these gures shows the causal e ect of better Internet provision on long-run population growth at the county
level. In Figure (a), we measure Internet provision as download speeds o ered to businesses and instrument it with
the distance to an ARPANET line in 1979, together with geographic and economic characteristics. In Figure (b),

we regress population growth directly on the instrumental variable (i.e., the reduced form). We show the coe -
cients and the 99% con dence intervals. Regressions do not include counties with ARPANET nodes in 1979. SHAC
adjusted standard errors (Conley, 1999) are reported in parenthesis, with a radius of 28.55km, corresponding to the
radius of the metropolitan area in the median of the distribution.

Similarly, in Panel B from the same gure, we present the reduced form results of this regression;
that is, we regress population growth directly on the distance from a county's centroid to an
ARPANET connecting line in 1979 (our IV). These estimates are negative, which suggest that
counties farther from the 1979 ARPANET lines experienced less population growth between 1990
and 2020. Noticeably, the impact of ARPANET lines on population growth is not statistically
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signi cant for the periods 1930-1960 and 1960-1990.

5.3 Internet Quality and Local Structural Transformation

Besides growth, we would like to understand if and how a better provision of communications
infrastructure alters the sectoral economic structure of counties; that is, if it leads to local structural

transformation. Since research has already shown that better communication infrastructure can
lead to a better transmission of ideas (Carlino et al., 2007), it would be natural to conclude that
better communication infrastructure favors local activity in sectors where ideas are key for the
growth of the sector.

To explore local structural transformation, we estimate equation (1) using as dependent variable
the share of employment and the share of GDP in each sector within a county in 2018, the quality
of Internet in 2018 as our variable of interest, and the (log) distance to an ARPANET connection
line in 1979 as its instrument. We start by analyzing these shares at the 2-digit NAICS sector. We
present the results of these regressions in Figure 4, where we show the point estimates and their
95% con dence intervals. The horizontal axis of this gure presents the 2-digit NAICS sector codes
sorted by the size of the point estimate; the full name of each sector can be found in Table A-1.

Results from Panel A in Figure 4 show that faster Internet download speeds have a positive impact
in the employment shares of ve 2-digit sectors: (i) Educational Services (i) Administrative, Sup-
port, Waste Management, and Remediation Services(iii) Professional, Scienti c, and Technical
Services (iv) Arts, Entertainment, and Recreation; and (v) Management of Companies and En-
terprises. In addition, it also has a small but signi cant positive e ect on Real Estate and Rental
and Leasing and Utilities . Notice that these positive e ects are concentrated in the sectors denom-
inated Skilled-Scalable Servicedy Eckert et al. (2020), or Prime Services by Ahlfeldt et al. (2020).

As discussed in these papers, such services are intensive in high-skilled workers and information
services, and have been responsible for the relatively faster growth of larger cities in the past two
decades.

On the other hand, faster download speeds a ects negatively employment shares in three aggregate
sectors: (i) Health Care and Social Assistance (i) Retail Trade; and (iii) Finance and Insurance
These e ects are statistically signi cant at the 95% con dence level. Notice that these three sectors
can be found in almost every town and city across the U.S., which could suggest that regions with
worse quality of Internet might have only service rms to serve the local market (e.g., physician
practice, social assistance o ces, physical bank, retail store). It is possible that in rural and
low-populated counties establishments such as retail stores, physician practices and government
social assistance o ces might be major employers. Hence, the arrival of rms that use ICT are
more likely to impact the share of employment of such sectors. Moreover, we nd heterogeneous
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Figure 4. Internet and Local Structural Transformation

(a) Employment Shares

(b) GDP Shares

Note: these gures show the 2SLS estimates that measure the causal impact of better Internet provision (measured
as faster download speeds o ered by Internet providers to businesses) on the share of employment or GDP on 2-
digit NAICS sectors. We use as instrumental variable the distance to an ARPANET line in 1979 , together with
geographic and economic characteristics. The horizontal axis shows the sectors sorted by the size of the estimate.

The full sector names are shown in Table A-1.
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impacts of better Internet on Healthcare and Social Assistanceand Finance and Insurance when we
consider the 3-digit NAICS sub-sectors in these groups of industries (see table 5 for more details).
In addition, the e ect on Manufacturing (31) also appears to have a negative point estimate, but
it is quite imprecisely estimated, which could be explained by the heterogeneous e ects of Internet
quality on di erent manufacturing sub-sectors. This sectoral ranking is robust to using (i) payroll
shares instead of employment shares as our dependent variable (Figure A-6); (ii) upload speeds
as the measure of Internet quality (Figure A-7); or (iii) the 1988 ARPANET structure for our IV
strategy (Figure A-8).

For more speci ¢ magnitudes, consider the point estimate forProfessional, Scienti ¢, and Technical
Services('\ = 0:012), and the median county, which has an average download speed of 39 Mbps and
2.6% of employment in this sector. Our estimates suggest that, if this county improves its Internet
quality to 135 Mbps (a 350%, equivalent to the county in the 75th percentile), this county could see
an increase in the relative importance of this sector of 4.2 pp, going from 2.6% to 6.8% of the total
county level employment. Contrarily, consider the point estimate for Retail Trade (" = 0:015).

If this same median county experiences that 350% in download speeds, it could see a reduction in
the relative importance of retail employment of 5.3pp, going from 15.4% to 10.1%.

In Panel B from Figure 4, we present the results of the same estimations but using sectoral GDP
shares as the main dependent variables. In this case, the positive e ects for high-skilled services
hold: four of the ve services in this category are in the top 6 of the sectors positively a ected
by better Internet quality, including Finance and Insurance However, we would like to note
two important di erences compared to the previous gure. First, manufacturing appears to be
positively a ected in this case, but its con dence intervals remain quite broad and the e ects
are not signi cant. Second, there is a sizeable negative e ect of Internet quality on the relative
importance of Agriculture. We also observe negative impacts otWholesale Trade Health Care and
Social Assistance and Transportation and Warehousing.

To disentangle the impacts of better Internet provision on sectoral outcomes at the county level,
we re-estimated the model using employment shares for each one of the the 92 NAICS sectors at
the 3-digit level. Given the large dimensionality of these results, we report them separately for
Agriculture, Mining and Manufacturing sub-sectors in Table 4, and for all Services sub-sectors in
Table 5. Moreover, we categorize all 3-digit sectors depending on whether their point estimate is
signi cant at the 95% con dence level, positive or negative. We display the table with the estimates
and the standard errors for each sub-sector in the online appendix®

25 The sub-sectors Crop Production (111), Animal Production (112), Rail Transportation (482), Postal Service
(491), Internet Publishing and Broadcasting (516), and Private Households (814) are not included in the CBP.
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Table 4: Direction of 2SLS Estimates . Impact of Internet Speed O ered to Businesses on
Agriculture and Manufacturing Subsectors

Positive Impacts (95%) Zero or Statistically Insigni - Negative Impacts (95%)
cant Impacts
313 - Textile Mills 113 Forestry & Logging 211 - Oil & Gas Extraction
332 - Fabricated Metal Product 114 - Fishing, Hunting, Trapping 321 - Wood Product Manufact.
Manufacturing
335 - Electrical Equipment, Appli- 115 - Support Activities for Agri-
ance, & Component Manufact. culture & Forestry

339 - Miscellaneous Manufacturing 212 - Mining (except Oil & Gas)
213 - Support Act. for Mining
221 - Utilities
236 - Construction of Buildings
237 - Heavy & Civil Engineering
Construction
238 - Specialty Trade Contractors
311 - Food Manufacturing
312 - Beverage & Tobacco Prod-
uct Manufacturing
314 - Textile Product Mills
315 - Apparel Manufacturing
316 - Leather & Allied Product
Manufacturing
322 - Paper Manufacturing
323 - Printing & Related Support
Activities
324 - Petroleum & Coal Products
Manufacturing
325 - Chemical Manufacturing
326 - Plastics & Rubber Products
Manufacturing
327 - Nonmetallic Mineral Prod-
uct Manufacturing
331 - Primary Metal Manufact.
333 - Machinery Manufacturing
334 - Computer & Electronic
Product Manufacturing
336 - Transportation Equipment
Manufacturing
337 - Furniture & Related Product
Manufacturing

Notes: We classify the NAICS 3-digit sub-sectors according to 2SLS estimates. The estimates are obtained by
a regression of the share of employment in each sector on the quality of Internet provision (measured as higher
download speeds o ered by Internet providers to businesses). The IV is the distance of a county to an ARPANET
line in 1979. We include geographic economic characteristics in the rst stage. The classi cation depends on whether
the 2SLS estimate was signi cant at the 95% con dence level. Regressions do not include counties with ARPANET
nodes in 1979. Exact estimates are provided on request.
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With respect to manufacturing, we highlight two ndings. First, only Wood Product Manufacturing
is negatively and signi cantly a ected by higher Internet quality. On the other hand, only four
sub-sectors are positively impacted. In particular, the following manufacturing 3-digit NAICS sub-
sectors are positively impacted by better download speedsTextile Mills ; Fabricated Metal Product
Manufacturing ; Electrical Equipment, Appliance, and Component Manufacturing and Miscella-
neous Manufacturing These impacts could be explained by the fact that better communication
technologies bene ts industries with just-in-time manufacturing. Di erently, none of the agricul-
tural or mining 3-digit NAICS sub-sectors are positively a ected by better Internet. In particular,
the e ect on all of them is null, except for activities belonging to Oil and Gas Extraction which
requires good quality communications, particularly for drilling activities.

For the case of services, our ndings show interesting patterns. First within information services, the
most favoured sub-sectors are the ones related to Internet and communicationfelecommunications,
and Internet service providers, Web search data processing servicesSecond, the disaggregated
impacts on Finance and Insurance and Healthcare and Social Assistanceare illustrative of the
local structural change generated by the Internet. At the aggregate level we found evidence that
better Internet quality has a negative impact on these two sectors, as shown in Figure 4.

However, when we consider 3-digit NAICS sub-sectors, we nd that the reduction in the employment
share of Finance and Insurance is driven by Credit Intermediation and Related Activities, which
experiences a signi cant negative impact. This sub-sector includes commercial banking and all its
branches located across all the country, from the largest cities to the most rural towns. Di erently,
the impact of better Internet provision on Securities, Commodity Contracts, and Other Financial
Investmentsis positive and statistically signi cant. This sub-sector includes trading and other high-
tech nance activities. Similarly, the negative impact of faster Internet on Healthcare and Social
Assistance comes from the impacts onSocial Assistanceand Ambulatory Healthcare Services These
results contrast with the null impacts on Nursing and Residential Care Facilities, and the positive
and signi cant impacts on Hospitals.

Third, within the 2-digit NAICS sector 56 that corresponds to Administrative and Support and
Waste Management and Remediation Serviceghe impacts are also heterogeneous across sub-
sectors. While Administrative and Support Servicesis positively a ected by higher Internet speeds,
Waste Management and Remediation Services not impacted. Fourth, we also nd heterogeneity
within the 2-digit NAICS sub-sectors Retail Trade and Wholesale Trade Some sub-sectors, such
as Wholesale Electronic Markets, Agents & Brokersor Warehousing and Storage are positively

a ected by better Internet provision. Contrarily, sub-sectors like Merchant wholesalers of non-
durable goodsGasoline stations Truck transportation , and Food Services and Drinking Placesface

a negative impact.
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Table 5: Direction of 2SLS Estimates

. Impact of Internet Speed on Services Subsectors

Positive Impacts (95%)

Zero or Statistically Insigni -

cant Impacts

Negative Impacts (95%)

425 - Wholesale Electronic Mar-
kets & Agents & Brokers

442 - Furniture & Home Furnish-
ings Stores

448 - Clothing & Clothing Acces-
sories Stores

451 - Sporting Goods, Hobby,
Book, & Music Stores

485 - Transit & Ground Passenger
Transportation

493 - Warehousing & Storage
517 - Telecommunications

518 - ISPs, Web Search Portals,
and Data Processing Services
519 - Other Information Services
523 - Securities, Commodity Con-
tracts & Other Financial Invest.
532 - Rental & Leasing Services
551 - Management of Companies
& Enterprises

561 - Administrative & Support
Services

611 - Educational Services

622 - Hospitals

711 - Performing Arts, Spectator
Sports, & Related Industries

812 - Personal & Laundry Services

423 - Merchant Wholesalers,
Durable Goods

441 - Motor Vehicle & Parts Deal-
ers

443 - Electronics & Appliances
Stores

444 - Building Material & Garden
Equipment & Supplies Dealers
445 - Food & Beverage Stores

446 - Health & Personal Care St.
452 - General Merchandise Stores
453 - Miscellaneous Store Retailers

454 - Nonstore Retailers
481 - Air Transportation

483 - Water Transportation
486 - Pipeline Transportation

487 - Scenic & Sightseeing Trans-
portation

488 - Support Activities for Trans-
portation

511 - Publishing (except Internet)
512 - Motion Picture & Sound
Recording Industries

515 - Broadcasting (exc. Internet)
521 - Monetary Authorities

524 - Insurance Carriers & Re-
lated Activities

525 - Funds, Trusts, & Other Fi-
nancial Vehicles

531 - Real Estate

533 - Lessors of Non nancial In-
tangible Assets

541 - Professional, Scientic, &
Technical Services

562 - Waste Management & Re-
mediation Services

623 - Nursing & Residential Care
Facilities

712 - Museums, Historical Sites, &
Similar Institutions

713 - Amusement, Gambling, &
Recreation Industries

721 - Accommodation

811 - Repair & Maintenance

813 - Religious, Grantmaking,
Civic, Professional, & Similar

424 - Merchant Wholesalers, Non-
durable Goods
447 - Gasoline Stations

484 - Truck Transportation

522 - Credit Intermediation &
Related Activities

621 - Ambulatory Health Care
Services

624 - Social Assistance

722 - Food & Drinking Services

Notes: We classify the NAICS 3-digit sub-sectors according to 2SLS estimates. The estimates are obtained by
a regression of the share of employment in each sector on the quality of Internet provision (measured as higher
download speeds o ered by Internet providers to businesses). The IV is the distance of a county to an ARPANET
line in 1979. We include geographic economic characteristics in the rst stage. The classi cation depends on whether
the 2SLS estimate was signi cant at the 95% con dence level. Regressions do not include counties with ARPANET
nodes in 1979. Exact estimates are provided on requestqy



5.4 Mechanism 1: Input-Output Linkages

We explore input-output linkages as a potential mechanism for the observed changes in local struc-
tural transformation. Speci cally, we consider the case of industries that purchase a signi cant
amount of inputs from ICT sectors in the economy. If ISPs o er higher quality Internet across
counties, this can increase the quality and quantity of the inputs purchased from ICT industries.
One example is audiovisual communication via Internet. If rms can have access to higher quality
of Internet, they are more likely to purchase Skype or Zoom for their business communications,
which is an improvement relative to mobile phone calls. A second example is data storage ser-
vices. High-speed Internet allows rms to purchase relatively inexpensive cloud services, which
are cheaper compared to purchasing servers and hiring computer technicians just to obtain data
storage capacity.

We use the input-output accounts from the Bureau of Economic Analysis to quantify the dependence

of every sector on Information and Communication Technologies. Speci cally, we use the \Total
Requirements Table" that shows the inputs that are required directly and indirectly to deliver

a dollar of output to nal uses. First, we select the 2-digit NAICS sectors Broadcasting and
Telecommunication and Information Services and Data Processing Servicesas the main sectors
representing ICT technologies. Second, we rank sectors depending on their absolute dependence
and relative dependence on ICT inputs as per the \Total Requirements Table"?® Third, we rank
sectors in quartiles depending on these measures, with quartile 1 containing those sectors at the
top quartile of the distribution.

We estimate the e ect of faster Internet on the share of employment at the county level in all sectors
within in the same quartile. Our ndings show that the share of employment in those sectors with
higher dependence on inputs related to ICT-sectors are more sensitive to improvements on Internet
guality, as shown in Table 6. In fact, when we consider the absolute dependence on ICT-inputs, we
observe an increasing e ect across quartiles, ranging from a null e ect in quartile 4 to a positive
impact in quartile 1 (A = 0:047). Following the same interpretation as in Section 5.3, the latter
coe cient represents an increase in 16.5pp in the share of employment in sectors belonging to this
category, following an increase of 350% in the average Internet speed o ered to businesses within a
county (the di erence between the counties in the percentiles 50th and 75th of the Internet speed
distribution across U.S. counties). Our results are robust to using absolute or relative relevance, or
download or upload speeds. They are also robust to using payroll shares instead of employment,
as shown in Table A-10. Moreover, we use a di erent ranking based on tertiles or deciles, instead

26 For absolute dependence, we use the coe cients from the total requirements table. For example to produce
$1 of Computer and electronic products we need$0.0297021 of direct and indirect inputs from Broadcasting and
telecommunications. For relative dependence, we estimate the ratio of the value of inputs coming from ICT sectors
with respect to the total value of inputs.
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Table 6: 2SLS Estimates, Heterogeneity Analysis

. Impacts of Internet Speeds on Sectors

due to Industry Linkages with ICT-related Industries - Dependent Variable: Employment Shares

Panel A Absolute relevance of ICT-inputs
Quartile 4 Quartile 3 Quartile 2 Quartile 1
1) 2) 3) 4)
Log(Mean download speed -0.004 0.013 -0.061** 0.047**
O ered to Businesses) (0.008) (0.015) (0.025) (0.020)
Constant -0.036 0.037 1.265*** -0.110
(0.064) (0.102) (0.274) (0.145)
Panel B Absolute relevance of ICT-inputs

Quartile 4 Quartile 3 Quartile 2 Quartile 1

1) (2) (3) (4)
Log(Mean upload speed -0.003 0.009 -0.044** 0.034**
O ered to Businesses) (0.006) (0.010) (0.017) (0.014)
Constant -0.041 0.054 1.187*** -0.049
(0.060) (0.093) (0.257) (0.143)
Panel C Relative relevance of ICT-inputs
Quartile 4 Quartile 3 Quartile 2 Quartile 1
1) (2) (3) (4)
Log(Mean download speed 0.002 -0.031 -0.026 0.050**
O ered to Businesses) (0.009) (0.020) (0.019) (0.022)
Constant 0.049 0.259 0.890*** -0.041
(0.071) (0.175) (0.177) (0.168)
Panel D Relative relevance of ICT-inputs
Quartile 4 Quartile 3 Quartile 2 Quartile 1
1) 2 3 4)
Log(Mean upload speed 0.002 -0.022 -0.019 0.036**
O ered to Businesses) (0.007) (0.014) (0.014) (0.016)
Constant 0.052 0.220 0.856*** 0.023
(0.066) (0.170) (0.167) (0.166)
Observations 3,054 3,054 3,054 3,054
Controls X X X X

Notes: Quartile 1 are sectors with high dependence on ICT inputs. Quartile 4 are sectors with low dependence. This
table shows the results of estimating a regression of employment shares within di erent sectoral categories on the
quality of internet o ered to businesses in 2018 (either the average download or upload speed), instrumented with
the distance of a county centroid to an ARPANET line in 1979. We include geographic and economic controls in the
rst stage. Sectoral categories are due to industry linkages. We split the sectors in quartiles de ned by rankings built
using the absolute or relative dependence of a 2-digit NAICS sector on ICT-related inputs. We compute such quartiles
using input-output tables from the BEA. Regressions do not include counties with ARPANET nodes in 1979. SHAC
adjusted standard errors (Conley, 1999) are reported in parenthesis, with a radius of 28.55km, corresponding to the

radius of the metropolitan area in the median of the distribution. *

p < 0:10, ** p < 0:05, ** p< 0:01
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of quartiles, and the ndings remain similar (Table A-11). Thus, we conclude that our results are
driven by industry linkages between industries sensitive to Internet quality and ICT-related inputs.

5.5 Mechanism 2: Sorting of Workers in ICT Related Occupations

Local structural transformation could be driven by an in ow of workers in occupations that might
benet from the use of ICTs, as the Rybczynski theorem would predict. For instance, rms in
sectors that benet the most from higher Internet quality, such as business and administrative
services, could decide to locate in places with a relatively higher abundance of workers in ICT-
driven occupations, e.g., computer scientists and administrative support workers. This can lead to
a virtuous cycle in which these growing sectors end up attracting more ICT-driven workers. We
do implement two empirical exercises to test for this hypothesis. First, we analyze whether higher
Internet quality leads to sorting of workers who are associated with ICT capital. Second, we explore
the whether Internet speeds lead to more migration.

For the empirical exercise related to sorting, we use data from the 5-year American Community
Survey for 2013-2017. The dataset contains the number of workers in di erent occupation cat-
egories for each county (Manson et al., 2022). For each location, we compute the total number
and the share of workers in occupations that are more prone to using Internet. In particular, we
include: management, business, and nancial occupations, computer and mathematical occupa-
tions, architecture and engineering occupations, and o ce and administrative support occupations.
Using these data, we estimate regressions equivalent to those in Section 5.3, that is, we regress
the log (and the share) of workers in ICT-driven occupations on current Internet speeds o ered to
businesses, instrumented with the county distance to an ARPANET connection line.

The results of these regressions suggest that better Internet provision in a county increases the
number of workers in occupations that might bene t from the use of ICTs. In particular, estimates
from Panel A in Table 7 imply that a 1% increase in download speeds lead to a 1.7% increase in
the total number of workers in ICT-intensive occupations. These results also hold if, instead of
occupations, we consider workers with an educational attainment higher than a bachelor's degree:
a master's, a professional school or a doctorate degree. Results from Panel B suggest that a 1%
increase in download speeds lead to a 2% increase in the total number of workers with more than
a bachelor's degree. Better Internet also increases the relative importance of both types of workers
within a county, as we show in column (1) of both panels. Table A-12 shows that these results are
robust when we use upload speeds to measure the quality of Internet provision o ered to businesses.

These results are consistent with the Rybczynski theorem from the HOV model: higher endowments
of one factor lead to a more than proportional expansion of the output in the sector that uses such
factor intensively, and a decline in the output of the other sector. In our case, since higher quality of
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Table 7: 2SLS Estimates . The Impact of Internet on the prevalence of ICT-intensive workers

Panel A: Workers in ICT related occupations

Share Logs
1) (2)
Log (Mean Download Speed  0.013* 1.664***
O ered to Businesses) (0.007) (0.312)
Constant 0.119** -1.623
(0.053) (2.339)
Panel B: Workers with more than a Bachelor's Degree
Share Logs
1) )
Log (Mean Download Speed 0.034*** 1.977**
O ered to Businesses) (0.007) (0.372)
Constant 0.176*** -0.604
(0.057) (2.760)
Observations 3,072 3,071
Controls X X

Notes: This table shows the results of regressions studying the impact of mean download speeds on the prevalence
of ICT-intensive (Panel A) or high-skilled workers (Panel B), both using shares and logs. We use as instrumental
variable the distance of a country centroid to an ARPANET connection line in 1979. We include geographic and
economic controls in the rst stage. Data for the dependent variables comes from the NHGIS 2013-2017 5-year ACS
(NHGIS code: AHO04 and AH3S). Regressions do not include counties with ARPANET nodes in 1979. SHAC adjusted
standard errors (Conley, 1999) are reported in parenthesis, with a radius of 28.55km, corresponding to the radius of
the metropolitan area in the median of the distribution. * p < 0:10, ** p < 0:05, *** p < 0:01

Internet increases the number of workers who use ICTs more frequently, the sectors that expand are
those who hire these workers more intensively. To support our argument, in Figure 5 we show the
correlation between the size of the estimates that measure the impacts of better Internet speeds on
GDP sectoral shares (from Figure 4) and the share of ICT-related occupations for 2-digits NAICS
sector. This correlation is positive, hence sectors that employ more ICT-related workers see a larger
expansion of their output share due to the provision of faster Internet.

We also test for the presence of capital-skill complementarities for the particular case of computer
equipment. We estimate correlations at the county level between a proxy of a county's use of
computer equipment and its share of ICT-related workers, and average Internet download speeds
o ered to business. Since we do not have data on the sales or use of computers, we use the
county's total payroll in two 4-digit sectors { Electronics and Appliance Storesand Professional and
Commercial Equipment and Supplies Merchant Wholesaler§as proxies for the use or sales of home
and o ce computers, respectively. We show the results of these correlations in Figure 6. In the top
panel, we observe that counties with a larger share of workers in ICT-driven occupations have more
activity in those sectors related to the retail and wholesale of computers and electronic equipment.
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Figure 5: Estimates of the Impact of Faster Internet on Sectoral Economic Activity vs. Share of
ICT-Related Occupations

Note: this gure shows the correlation between the 2SLS estimates that measure the causal impact of better In-
ternet provision (i.e., faster download speeds o ered by ISPs to businesses) on the share of GDP on 2-digit NAICS
sectors (from Figure 4) and the share of workers in ICT-related occupations for each sector: management, business,
and nancial occupations, computer and mathematical occupations, architecture and engineering occupations, and

o ce and administrative support occupations. The gure excludes the estimates for agriculture.

Similarly, the bottom panel shows that Internet speeds in a county are positively correlated with
the size of these sub-sectors. These results point to presence of capital-skill complementarity in
counties with better communications infrastructure.

To complement the empirical analysis related to sorting, we test whether higher Internet speeds
spur higher migration towards better connected places. For doing so, we use data from Winkler
et al. (2013) who provide reliable estimates of net migration for all U.S. counties each decade from
1950 to 2010. Using our identi cation strategy, we regress the number of net migrants and the net
migration rate on the quality of Internet o ered to businesses.

Our estimates are presented in Table A-13. We nd that counties with better quality of Internet
provision have a higher net migration rate. These results are robust to using either download or
uploads speed as our treatment, or the rate or number of migrants as our dependent variable. These
results are consistent with our story that counties with better Internet infrastructure attract more
workers with either college degrees or working in tasks associated with ICT capital.

5.6 Internet Quality and Inequality

Our previous ndings show that better Internet rises the share of high-skilled workers in a county.
If the demand for these types of workers is increasing, it is possible that Internet speeds could a ect
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