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ABSTRACT

Many regions around the world suffer from a lack of authoritatively-collected data
on factors critical to understanding human well-being. This challenges our ability
to understand the progress society is making towards reducing poverty, improving
lifespans, or otherwise improving livelihoods. A growing body of research is
exploring how deep learning algorithms can be used to produce novel estimates of
sparse development data, and how access to such data can impact development
efforts. This dissertation contributes to this literature in three parts. First, using
Landsat 8 satellite imagery and data from the Armed Conflict Location & Event
Data Project, convolutional neural networks are trained to predict locations where
conflict is likely to result in fatalities for one year. Second, building on the findings
in chapter 1, this dissertation explores the potential to extend predictions to a
time series using both yearly and six month intervals. Finally, chapter 3 introduces
GeoQuery, a dynamic web application which utilizes a High Performance
Computing cluster and novel parallel geospatial data processing methods to
overcome challenges associated with integrating, and distributing geospatial data
within research communities.
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Chapter 1

Introduction

Over the past decade satellites, sensors, and other devices have produced larger quantities

and more diverse types of geospatial data than ever before [138, 171, 222]. Despite an

increasing amount of data being collected, use of that data is often still limited by ac-

cessibility, human capacity, and resources [43]. The use of geospatial data in particular

is limited by data silos, knowledge of geographic information systems (GIS) and software

needed to work with geospatial data, and the computational resources often required to

prepare large and complex datasets for analysis [73, 74, 76, 87, 192]. Overcoming these bar-

riers is a signi�cant focus of organizations including the United Nations and its partners,

who monitor and evaluate progress of international development e�orts through global

partnerships such as the Sustainable Development Goals (SDGs) [38, 82, 112].

1.1 Data Access & Availability

The collection of e�orts to �ll the gaps in data that is available and accessible, both for

development applications and other uses, so that anyone can leverage the data for decision-

making and to discover new opportunities has been de�ned asdata democratization [131].

Democratizing data does not only impact researchers and analysts; providing even small,

less technical groups with access to easy to use data can have meaningful impacts [179].

Calls to expand open access to data, knowledge, code, methods and more have become
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increasingly relevant as data and analysis are used to make decisions that shape the world

[5, 8, 114, 181, 188, 206].

International development organizations such as the World Bank have discussed the

signi�cance of not only open data, but also open knowledge and open solutions which

shape development research and policy [226]. Just as the World Bank recognizes that

sharing data and knowledge is key to future success [226], geographers have discussed the

potential risks associated with modeling and other GIS methods being controlled by a

minority [153]. The need for open data and methods is underscored by the data gap found

in many developing countries - basic information on demographics, living standards, and

health is collected far less frequently than advised by development organizations [117].

The ability to regularly measure levels of poverty, education, health, and other in-

dicators from the Sustainable Development Goals is a critical component of identifying

populations in need around the world [38, 82]. Local data collection through a census or

household surveys can be complex and costly to implement, but is necessary for govern-

ments and development organizations to make informed decisions about where and what

aid is needed [47, 107, 193]. Research has shown that decisions made using national ag-

gregates masks inequality within countries, and when provided with local data decision

makers can target resources more e�ectively [6, 176]. Even when relevant data is available,

challenges surrounding the use of data such as data silos, technical skills, and computa-

tional resources can limit the uptake and meaningful applications for research and decision

making [73, 76, 87].

1.2 Filling in the Gaps

Leveraging geospatial data that is collected on a consistent basis for the entire world by

satellites o�ers an opportunity to overcome gaps in data collected by surveys and other

costly mechanisms [112]. Remotely sensed geospatial data has been shown to be a powerful

proxy for socioeconomic outcomes and indicators [34, 90, 152]. One of the most prominent

2



examples of this is the use of nighttime lights (NTL) as an indicator of economic activity

[34, 90, 152].

Recent e�orts leveraging both the availability of satellite imagery and advances in

machine learning have resulted in novel methods for producing estimates of a variety

of development indicators including poverty, crop yield, infrastructure quality, and more

[104, 158, 215]. Using these methods to supplement sparse data collected through surveys

and other limited mechanisms can provide development researchers and practitioners with

data needed for decision making. Parallel e�orts to improve the distribution of new and

existing geospatial data have also been introduced by multiple groups [68, 87, 192]. Free

and easy to use means of accessing geospatial data can provide new and valuable sources

of information to researchers and decision-makers who are constrained by GIS or technical

expertise and computational capacity.

This dissertation is motivated by ongoing e�orts by international development organi-

zations as well as the broader geospatial community to expand access to data and methods

for working with geospatial data [29, 51, 76, 79, 84, 87, 112]. Global partnerships such as

the Sustainable Development Goals have driven innovative methods to expand the democ-

ratization of data [38, 82], and the accumulating impacts of COVID-19 on these e�orts

reinforces the need for alternative strategies for monitoring development around the world

[143]. This dissertation aims to build on opportunities to �ll in the data gap found in

developing nations by leveraging advances in satellite imagery, machine learning, and high

performance computing. The research presented in this dissertation will attempt to an-

swer questions related to the overarching question of:can novel applications of modern

machine learning methods, satellite data, and high performance computing be used to make

development data more accessible?To answer this question, this research examines three

related research questions:

1. Can convolutional neural networks be used to predict likely locations of con�ict-

related deaths in Nigeria based on satellite imagery?
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2. What impact does the resolution of temporal steps have on the accuracy of time

series con�ict fatality predictions using moderate resolution satellite imagery and

convolutional neural networks?

3. How can high performance computing be leveraged to provide simpli�ed access to

geospatial data through a web application?

The methods, �ndings, and products resulting from this research contribute to e�orts

by a growing multidisciplinary community seeking to improve the tools and data available

for researchers and practitioners focused on human development. By combining machine

learning, high performance computing, satellite imagery, and other geospatial data, this

work provides insight into how modern methods and resources can be leveraged to produce

novel sources of data on human development, and distribute geospatial data to a diverse

community.

1.3 Overview of the Three Research Topics

Research Topic 1: Predicting con�ict fatality using deep learning and satellite imagery

Convolutional neural networks (CNNs) trained with satellite imagery have been suc-

cessfully used to generate measures of development indicators, such as poverty, in develop-

ing nations. This chapter explores a CNN based approach leveraging Landsat 8 imagery

to predict locations of con�ict-related deaths. Using Nigeria as a case study, this chapter

uses the Armed Con�ict Location & Event Data (ACLED) dataset to identify locations of

con�ict events that (a) did and (b) did not result in a death. Imagery for each location

is used as an input to train a CNN to distinguish fatal from non-fatal events. Using 2014

imagery the methods presented in this chapter are able to predict the result of con�ict

events in the following year (2015) with 80% accuracy.

While the presented approach does not replace the need for causal studies into the

drivers of con�ict death, it provides a low-cost solution to prediction that requires only

4



publicly available imagery to implement. Findings suggest that (1) the information con-

tained in moderate resolution imagery can be used to predict the likelihood of a death due

to con�ict at a given location in Nigeria the following year, and (2) CNN based methods

of estimating development related indicators may be e�ective in applications beyond those

explored in literature.

Research Topic 2: Time series prediction of con�ict fatality

Convolutional neural networks have been shown to be capable of detecting features in

satellite imagery associated with poverty, infrastructure quality, and con�ict. Previous lit-

erature exploring these methods have utilized data from single points in time or over broad

temporal periods. This chapter explores the capability of convolutional neural networks to

produce time series estimates of the likelihood of a fatality resulting from a con�ict event

based on moderate-resolution satellite imagery.

Using Landsat 8 satellite imagery and Armed Con�ict Location & Event Data (ACLED)

this chapter generates time series predictions of the risk of con�ict fatalities in Nigeria

during 2015, 2017, and 2019 at both yearly and six month intervals. Findings show that

average accuracy of trained models reaches approximately 75%, with signi�cant variation

across the time series and temporal intervals studied. Measurement of the area under the

receiver operating characteristic curves indicate slightly decreased performance using six

month intervals compared to yearly, as well as reduced performance in years with large

shifts in the geographic distribution of training data. The results suggest that additional

training and validation may be needed to improve models, but that CNN based methods

show initial promise for the prediction of fatalities due to con�ict over time.

Research Topic 3: Making geospatial data more accessible

Interdisciplinary use of geospatial data requires the integration of data from a breadth

of sources, and frequently involves the harmonization of di�erent methods of sampling,
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measurement, and technical data types. These integrative e�orts are often inhibited by

fundamental geocomputational challenges, including a lack of memory e�cient or parallel

processing approaches to traditional methods such as zonal statistics. GeoQuery (geo-

query.org) is a dynamic web application which utilizes a High Performance Computing

cluster and novel parallel geospatial data processing methods to overcome these challenges.

Through an online interface, GeoQuery users can request geospatial data - which spans

categories including geophysical, environmental and social measurements - to be aggre-

gated to user-selected units of analysis (e.g., subnational administrative boundaries). Once

a request has been processed, users are provided with permanent links to access their

customized data and documentation. Datasets made available through GeoQuery are re-

viewed, prepared, and provisioned by geospatial data specialists, with processing routines

tailored for each dataset. The code used and steps taken while preparing datasets and

processing user requests are publicly available, ensuring transparency and replicability of

all data and processes. By mediating the complexities of working with geospatial data,

GeoQuery reduces the barriers to entry and the related costs of incorporating geospatial

data into research across disciplines. This chapter presents the technology and methods

used by GeoQuery to process and manage geospatial data and user requests.
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Chapter 2

A Convolutional Neural Network

Approach to Predict Non Permissive

Environments from Moderate

Resolution Imagery 1

1This chapter has been published in Transactions in GIS. https://doi.org/10.1111/tgis.12661
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2.1 Introduction

Measuring factors surrounding human development around the world is a cornerstone of

research and policy within the international development community, as highlighted by

targets and indicators of the United Nation's Sustainable Development Goals (SDGs) [38].

Household surveys and other local data collection methods have historically served as the

primary means of gathering data on key indicators associated with human development.

Surveys collect data on indicators such as household consumption, assets, health, con�ict

events and other factors which can be used to target resources, inform policies, and evaluate

progress [50, 110, 178].

A major shortcoming of such surveys and measures is the inherent di�culty - and costs

- associated with collecting them [47, 106]. In some cases, survey-based data collection can

be impractical due to constraints such as cost and con�ict [7, 37]. Often, it is not possible

to collect data with su�cient coverage at the intervals needed. Multiple groups have noted

that low income countries su�er from a substantial data gap due to conducting surveys far

less frequently than needed, even for information on basic needs [97, 117].

To overcome data gaps, researchers and policymakers are increasingly utilizing remotely

sensed geospatial data to generate estimates of traditional socioeconomic outcomes and

indicators [34, 90, 152]. One of the most prominent examples of this is the use of nighttime

lights (NTL) as an indicator of economic activity [34, 90, 152]. While NTL has been shown

to correlate with various measures of economic output or wealth in a range of contexts, it

is fundamentally limited both by its ability to detect low levels of light in poor rural areas

[104], as well as the relatively coarse resolution of the data2 and other issues such as light

saturation and bloom [55].

Recent literature has identi�ed machine learning methods to further improve our abil-

ity to detect the geospatial location of impoverished communities. Jean et al. [104] used a

21km for NTL from the Defense Meteorological Satellite Program (DMSP) which has time series data
available from 1992-2013 [151]. 500m for Visible Infrared Imaging Radiometer Suite (VIIRS), available
from 2012 to the present [54].
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combination of satellite imagery and machine learning to estimate consumption and assets

in multiple African countries. This method was based around convolutional neural net-

works (CNNs), which have been shown to be highly e�ective with image based applications

[88, 166]. CNN based methods of estimating poverty using satellite data have now been

shown to outperform methods which used nighttime lights alone [104]. Authors working

with this class of methods have begun exploring applications in additional countries, using

varying sources of satellite imagery, and addressing potential limitations [9, 89, 161].

The range of data sources, CNN architectures, and sampling schemes possible for the

use of CNN-based approaches to estimation present a number of novel challenges. Ad-

ditionally, little work has been done to explore the use of these methods to estimate or

predict other outcome measures, such as con�ict, or assessing the e�ectiveness of these

methods when using speci�c temporal data. This chapter engages with a subset of these

challenges, focusing on the research question:can convolutional neural networks be used

to predict likely locations of con�ict-related deaths in Nigeria based on satellite imagery?

We engage with this as follows. In Section 2.2, we present background information on con-

�ict in Nigeria, convolutional neural networks, and a brief review of the satellite imagery

used in this piece. In Section 2.3, we discuss the methods used to prepare the data and

implement the CNNs. Section 2.4 presents the results. Finally, in Section 2.5 we discuss

limitations of the methods and avenues for future work.

2.2 Background

2.2.1 Con�ict and Instability in Nigeria

Levels of con�ict present in Nigeria are the result of a range of complicated political,

economic, humanitarian, and ethnic factors - some recent, others rooted in Nigeria's past.

Among the most substantial sources of con�ict and instability today are the Boko Haram

insurgency; violence between farmers and herdsmen often driven into each others paths by

a shifting landscape due to climate change, drought [3], and environmental degradation
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along with changing laws; ethnic and religious violence; government and police forces killing

of civilians, as well as general corruption [183].

Figure 2.1 : All ACLED con�ict events in Nigeria [165, 191]

Con�ict events in Nigeria, particularly fatal events, are largely tied to the Northern

regions where Boko Haram is most active and have been responsible for nearly 11,000

fatalities since 2010 [191]. Another major source of con�ict is between herdsmen and

farmers. As herdsmen and farmers are forced to move across the land due to environmental

factors or grazing laws [96], con�ict in defense of their livelihoods has arisen, with ethnic

and religious di�erences contributing to an already tenuous situation [42, 160]. Of the

many results of this and other con�icts and instability in Nigeria, and a further factor in

future con�ict, are internally displaced persons (IDPs) and food insecurity. According to

the Famine Early Warning System Network (FEWS Net), there are now over two million

IDPs in the northeast alone, leading to increased food assistance needs [61].

Several programs exist to track con�ict events in Nigeria with varying mechanisms and

scopes. Two of the most commonly used datasets are the Armed Con�ict Location & Event

Data project (ACLED) [165], and the Uppsala Con�ict Data Program Georeferenced Event

Database (UCDP GED) [189]. The UCDP dataset provides data on organized events of
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lethal violence, while the ACLED dataset provides data on political violence and protest

around the world. A key distinguishing factor is that while ACLED can su�er from data

quality issues [53, 165], it provides non-lethal con�ict event data not available from UCDP

(Figure 2.1). Events included in the UCDP GED are also restricted to those in which at

least 25 deaths occurred [189].

Figure 2.2 : Con�ict in Nigeria from July through September 2019. Approximately 500
incidents resulting in nearly 1000 deaths [160, 165]

Examples of organizations which utilize these data sources or others to track con-

�ict and instability in Nigeria include the Council on Foreign Relations' Global Con�ict

Tracker [42], Peace Insight's con�ict pro�les (Figure 2.2) [160], as well as the Famine Early

Warning System Network [61]. Despite the increasing availability and use of georeferenced

subnational con�ict data, the quality, coverage, and detail of data that is collected is still

fundamentally limited by available reporting and data collection mechanisms [53]. In ad-

dition to datasets and trackers of historic events, a range of methods have been explored

to predict future con�ict events, including some utilizing machine learning [30]. How-
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ever, these methods have been limited in their temporal and spatial precision, as well as a

reliability [11].

Recent works which have shown the viability of using machine learning methods based

on convolutional neural networks to estimate poverty [89, 104] have been expanded on by

researchers to additional applications such as road network quality assessments [158] and

crop yield estimates [215] with some success. Adapting these methods to �ll in spatial and

temporal gaps of con�ict, as well as for generating future predictions, could aid the e�orts

of researchers and actors in the international development community who are currently

limited by what data is available.

2.2.2 Convolutional Neural Networks

Convolutional neural networks are a subclass of neural networks which have proven to be

remarkably successful in a range of image classi�cation and related computer vision tasks

[4, 62, 115, 185]. Inspired by biological structures associated with visual processing, CNNs

utilize a unique combination of alternating convolutional and pooling layers. This structure

takes advantage of the spatial structure of images (i.e., dimensions) to detect features more

e�ciently than traditional neural networks [4]. An example of CNN's structure can be seen

in Figure 2.3.
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Figure 2.3 : Components of a convolutional neural network [4]

CNNs can be implemented with a variety of architectures which can signi�cantly impact

the e�ectiveness of the CNN depending on the class of problem being solved [4]. Classes of

CNN architecture that have been developed include LeNet [118], AlexNet [115], GoogLeNet

[190], and VGG-Net [185]. Residual networks, or ResNets, are one of the more recent types

of CNNs developed and have been shown to be highly e�ective in image tasks such as image

classi�cation, detection, localization, and segmentation [88]. The ability to perform well

on traditional image tasks makes ResNets, and CNNs in general, an excellent candidate for

utilization in applications based on satellite imagery. To date, CNN based methods have

been used in combination with various sources of satellite imagery to produce estimates of

poverty [161], crop yields [215], and infrastructure quality [158]. While use of such methods

is not a guarantee of success [89], the diversity of promising results from early literature

using these methods suggests that other areas and applications may bene�t from these

methods.
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2.2.3 Satellite Imagery

A key component of the CNN based approach introduced by Jean et al. [104] is the

source of satellite data used to train the CNNs. Over the past decade a wide range of

satellite imagery has become available - from private companies such as Digital Global [49]

and Planet [17], as well as from free and publicly available sources such as the Landsat

[98, 198] and Sentinel [60] programs. Existing work in the development community using

CNNs has incorporated satellite data from many satellite imagery sources, including Google

Static Maps API [89, 104, 211], Planet [9], Digital Globe (GeoEye 1 and Quickbird 2)

[9, 56], Landsat 7 [161] and 8 [158], and Sentinel 1 [158]. Each satellite has speci�c sensor

capabilities and orbital characteristics associated with the satellite's intended purpose.

Factors such as return time and spectral resolution, which impact the data a satellite

collects, are essential considerations when determining an appropriate source of imagery

for geospatial applications. Some critical characteristics to consider include:

� spatial coverage: regions of the world which the satellite covers

� spatial resolution: pixel size, or how �ne a feature the satellite can detect

� temporal coverage: time range over which the satellite has been operating

� temporal resolution: frequency at which the satellite revisits a location

� spectral resolution: number and range of bands (ranges of light) that the sensor

can pick up

When using satellite imagery to estimate metrics of human development, the above

factors will in�uence the accuracy and suitability of di�erent CNN architectures. Spatial

resolution impacts both the ability of the CNN to detect appropriate features, and will

ultimately impact the resolution or precision at which the �nal estimates can be generated

[15]. For example, imagery with a resolution of 1km would have limited use if the goal was

to detect the roof material of individual houses in rural area. Finally, satellite platforms can

contain a range of sensors with the ability to detect varying spectral characteristics. For
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example, if an application depends on the detection of features only visible using infrared

imagery, then a satellite which can only capture visible wavelengths (e.g., red, green, and

blue bands) would not be suitable.

2.2.3.1 Landsat Imagery

The Landsat program provides a continuous record of Earth imagery through multiple

satellites that have a combination of spatial, temporal, and spectral resolution and coverage

that make Landsat imagery a powerful tool for regularly monitoring changes of relevance

to policymakers. Landsat 8 data is public, and Landsat 8 is the most recent active satellite

in the Landsat program since its launch in 2013. Landsat 8 captures data for the entire

planet, revisiting each location at a 16 day interval. The sensors on board Landsat 8 acquire

imagery at a 30 meter resolution in the visible, near infrared, and shortwave infrared range

using the Operation Land Imager (OLI) sensor, as well as thermal bands from the Thermal

Infrared Sensor (TIRS). These bands are detailed in Table 2.1.

Table 2.1 :
Landsat 8 Operational Land Imager (OLI) and Thermal Infrared Sensor (TIRS) Bands

Wavelength Resolution

Bands (micrometers) (meters)

Band 1 - Coastal aerosol 0.433-0.453 30

Band 2 - Blue 0.450-0.515 30

Band 3 - Green 0.525-0.600 30

Band 4 - Red 0.630-0.680 30

Band 5 - Near Infrared (NIR) 0.845-0.885 30

Band 6 - Shortwave Infrared (SWIR) 1 1.560-1.660 30

Band 7 - Shortwave Infrared (SWIR) 2 2.100-2.300 30

Band 8 - Panchromatic 0.500-0.680 15

Band 9 - Cirrus 1.360-1.390 30

Band 10 - Thermal Infrared (TIRS) 1 10.60-11.20 30 *

Band 11 - Thermal Infrared (TIRS) 2 11.50-12.50 30 *

* Collected at 100 meters but resampled to 30 meters to match OLI bands
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The predecessor to Landsat 8, Landsat 7, is still active until 2021 [195] and o�ers

signi�cant temporal coverage from 1999 to the present. Landsat 7 imagery also shares

many of the attributes that make Landsat 8 imagery useful [199]. When combined with

broad temporal coverage, these attributes have made Landsat 7 imagery useful for a wide

range of historic and contemporary applications focused on regions around the world [46,

105, 198, 212]. A major drawback to using Landsat 7 imagery is the scan line corrector

(SLC) failure which occurred aboard Landsat 7 in 2003 [201].

Figure 2.4 : Example of SLC-o� imagery [180]

The SLC failure impacted the satellite's ability to correct for forward movement, leaving

gaps in the resulting images, as seen in Figure 2.4. A range of methods exist to �ll in the

gaps created by the SLC failure [137, 180, 217, 225] and allow Landsat 7 data to still be

used in some applications. For applications which do not require a historic record, Landsat

8 o�ers very similar data without the needs for additional gap �lling. In addition to the

availability of historic data from Landsat 7 and earlier satellites in the program [202],

long term support for the Landsat series is already planned, with the launch of Landsat 9

scheduled for late 2020.

Several alternatives to Landsat exist, and often o�er improvements along certain dimen-

sions. For example, signi�cantly �ner spatial resolution imagery is available from Digital

16



Globe or Planet (sub meter resolution). However, these products are not freely available,

and do not have the spectral or temporal coverage available from Landsat [17, 49]. One

of the most competitive alternatives to Landsat is the Sentinel program. Sentinel 1 and 2

satellites o�er publicly available data, since 2014 and 2015 respectively. Sentinel 2 has a

resolution of 10-20 meters and is only lacking thermal bands when compared to Landsat

8 [52], while Sentinel 1 utilizes a C-band synthetic-aperture radar (SAR) instrument [66]

for collecting data. Initial work has shown success utilizing Sentinel 1 data in satellite

imagery based machine learning applications [158], and the potential for exploring the use

of Sentinel 2 will be discussed in Section 2.5.

Despite the relatively coarse resolution of Landsat imagery, existing work has shown

that when used with CNN based approaches for predicting poverty a resolution of 30

meters can still be e�ective [161]. This previous success in similar applications, combined

with the aforementioned favorable characteristics of Landsat 8 imagery, make this product

a viable satellite imagery candidate for exploring the e�ectiveness of CNN based methods

to accurately predict con�ict event fatalities.

2.3 Methods

2.3.1 Data Preparation

The primary source of input data for this application is daytime satellite imagery from

Landsat 8. Imagery was requested and downloaded using the USGS's freely available

EarthExplorer and Bulk Download tools [196, 197]. High quality imagery suitable for

time-series analysis3 were downloaded for Nigeria for all of 2014. Sixty scenes4 of imagery

are acquired from each full revisit cycle to achieve complete coverage of Nigeria. Due to

variability in the quality of the raw data collected by the sensors not all scenes captured

3 Imagery scenes with the highest data quality, and suitable for time-series analysis, are labeled as
Tier 1. This includes precision and terrain correct data that are inter-calibrated across Landsat sensors
[200].

4Each scene is approximately 185 x 180 kilometers and has varying overlap with neighboring scenes.
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at each revisit are suitable for use in analysis. Each individual scene contains ten bands of

data at 30 meter resolution, corresponding to the wavelengths detailed in Table 2.1.

The analysis in this chapter leverages yearly time steps, necessitating additional pro-

cessing. Yearly composites are created from individual scenes by taking the mean pixel

values within each imagery scene at every available time step for the year. Prior to ag-

gregation, each individual scene is masked for pixels associated with cloud cover. These

pixels are de�ned by pixel quality assurance data which accompanies each scene and is

provided by USGS [200]. All pixels with values indicating high or medium con�dence of

cloud coverage are masked during processing. Once all available scenes captured over the

year for individual locations are masked and aggregated, the resulting set of scenes are

then combined into a single mosaic of images covering the entire country.

Con�ict data was acquired from the ACLED database [165]. The location of events in

ACLED is de�ned by longitude and latitude, and is used to de�ne the satellite imagery

used for training and validation data. ACLED data also provides the number of known

fatalities for each con�ict event, which is used to create a binary classi�cation of either

no fatalities (0) or fatalities (1) for each event. The binary class is then used to label the

associated imagery.

According to ACLED, there were 1,673 con�ict events in Nigeria in 2015. Of these,

680 contained fatalities and 993 did not. The locations associated with these events were

used to generate samples for training and validation data5. The number of samples for

each of the binary classes was then reduced based on the smaller class size to create a

balanced set of samples for each class. Each sample consists of a 224x224 pixel image for

each band extracted from the 2014 Landsat 8 mosaic generated earlier. The dimensions

of these samples corresponds to input dimensions used for the class of CNN known as

ResNets, discussed in Section 2.3.2.

In addition to utilizing each con�ict location for a single sample, two additional sam-

pling methods are implemented for comparison. The primary comparison method will

585% of the data was allocated for training, and 15% was allocated for validation
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attempt to determine if nearby spatial features in the imagery improve the model's perfor-

mance. For each original sample location, this method generates nine additional samples

based on points distributed in a regular grid around the original location within approx-

imately 1,000 meters. To ensure that the increased sample size is not responsible for

improved accuracy, as opposed to the content of the additional samples, one additional

comparison method will be tested. This secondary comparison method involves duplicat-

ing each original sample nine times and will serve as a balanced sample size comparison

for the previous method.6

2.3.2 CNN Implementation

The convolutional neural networks tested in this piece were implemented using PyTorch,

an open source Python package, and run using Nvidia Tesla GPUs7. The speci�c class of

CNN implemented is a residual network (ResNet), which has been developed with varying

architectures that are primarily de�ned by the depth of the network (e.g., ResNet-18 has

18 layers). Using PyTorch, ResNets can be initialized using pre-trained weights based on

training performed using ImageNet. ImageNet is a collection of approximately 14 million

images from over twenty thousand categories, including cars, dogs, and cats [48]. Utilizing

pre-trained networks enables a network to incorporate information learned by training on

a far larger dataset to be incorporated and re�ned for applications using a smaller, limited,

dataset. This process is known as transfer learning.

The fundamental principle of transfer learning is that training on a separate yet simi-

lar dataset will allow the network to learn basic, generalizable, features that are useful for

any image classi�cation task. Existing work has shown using transfer learning to initialize

a network, even when the original training task is extremely di�erent, can still outper-

form traditional weight initialization techniques [159, 207, 214]. Transfer learning based

6Note that training and validation data was split prior to generating additional samples. Any additional
samples generated exist solely in the same training or validation group as the original sample they are
based on.

7All CNNs described in this chapter are run on either an Nvidia Tesla V100 or P100 GPU, with 16 GB
of memory. Software versions include CUDA 9.1, PyTorch 0.4.0, and Python 2.7.13
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approaches to machine learning have grown in popularity as they have enabled machine

learning to be used in applications with limited data that would not have been previously

possibly [93, 104, 111, 166].

Once the network is initialized with the pre-trained weights, the data for the new task

can be used to update the network. A common procedure for updating the network involves

"freezing" the earlier layers, where basic features are learned, and only �ne-tuning deeper

layers which will impact more complicated, application speci�c, features [214]. Then, the

�nal fully connected layer which is responsible for performing the actual classi�cation -

based on the output from earlier layers - is modi�ed and trained to re�ect the current

task.

A critical di�erence between the images from ImageNet used for pre-training and satel-

lite imagery is the inclusion of additional bands of data. Traditional images contain only

red, green, and blue (RGB) bands to re�ect the visible wavelengths of imagery whereas

Landsat 8 captures a total of 10 bands that cover a broader spectrum of imagery. Due

to this di�erence, the CNN must be adapted to consider the extra bands of data. To

utilize the additional bands of data available from Landsat 8, a custom data loader was

created8 and the initial convolutional layer of the CNN is modi�ed based on the number

of input bands. Additionally, each new band must have weights initialized. Following the

implementation strategy of previous work [161] the average of the pre-trained weights for

the RGB bands were used to initialize the new bands.

2.3.3 Optimization

A range of di�erent CNN architectures and parameters are tested to determine the optimal

combination for accurately predicting con�ict fatalities. A grid search is used to iterate

over a de�ned set of parameters for each variable associated with the CNN. The variables

8A custom PyTorch dataset class was created which takes in a list of coordinates de�ning training
and validation data coordinates, along with their labels, and extracts a 224x224x10 pixel image from
the country mosaics of Landsat imagery which can be then passed to the CNN. 224x224 is the standard
dimensions for a single band of an image from ImageNet. A complete RGB image would be 224x224x3.
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explored include:

� Network architecture - Di�erent versions of ResNet based on varying network

depth (number of layers).

� Learning rate - Factor in�uencing the impact of training data on the network, or

how fast the network learns from data.

� Momentum - Utilizing a momentum factor helps to overcome issues associated with

local minima.

� Step size - Number of iterations at which learning rate is decayed

� Gamma - Amount learning rate is decayed at speci�ed step size

� Optimization function - Type of optimization algorithm used

For each unique combination of these variables, the accuracy of a CNN is estimated

based on the percent of ACLED locations it successfully classi�es as either a fatal (1) or

non-fatal (0) con�ict event. This is done by progressively training the CNN over multiple

iterations, or epochs, for each set of parameters. Each epoch consists of passing the entirety

of the training data through the CNN, allowing it to learn, and then using the validation

data to assess the accuracy of the CNN for that epoch. Each subsequent epoch builds on

the learned behavior of the previous epochs, assessing accuracy until the de�ned number

of epochs has been reached9.

The accuracy of a given CNN, consisting of one set of parameters from the grid search,

is de�ned as the maximum epoch accuracy achieved. As each epoch is progressively run,

it is not always the case that the learned information improves the networks accuracy. In

order to determine the most e�ective network, the state of the network and its accuracy is

recorded after each epoch. Once all epochs have been completed, the network state with

the best accuracy is saved.

9This step re�ects a key component of any machine learning application - distinct training and validation
datasets. If the same data was used for both training and validation, accuracy would likely consistently
improve with additional epochs, yet it would result in an CNN that has been over�t, and would likely
perform poorly when using other data.
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2.4 Results

To assess the ability of a convolutional neural network to predict con�ict fatalities, pre-

trained ResNet CNNs were implemented in PyTorch as detailed in Section 2.3.2. Multi-

spectral Landsat 8 imagery for 2014 and ACLED con�ict event data for 2015 were prepared

based on the methods in Section 2.3.1. The subsequent year (2015) of con�ict data was

selected in order determine the potential e�ectiveness of these methods to predict future

con�ict fatalities based on contemporary satellite imagery. Restricting data within tem-

poral bounds is a key feature that distinguishes this application from earlier work (e.g.,

Jean et al. [104]) which will provide insights into the feasibility of this approach for time

series predictions. Using the locations and fatality count of con�ict events, training and

validation datasets were labeled using a binary of whether con�ict events had or did not

have any fatalities associated with them. The set of samples for each binary class in the

training and validation data were balanced to ensure no bias during training. Two sets of

tests were performed which were designed to identify the most e�ective sampling method

for training data, as well as identify the optimal combination from a range of network

parameters.

Table 2.2 : CNN Parameters

Parameter Batch 1 Values Batch 2 Values

Network architecture ResNet18, ResNet50 ResNet18, ResNet50

Learning rate 0.01, 0.001 0.1, 0.01, 0.001, 0.0001

Momentum 0.95, 0.99 0.95, 0.97, 0.99

Step size 5, 10 5, 10, 15

Gamma 0.25, 0.75 0.25, 0.5, 0.75

Optimization function SGD, Adam SGD, Adam

The three sampling strategies tested were based on a combination of machine learning

and spatial theory, and determined the satellite image(s) that were input into the network
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for each observation. Method 1 (no �ll) used a single 244 x 244 pixel window (for each

band) around the latitude / longitude location of the con�ict event, and is designed to

serve as a baseline for comparison. Method 2 (grid �ll) used nine equally-spaced samples

in a grid around the original sample latitude and longitude, to test the theory that an

expanded geographic region of information could provide improved predictions. Method 3

(duplicates) duplicated the original location nine times, and served as a comparison with

a similar sample size to Method 2 in order to avoid bias due to sample size.

Figure 2.5 : Comparison of the average accuracy of the tested sample types

During the �rst set of tests, each sampling method was tested using 64 di�erent pa-

rameter combinations over a 30 epoch training and validation cycle, detailed in Table

2.2. Based on these tests, both methods which expanded the size of the training dataset

resulted in a clear improvement in accuracy over the baseline method as seen in Figure

2.5. The duplicate sample method and the grid �ll sample method has similar minimums

during this initial set of tests, however the duplicate method achieved higher median and

maximum accuracy values. Individual parameter variations did not generally have notable

performance impacts when tested across the sampling methods, though slightly better

accuracy was achieved using a smaller learning rate (Figure 2.6).
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Figure 2.6 : Impact of hyperparameter variation across all sample types on accuracy
predicting con�ict fatality

The second set of tests expanded the range of parameters explored (Table 2.2) while

using the duplicate sampling method, for a total of 432 parameter combinations. The

duplicate sampling method was chosen as the focus for the second set of tests due to its

strong performance in the �rst set of tests. For the second set of tests, the number of

epochs run was increased to 60. More variation was found across the expanded batch

of tests, with a accuracy of 0.598 and a maximum of 0.809. However, no clear patterns

emerged among the parameter combinations aside from those associated with learning rate.

Smaller learning rates outperformed larger as they did in the initial batch of tests. The best

overall accuracy was achieved using a learning rate of 0.0001, but overall trends showed

no signi�cant performance improvement over a learning rate of 0.001. As expected given

the balanced class sizes during training, predictions for neither class skewed the overall
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accuracy. Using the best performing parameters (overall accuracy of 80.9%), accuracy for

predicting con�ict events with fatalities (true positives) was 79.4%, and the accuracy for

predicting con�ict events with no fatalities (true negatives) was 82.4%.

Figure 2.7 : Impact of expanded hyperparameter variation using duplicate sampling
scheme on accuracy predicting con�ict fatality

Overall, the grid search of parameters conducted across the two batches of tests showed

minimal impact from parameter adjustments within commonly accepted ranged. The

only notable exception to this was large (i.e., multiple orders of magnitude) changes in

learning rate. Sampling method and the resulting data used for training proved to be

a much more signi�cant factor in overall ability of a network to accurately identify the

likelihood of future con�ict in a region based on satellite imagery. Additionally, these

results were compared to CNNs which were trained using randomly labeled data. The
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accuracy of random data networks after multiple iterations were found to be signi�cantly

lower (maximum of approximately 50%) when compared to the true network (maximum

of over 80%).

2.5 Discussion & Conclusion

2.5.1 Convolutional Neural Network Findings

The work presented in this chapter provides evidence that convolutional neural networks

applied to moderate resolution satellite imagery can be used to predict the likelihood of

con�ict-related deaths in Nigeria. We speci�cally illustrate that if a con�ict event occurs

in 2015, multi-spectral imagery of the physical features on the ground at that location

in 2014 can predict with 80% accuracy whether or not the con�ict event will result in

any fatalities. This �nding illustrates the value of spatial information for prediction of

development indicators, especially when processed with a CNN-based approach. While the

use of the methods presented in this chapter for predicting non permissive environments

and related policy applications requires additional research, our results show the potential

for CNN based methods in applications beyond those explored in existing literature.

One of the most notable �ndings of this work is the limited impact of varying network

parameters when compared to the impact of modifying sampling schemes for training

data. Given the impact of sampling method on overall network performance, expanding

the scope of the tests comparing these methods may lead to signi�cant improvements.

Utilizing duplicates of training data was identi�ed as the most e�ective sampling, yet

this duplication could simply o�er similar performance gains as a proportional increase

in the number of epochs during training. Comparing duplication at varying levels with

proportional increases in the number of epochs could provide insight into the impact each

of the strategies has on performance. Further, while the grid based approach to creating

additional training data samples underperformed relative to simple duplication of training

data baseline, additional work which explores CNN accuracy when varying the distance

26



from the original sample location to generate the grid, as well as the number of additional

points in the grid, could prove more e�ective and provide additional insight into the spatial

correlation of satellite imagery and con�ict fatalities.

Considering the signi�cance of training data, comparing the currently used data from

Landsat 8 and ACLED with other sources of satellite imagery and con�ict data would also

be valuable. Of other available sources of satellite imagery, discussed in Section 2.2.3, the

Sentinel 2 platform o�ers the most compelling case for comparison. Sentinel 2 is publicly

available, has similar spectral coverage to Landsat 8, and has �ner resolution. Other

sources of con�ict and event data such as the Social Con�ict Analysis Database (SCAD)

[175] or the Global Database of Events, Language, and Tone (GDELT) [119] could be used

as an alternative to or supplement for ACLED data.

Another limiting factor of our approach is that the training data was restricted to

con�ict events and classi�ed by whether each event did or did not have fatalities associated

with it. An alternative approach, which could be achieved using random locations or non-

con�ict event locations, would be to compare con�ict events with control locations at

which no con�ict occurred. Additional methods for testing the robustness of our approach

to predicting con�ict include expanding the temporal and spatial coverage using historical

data. The work presented in this chapter used only 2014 imagery and 2015 con�ict data,

while data for both through 2019 exists. Additionally, both imagery and ACLED data exist

for other countries which could be explored independently or as part of a comprehensive

model. Testing across countries would also contribute to exploring the impact of spatial

scale of training on network performance. Models could also be tested which restrict data

to subnational regions as a comparison.
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2.5.2 Core Limitations of a CNN-based Predictive Approach

2.5.2.1 Scope & Extent

This chapter introduces a purely predictive CNN-based approach for identifying if a con�ict

event is likely to result in a death: we make no causal inferential claims, nor does the current

CNN approach support the examination of causality. The causes, factors, and de�ning

characteristics of con�ict death will frequently be very di�erent, and be associated with

di�erent features found in satellite imagery, when compared with another con�ict. As

such, CNN based predictive models trained solely on data from Nigeria may not perform

e�ectively in other countries without including those countries in the training.

Given that geographic extent could reasonably be a limiting factor in e�ectiveness of

this approach, we explored the spatial distribution of both classes of con�ict events, as well

as the spatial distribution of locations which were accurately (and inaccurately) predicted

in Nigeria. In all cases, no clear pattern was found, indicating it is unlikely that our

model was skewed toward only predicting accurately in certain portions of the country

with homogeneous spatial features. While this does not indicate that this speci�c model

could be applied to other countries, it is indicative of good overall performance across

varying geographic contexts for con�ict in Nigeria.

2.5.2.2 Intractability

As we consider that the landscape and features associated with con�ict may vary across

geography, it is important to recognize that the CNN approach detailed here does not

attempt to de�ne the speci�c features being detected. Thus, we are limited to general

statements about the type of features likely to be detected given the moderate 30 meter

resolution of the imagery. Small features such as broken windows or burned cars will not

be detectable with 30 meter resolution. Rather, the CNN is only capable of detecting large

landscape trends such as urban areas, draught-stricken areas, or other features which may

be well established correlates of con�ict from literature. While CNN methods may have
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the potential to help identify novel indicators of con�ict, identifying what speci�cally the

CNN is detecting is beyond the scope of this chapter and would be a valuable focus of

future research.

More broadly, despite the promising results presented here, these methods are not

intended to supplant existing data sources or methods used for assessing con�ict. While

these methods may serve as a useful supplement within a broader ecosystem of con�ict

tools and methodologies, the goal at this stage is to serve as a spur for additional work

into the applications of CNN approaches to predicting con�ict as well as other development

indicators.

2.5.3 Conclusion

This piece sought to answer the research questioncan convolutional neural networks be used

to predict likely locations of con�ict-related deaths in Nigeria based on satellite imagery?

The presented approach shows promising results, achieving up to 80% accuracy in binary

classi�cation of death versus no death con�ict events in the year after model calibration.

Despite the signi�cance of this result, we highlight the many limitations of the CNN-based

approach to con�ict prediction accomplished to date; the most predominant being the lack

of insight into what physical features in imagery the CNN identi�es as related to con�ict

deaths. Future research should engage with many of these challenges, including how to

identify the driving image features detected by a convolutional neural network, and how to

better understand the spatial scopes across which a given model calibration might be most

e�ective. Despite these limitations, the public availability of the data and tools used, and

high temporal frequency at which satellite imagery is available, allow for a broad range of

potential applications and adaptation to various use cases. Examples include the use of

predictive maps, generated using these methods, as supplemental aids in decision making

processes for security specialists implementing aid projects in developing countries.
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Chapter 3

Spatiotemporal Prediction of

Con�ict Fatality Risk Using

Convolutional Neural Networks and

Satellite Imagery
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3.1 Introduction

The introduction of arti�cial intelligence (AI) and machine learning (ML) to geographic

analysis can be seen in early literature which discussed the fundamental theory and epis-

temology behind AI and how these methods might shape the �eld in years to come

[41, 102, 186]. As AI progressed from theory, to mathematics, to usable algorithms such as

neural networks, scholars such as S. Openshaw and C. Openshaw re�ected upon the rele-

vance of these methods to the �eld of geography, as well as the potential impact of AI on

the discipline and the world [157]. Today, geospatial AI and ML methods (GeoAI) are used

in geography with applications focused on tra�c forecasting, epidemiology, development,

and more [89, 102, 205].

The nature of geography, its ability to address questions on human development and

the natural world, and capacity for producing insight from expanding sources of spatiotem-

poral data [17, 49, 52, 169, 198], makes it a discipline entwined with numerous others. The

use of GeoAI extends beyond spectral classi�cation [128, 141, 163, 167] or spatial interpo-

lation [224] and is being leveraged by additional disciplines to pursue novel applications

(see [205]). Areas where GeoAI has been utilized include health [109, 205], con�ict [77],

agriculture [124], development [220, 221], and human movement patterns [102, 121].

Methods improved on or adopted from other communities by the GeoAI community

include decision trees, random forests, support vector machines, as well as deep learning

algorithms such as arti�cial neural networks, recurrent neural networks, and convolutional

neural networks [128, 221]. Convolutional neural networks (ConvNets or CNNs) have been

a particular focus of recent work that is connecting advancements in GeoAI with research

focused on human development [77, 104]. CNNs are a class of neural networks particularly

well suited for a variety of computer vision tasks [4, 62, 115, 185]. CNNs leverage a network

structure, seen in Figure 2.3, which was designed based on biological structures that handle

visual processing in order to detect spatial patterns, or features, within images. Numerous

implementations of CNNs have been developed, dealing with image classi�cation, object
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detection, and more [88].

Geospatial applications of CNNs include using spectral signatures and phenological

trends captured by satellite imagery to perform pixel and image classi�cation [128, 168],

land use classi�cation [130, 223], and the detection of objects such as vehicles or buildings

in satellite imagery [35, 203]. Recently, researchers focused on development economics

have leveraged these methods to improve upon existing methods to �ll the gaps in sparse

datasets such as household surveys [104]. By using abundant remotely sensed data sources

(satellite imagery) as inputs, CNNs are trained using existing sparse data (e.g., poverty

metrics from household surveys) as labels. The resulting trained network can be used to

predict the sparse data in additional geographical areas based on satellite imagery alone.

Building on the work within the geospatial community [130], Jean et al. showed that

CNN based estimates of poverty o�ered improvements on previous methods of using night-

time lights to estimate poverty [104]. Over the past several years there have been a number

of additional contributions to the literature utilizing CNNs and satellite imagery to predict

human development indicators [27]. The majority of this work has been focused on expand-

ing the applications in new geographic contexts. Poverty prediction has been conducted

using a variety of available satellite imagery across most of Africa [213], as well as Mexico

[9], Bangladesh & India [187], and Sri Lanka [56]. In addition, literature addressing the

usage of CNN and imagery based methods to predict other development indicators has ex-

plored infrastructure quality assessment [158], crop yield [124], education & health-related

metrics [89], population mapping [94], and con�ict [77]. The potential for application,

improvement, and operationalization of these methods across varying sectors remains a

topic of discussion [27].

While much of this work has shown promising results, the literature has highlighted

some limitations [89] as well as the abundance of opportunities for future research to ad-

vance the practical application of these methods [27, 77]. One important area yet to be

addressed when predicting development indicators using CNNs and satellite imagery is the

capacity for accurate predictions across varying and discrete temporal steps. Producing
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time series estimates is necessary for many applications [27] such as geospatial impact

evaluations that aim to leverage geospatial data over time to study the impact of devel-

opment projects and other interventions [14, 24]. To date, the literature has focused on

using imagery that is a combination of a broad temporal range, or imagery tied to a single,

speci�c period based on available training data [27].

The use of CNNs in other applications - both involving satellite imagery and not -

have addressed producing time series estimates. Zhao et al. shows that both univariate

and multivariate (non-spatial) time series data could be e�ectively classi�ed using CNNs

and outperformed competing methods [219]. This work and others leveraged the feature

extraction capabilities of CNNs to improve upon previous methods requiring manual iden-

ti�cation of features in time series data [44]. While the underlying features in non-spatial

applications are inherently di�erent from those found in satellite imagery, the existing lit-

erature demonstrates the fundamental ability of a CNN to extract meaningful, identifying

features from data over time [44, 219].

Research which has developed and advanced methods for non-spatial applications of

time-series CNNs [36, 100, 128, 168, 184] have ultimately allowed GeoAI researchers to

adopt CNNs for spatial time-series applications. Spatial applications of CNNs which incor-

porate time series data have primarily dealt with classi�cation of land cover identi�cation.

The Time Series Land Cover Challenge (TiSeLaC) [64] engages with these problems and

through the competition has led to the advancement of time series CNNs using satellite

imagery [132]. Notably, Di Mauro et al., the winners of the 2017 TiSeLaC, were able

to accurately classify multispectral time-series Landsat 8 imagery over 99% of the time,

using a combination of MLPs (multilayer perceptrons) and CNNs [136]. Satellite imagery

classi�cation tasks dealing with land cover, such as Garnot et al. [65], can break images

down into unordered sets of pixels for classi�cation. While this may work for applications

relying on spectral characteristics of individual areas, they omit broader patterns in the

landscape that may be relevant to con�ict, poverty, or other topics.

Overall, the established literature dealing with CNNs for predicting development indi-
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cators, as well as work focused on the spatial and nonspatial time series applications of

CNNs at large, provide su�cient evidence that suggests CNNs may be an e�ective tool

for producing time series estimates of development indicators. Numerous applications in

existing literature provide opportunities for exploring the ability of CNNs to produce time

series predictions of development indicators [9, 56, 104, 213]. In addition to existing lit-

erature, the work presented in Chapter 2 of this dissertation aimed at predicting the risk

of fatalities from con�ict events in Nigeria [77]. The chapter used Landsat 8 imagery in

combination with data from the Armed Con�ict Location & Event Dataset (ACLED) to

produce historical predictions at a single discrete temporal step. Findings showed that

features found in moderate-resolution imagery (i.e., crop �elds, villages - not individuals

with guns) from 2014 could be detected by CNNs and used to predict whether or not

known con�ict events in 2015 would be fatal with over 80% accuracy. The work presented

in Chapter 2 provides an ideal application to build upon for time series predictions, as the

underlying datasets - Landsat 8 imagery and ACLED - are both available across a broad

contemporary period (2014 - present).

This chapter will build on earlier work from the literature and this dissertation address-

ing the use of CNNs for (1) predicting human development indicators based on satellite

imagery, and (2) time series predictions. To do so, this chapter aims to answer the research

question: what impact does the resolution of temporal steps have on the accuracy of time

series con�ict fatality predictions using moderate resolution satellite imagery and convo-

lutional neural networks? This chapter engages with this as follows. Section 3.2 presents

the methods used to prepare Landsat 8 imagery and ACLED data samples for time series

predictions, as well as the approach for training and validating CNNs models. The results

of the training and validation are reviewed in Section 3.3. Finally, Section 3.4 discusses

limitations of the research and methods presented, as well as potential paths forward based

on this work.
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3.2 Methods

To assess what impact the resolution of temporal steps has on the accuracy of time series

con�ict fatality predictions using moderate resolution satellite imagery and convolutional

neural networks, this chapter will expand on work in the Chapter 2 [77]. Throughout this

chapter, predicting con�ict fatality will refer speci�cally to determining the probability of

a fatality in the event of con�ict at a given location. A series of ResNet (residual network)

[88] CNNs were trained using imagery from Landsat 8 labeled based on whether a con�ict

fatality occurred at each location according to ACLED. Individual CNNs were trained for

discrete yearly and six month intervals from 2014 through 2019 using a range of network

parameters. The resulting models were then assessed based on their ability to accurately

classify validation data left out from the original training. Finally, results from the yearly

models and six month models were compared to gauge e�ectiveness at both temporal steps.

3.2.1 Data Preparation

NASA and USGS have made Landsat 8 imagery free and publicly available since its launch

in 2013. Like its predecessor Landsat 7 [198], Landsat 8 imagery captures data for the entire

planet every 16 days at 30 meter resolution. It consists of eleven spectral bands of imagery,

captured using its operational land imager (OLI) and thermal infrared sensor (TIRS) [169]

(Figure 2.1).

Individual scenes of Landsat 8 imagery covering Nigeria were acquired using the Earth-

Explorer platform and bulk download tools [196, 197] for 2014 through 2019. These scenes

- acquired at 16 day intervals - were subsequently mosaiced and aggregated to six month

and yearly steps by taking the average of pixel values for each band, while masking cloud

pixels within individual scenes. The six month aggregations were performed based on the

�rst and second half of each calendar year (i.e., January-June and July-December). Of

the eleven bands available, the panchromatic band was dropped for a total of ten bands

which were supplied to the CNN. The result of this preprocessing of the imagery was an
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aggregate image of the entirety of Nigeria for each of the ten bands, for each years from

2014 through 2019, as well as the for the �rst and second half of each of those years.

Con�ict locations and fatality counts were downloaded using ACLED's data export

tool [165]. The dataset consists of a date, coordinates, and fatality count for each recorded

con�ict event. This data was aggregated to the same yearly and six month time steps as

the Landsat 8 imagery. Table 3.1 shows the count of con�ict events in Nigeria recorded

by ACLED in each six month interval. For each event, the fatality con�ict was converted

into a binary value indicating whether or not a fatality occurred (1 or 0 respectively). This

binary classi�cation was used to label imagery associated with the con�ict location during

training and validation of the CNN.

Six Month Period Con�ict Event Count

2014 Jan-Jun 756

2014 Jul-Dec 753

2015 Jan-Jun 997

2015 Jul-Dec 676

2016 Jan-Jun 786

2016 Jul-Dec 623

2017 Jan-Jun 817

2017 Jul-Dec 827

2018 Jan-Jun 1165

2018 Jul-Dec 883

2019 Jan-Jun 1214

2019 Jul-Dec 1004

Table 3.1 : Count of con�ict events by half year.

The primary comparison made through this analysis was of the ability of CNNs to

predict con�ict fatality from satellite imagery when using of yearly data as contrasted

to using six months of data. Additionally, this comparison was performed across three

distinct periods along a time series - 2014/15, 2016/17, and 2018/19. Imagery from 2014

using either the yearly or six month aggregations was used to predict con�ict fatality in
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2015 at corresponding temporal steps. Similarly, 2016 imagery was used to predict 2017

con�ict fatality, and 2018 imagery to predict 2019 con�ict fatality - both at yearly and six

month intervals as well. Throughout this document, these distinct temporal combinations

of satellite imagery and con�ict event fatality outcomes (e.g., aggregate of 2014 imagery

used to predict aggregate of 2015 con�ict events) are referred to as temporal pairs.

For each temporal pairing seen in Table 3.2, samples were prepared to be used for

training and validation of the CNNs. Individual samples consist of a location (longitude

and latitude) based on a con�ict event, which can be used to load georeferenced imagery

at that location, and a label of whether the associated con�ict event had a fatality. In

the event that the classes (fatal and non fatal events) are imbalanced, the larger class

was trimmed to the size of the smaller class. The balanced class samples were then split

into separate datasets to be using during training and validation stages, and the training

samples were duplicated nine times to increase exposure during training (considerations

regarding sampling schemes and duplication are included in Section 3.4).
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Imagery Temporal Con�ict Temporal Sample Size

2014 all 2015 all 6800

2014 Jan-Jun 2015 Jan-Jun 4140

2014 Jul-Dec 2015 Jan-Jun 4140

2014 Jan-Jun 2015 Jul-Dec 2660

2014 Jul-Dec 2015 Jul-Dec 2660

2016 all 2017 all 7820

2016 Jan-Jun 2017 Jan-Jun 4000

2016 Jul-Dec 2017 Jan-Jun 4000

2016 Jan-Jun 2017 Jul-Dec 3820

2016 Jul-Dec 2017 Jul-Dec 3820

2018 all 2019 all 9620

2018 Jan-Jun 2019 Jan-Jun 5960

2018 Jul-Dec 2019 Jan-Jun 5960

2018 Jan-Jun 2019 Jul-Dec 3660

2018 Jul-Dec 2019 Jul-Dec 3660

Table 3.2 : Sample size for each unique temporal step tested.

Finally, the process of producing the training and validation dataset was repeated �ve

times to ensure the outcomes are reproducible regardless of randomization during sample

generation. The �nal sample sizes for each temporal pair can be seen in Table 3.21.

3.2.2 Training

To train a CNN using the sampling dataframe generated from Landsat imagery and

ACLED con�ict data, a ResNet based CNN was implemented using the Python package

PyTorch, running on NVIDIA Tesla V100 and P100 GPUs. This work utilized ResNets

pre-trained on ImageNet [48], a concept known as transfer learning, which has been shown

to be e�ective in a range of applications within the broader machine learning community

as well as for satellite imagery based application [77, 93, 104, 111, 159, 166, 207, 214].

1The �ve distinct sample dataframes generated within each temporal step have identical sizes since
they are permutations of the same underlying data split into random training and validation sets.
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To utilize transfer learning a CNN �rst learns generalizable features - such as basic lines,

shapes, and other patterns - from a much larger, albeit unrelated, set of images. The now

pre-trained CNN retains that knowledge and is �ne-tuned using application speci�c data

(e.g., satellite imagery with con�ict fatality labels). This process allows leveraging CNNs

for applications which would not have su�cient data to train a freshly initialized CNN.

The standard pre-trained ResNet architecture was modi�ed to work with ten bands of

imagery - compared to the three bands of red, green, and blue found in common images,

including those in ImageNet. Following examples in the literature, the additional bands

were initialized using an average of the red, green, and blue bands [77, 104]. Finally, the

�nal layer of the CNN responsible for classi�cation was replaced in order to utilize the

binary classes identifying whether a con�ict event was fatal.

As noted above, �ve sample dataframes for training and validation were created for

each temporal pair to mitigate the chance that results are in�uenced by the generation of

an individual sample dataframe. For each of the �ve sample dataframes generated for every

temporal combination, a batch of CNNs were trained consisting of 16 di�erent parameter

combinations. The parameters adjusted were the ResNet architecture, the learning rate,

gamma, and step size. Variations of thenetwork architecture are primarily distinguished

by the number of layers, or their depth [88]. Learning rate is indicative of how fast a CNN

learns from the input data, or how quickly it changes based on error. Using too low of

learning rate may result in a network taking a very long time to train, while too high of a

value may result in an unstable network. Gamma is the amount the learning rate decays

after a certain step size.

Parameter Values

Network Resnet18, Resnet50

Learning Rate 0.0001, 0.00001

Gamma 0.25, 0.5

Step Size 10, 15

Table 3.3 : Network parameters adjusted during testing, and associated values.
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The values tested for each of the parameters, seen in Table 3.3, were based on results

from Chapter 2 [77]. While this work showed minimal variation in performance across

parameters in the speci�ed ranges, the work included only yearly data at a single point

in time. These parameter comparisons were included to ensure parameterization does not

have an in�uence when using a broader time series of data, as well as when using six month

intervals of data. For all tests stochastic gradient descent (SGD) optimization was used

over 60 epochs with a batch size of 64. Using each of the temporal steps identi�ed in Table

3.2 with the 16 parameter combinations, over �ve sample dataframes resulted in a total of

1200 trained CNNs.

3.2.3 Validation

For each temporal pair, a set of validation data was withheld from the training data, and

subsequently used to produce predictions. The result of each prediction is the probability

of a fatality at the location of a con�ict event. The threshold at which the prediction

probabilities are classi�ed as likely to be fatal is 0.5 by default (i.e., values over 0.5 are

predicted to be fatal in the event of con�ict). However, reducing the threshold will reduce

the occurrences of false negatives, or cases where a fatal con�ict event is misclassi�ed as

safe. Given the implications of false negatives for security applications, the validation

considered performance metrics which re�ect behavior across a range of thresholds.

A confusion matrix de�ning the relationship of all possible outcomes for a binary clas-

si�er was generate to assess the performance of the models. In the confusion matrix actual

and predicted values are either positive (a fatality occurred from a con�ict event) or nega-

tive (no fatality occurred from a con�ict event) as seen in Table 3.4. The accuracy metric

used to evaluate model performance is de�ned in terms of the confusion matrix using

Equation 3.1.
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Actual

Positive Negative

Predicted
Positive true positive (tp) false positive (fp)

Negative false negative (fn) true negative (tn)

Table 3.4 : Confusion matrix de�nitions.

Two additional metrics derived from the confusion matrix are the true positive rate, and

the false positive rate. Equation 3.2 de�nes recall as the ratio of true positives to all actual

positives. The false positive rate, as seen in Equation 3.3, is the ratio of false positives to all

actual negatives. These metrics provide additional context when predicting positive cases

is important, and are e�ective indicators of performance when used together. An ideal

classi�er with 100% accuracy would manage to have both perfect true and false positive

rates. In practice, an imperfect classi�er which aims to avoid false negatives must balance

achieving a high true positive rate, and thus avoid false negatives, without increasing the

false positive rate drastically. A heavily skewed classi�er that predicted every sample as

positive would ultimately detect 100% of true positives, but would have a very high false

positive rate as 100% as well and provide not meaningful insight.

Accuracy =
T ruePositives + T rueNegatives

Total
(3.1)

T ruePositiveRate =
T ruePositives

T ruePositives + FalseNegatives
(3.2)

FalsePositiveRate =
FalsePositives

FalsePositives + T rueNegatives
(3.3)

A useful visualization for balancing the true and false positive rates of models is the

Receiver Operating Characteristic (ROC) curve [19]. An ROC curve plots the true positive

rate on the y-axis and the false positive rate on the x-axis as threshold for detecting positive

cases based on probability is varied from 0 to 1. The example ROC curve seen in Figure
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3.1) plots both the results of the model predictions, as well as a line indicating what a

predictor with no skill would produce. No skill refers to a model which predicts some ratio

of positives regardless of input, such that the true and false positive rate are always equal.

It ranges from a rate of zero at which all predictions would be negative, to a rate of one

at which all predictions would be positive.

Figure 3.1 : Example of a receiver operating characteristic curve

Common metric used alongside ROC curves in the area under the curve (AUC). In

a perfect classi�er, which has a true positive rate of 1.0 regardless of the false positive

rate, the AUC would be 1.0. For a random or "no skill" classi�er, the AUC would be

0.5. The value of the AUC for a model can be used to assess overall performance, as well

as to identify a threshold value suitable for a speci�c application, and has been used in

other applications of satellite imagery and CNNs within the development community [158].
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These metrics and visualizations were used to compare the performance of CNNs trained

to predict con�ict fatalities from satellite imagery across varying temporal steps.

3.3 Results

Using the methods described in Section 3.2, 1200 CNNs were trained to predict the prob-

ability of a fatality resulting from a con�ict event at a given location, based on Landsat 8

imagery. The testing covered 15 distinct temporal pairs using either yearly or six month

aggregations of imagery and con�ict data (listed in Table 3.2), and explored the impact of

16 di�erent CNN hyperparameter combinations (detailed in Table 3.3). To ensure model

performance was not dependent on a particular random sample generation, testing included

repeating the sample generation process �ve times.

3.3.1 In�uence of Hyperparameters

The �rst analysis of the results consisted of comparing model accuracy based on varying

CNN hyperparameters. The methods discussed in Section 3.2 tested a subset of hyperpa-

rameters used in earlier work to con�rm that hyperparameters have minimal impact on

performance even when training data is expanded to included both yearly and six month

aggregations, across multiple points in time. The box plots in Figure 3.2 detail the hyper-

parameter results from all three temporal steps of the yearly and six month data listed in

Table 3.2

43



Figure 3.2 : Results of parameter tests of 6 month data.

No noticeable change based on hyperparameters were found, with average accuracy for

each hyperparameter consistently around 73%. Based on these results con�rming �nd-

ings in earlier work, a single parameter combination was selected to utilize in subsequent

analysis. To identify the single parameter combination, for each individual yearly and six

month temporal pairs, all parameter combinations which were in the top 25% of accuracy

values across the �ve samples tested were saved. Of these, only a single parameter combi-

nation appeared in the top 25% for every test, and was selected as the optimal parameter

combination.

The �nal parameters utilized the ResNet50 CNN architecture, a learning rate of 0.0001,

a gamma of 0.25, and a step size of 15. This produced a mean accuracy of 72% at using

both yearly and six month data, with a maximum accuracy of 82% using six month data,
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and a maximum of 78% using yearly data. Across tests, a broader range between minimum

and maximum values was seen when using the six month data compared to yearly data.

3.3.2 Optimal Temporal Pairs

The subset of models using the �nal parameter combination were further re�ned by an-

alyzing the performance of the varying six month pairings of imagery and con�ict data

used for training. As seen in Figure 3.3, the four pairings for each of the time periods were

compared to identify which imagery (�rst half vs second half of prior year) was able to

best predict con�ict fatality in each half of the prediction year.

Results using 2014/15 and 2018/19 data showed that using the imagery from the �rst six

months of a year (January-June) to predict con�ict fatality in �rst six months of following

year outperformed using imagery from the last six months (July-December) to predict the

last six months of con�ict fatality in the following year. In 2016/17 using July-December

imagery to predict January-June con�ict fatality in the following year performed slightly

better. Using July-December imagery to predict the following year's July-December con-

�ict fatality consistently outperformed using January-June imagery to predict the following

year's July-December con�ict fatality, though by varying amounts. Overall, the best aver-

age performance was achieved using January-June imagery to predict January-June con�ict

fatality, and July-December imagery to predict July-December con�ict fatality.
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Figure 3.3 : Results for 6 month data pairings.
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Figure 3.4 : Results for yearly data pairings.

Across all six month pairings in 2018/19 overall accuracy was found to be lower than

accuracy for 2014/15 and 2016/17 pairings. The accuracy using yearly data showed similar

patterns, as seen in Figure 3.4. This drop in accuracy was associated with a notable shift

in the location of con�ict events in 2019 when compared with 2015 and 2017, as seen in

Figures 3.5, 3.6, and 3.7 (increased activity in north west). The impact of a signi�cant

geographic shift in the location of training data on performance will be discussed further

in Section 3.4.
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