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ABSTRACT

Bacterial vaginosis (BV) is a common vaginal infection that can predispose
patients to several complications, such as cervicitis. Like many illnesses,
existing diagnostic methods face a trade-off between diagnostic confidence and
lower costs. To help address this dilemma, we developed a number of deep
learning models to evaluate the usefulness of different inexpensive diagnostic
tests to better automate the diagnosis of BV. We first determined how best to
utilize images of epithelial cells to diagnose BV according to the clue cell test of
the Amsel criteria. We found that, in a single-image case, training a ResNet18
model on diagnostic results from molecular testing led to an 89% F1 score for
binary diagnosis. We then tested if the addition of the other Amsel criteria by
multi-layer perceptrons could improve these results, finding that adding only
binary whiff test results led to a performance increase to an almost 91% F1.
These results provide the first insight into how combinations of images and other
test data under the umbrella of the Amsel criteria can best be used for reliable
diagnoses. Future work should build on our methods and develop more
comprehensive datasets for greater diagnostic confidence.
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Chapter 1
Background

1.1 Introduction

Bacterial vaginosis (BV) is a vaginal infection estimated to have affected around 30% of
American women [6]. It is characterized by the depletion of protective Lactobacilli and
by the overgrowth of disadvanteous bacteria, leading to irritation, odor, and vaginal dis-
charge. Without treatment, BV predisposes patients to a number of complications, such
as preterm labor, postpartum infections, urinary tract infections, cervicitis, endometritis,
pelvic inflammatory disease, and STls. To mitigate BV’'s symptoms and potential com-
plications, effective diagnostic procedures are needed. Despite this need, BV diagnoses
often face what can be called "the small clinic problem.”

When a physician at a small clinic is asked to determine whether a patient has a
given illness, they are often asked to choose between inexpensive diagnostic procedures
that can be performed in clinic the same day (a point of care test) and robust diagnostic
procedures that require sending samples to outside facilities at greater cost. Physcians
are asked to do right by their patients, but the realities of diagnosis often place confidence
at odds with lower financial burdens and quicker diagnostic turnaround. To address this
dilemma, we should seek intermediary approaches that improve on existing inexpensive

tests without a substantial increase in cost.



In recent years, deep learning methods have become increasingly popular in medicine
as a means to improve current tests through the discovery of non-obvious patterns that
can improve diagnostic accuracy above the average human. Deep learning methods also
have the potential to be cost effective, as they can be endlessly used after implementation.
As such, deep learning is an ideal candidate for decreasing the labor and lengths of time
for diagnosis and treatment while saving patients’ money.

In the case of BV, deep learning is already being applied. Some methods attempt
direct diagnosis of BV by seeking to automate the more robust diagnostic methods. These
methods show great promise, but do not meaningfully alleviate the small clinic problem
due to relying on expensive methods while still requiring time delays for treatment. Other
methods could alleviate the small clinic problem, but focus on broader questions that limit
their insights into BV diagnosis specifically. These methods focus on vaginitis in general,
a broad category that includes other infectious agents, such as yeast and Trichomonis,
in addition to those causing BV. The goals of these methods can be described as either
direct, nonspecific diagnosis of vaginitis, or detection of vaginitis related microorganisms.
Because BV itself is not the focus of these studies, specific insight into BV is precluded
and study outputs are not usable for specific diagnosis of BV. Therefore, there is still a
need for a diagnostic method that improves existing inexpensive methods.

We have sought to specifically diagnose BV via inexpensive methods, and, in doing

so, have generated the following contributions:

* We have the first attempt at automation of Amsel criteria diagnoses by way of com-

bining computer vision with other test values.

* We produced a method that achieves an average F1 around 91% while only using

a single biological cell image and the results of a "whiff test”

The remainder of this work is organized in the following manner. First, the rest of this
chapter provides background into current medical tests for BV and their associated trade

offs. The second chapter outlines the used dataset, the used deep learning models, and
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our study’s methodology. The third chapter summarizes the results of all experiments,
and the final chapter goes over related work, future research directions, and our ultimate

conclusions.

1.2 Current Diagnostic Procedures

1.2.1 Amsel Criteria

The exact cause of BV is not known, but the progression is well understood. As shown in
Figure 1.1, the loss of Lactobaccilli triggers an increase in the vaginal pH, which fosters an
environment where anaerobic bacteria can prosper. The bacteria then produce a biofilm
on the vaginal epithelium and secrete a cytotoxin that can kill the epithelial cells. One of
the overgrown bacteria, Gardnerella Vaginalis, produces enzymes that degrade proteins
and decarboxylize amino acids, leading to amine compounds not being degraded properly
and producing odor [1]. The cytotoxicity of the vaginal microbiome then leads to exfoliation

of affected epithelial cells, meaning vaginal discharge is expected.

Loss of Increase in
lactobacilli vaginal pH
4
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cytotoxins that kill created on leads to lack of breakdown of
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dishcharge “Clue Cells" Vaginal odor

Figure 1.1: Progression of BV




Four components of this progression were isolated by Dr. Richard Amsel and affil-
liated researchers [2] to form a list of indicators for BV. The Amsel criteria, which stem
from the red components of Figure 1.1’s flowchart, describe thin, gray discharge, a pH
over 4.5, a characteristic fishy smell after application of potassium hydroxide to a sam-
ple of discharge, and the appearance of epithelial cells covered in bacteria across 20%
of a microscope slide of a discharge sample as indicators of BV. These bacteria-coated
epithelial cells are commonly known as “clue cells” and tend to have cloudier cell interi-
ors and more blurry or jagged cell edges compared to normal epithelial cells, as seen in

Figure 1.2.

1. Cloudy or ground-glass interior
2. blurry/ or serrated edges

1. Smooth, clear interior S
2. Well-defined edges \ é;_

Normal Epithelial Cell

Figure 1.2: Examples of a normal epithelial cell and a "clue cell”

Traditionally, three out of four of the Amsel criteria constitutes a BV diagnosis; how-
ever, in practice, it is up to the discretion of a given physician as to how many and which
Amsel criteria are needed for a diagnosis. In its complete form, the Amsel criteria impart
a diagnostic sensitivity of 37-70% and a specificity of 94-99% compared to the gold stan-
dard method (to be discussed later) [6]. As individual criteria, the pH test has a sensitivity
of 69.5-90% and a specificity of 42.5-61.5%, the smell/whiff test has a sensitivity of 52.5-
78.5% and a specificity of 78.4-95.8%, the clue cell test has a sensitivity of 78.2-95.6%

and a specificity of 95-99.2%, and the characterization of any discharge has a diagnostic



sensitivity of 75.2-95.1% and a specificity of 47.5-63.5% [13]. Sensitivity roughly refers to
a test’s ability to discern from healthy and sick patients, while specificity roughly refers to
a test’s ability to specifically target a given illness. As seen in the prior statistics, the clue
cell test has the highest sensitivity and specificity pair, followed roughly by the whiff test,
then the discharge test, and finally the pH test.

Two key benefits of Amsel criteria diagnostics are relatively low cost and ability to be
performed within small clinics the same day. The only requirements are a microscope,
a QTip, nitrazine paper, saline, and potassium hydroxide. However, the low sensitivity
and comparatively low reproducibility compared to other diagnostic methods [13] mean
that there is a significant risk for misdiagnosis. After the invention of the Amsel criteria in

1983, more sophisticated diagnostic methods began to appear.

1.2.2 Gram Staining and Nugent Score

In microscopy, staining is a procedure that helps visualize differences in cells and mi-
croorganisms in specimens that have been fixed to a slide via heat or methanol. Gram
staining is an incredibly common differential staining procedure that splits bacteria be-
tween "Gram positive” bacteria, which gain a purple or deep blue color after staining, and
"Gram negative” bacteria, which gain a red or pink color. These different colors relate to
the structure of cell walls, which informs which dye a given cell will take up [18].

For BV, Gram staining is commonly utilized to better distinguish among Lactobacilli
and other bacteria, such as Gardnerella vaginalis, by adding color to the slide and thereby
allowing the color and morphology (or shape) combination to more clearly indicate the type
each bacteria present [19]. In 1991, Nugent, Krohn, and Hillier introduced a numerical
scoring system for quantifying the presence of bacteria potentially indicative of BV on
scale of 0-10 [14]. This scoring system became the gold standard for BV diagnosis soon
thereafter, owing to its great reproducibility and diagnostic performance. Its performance

comes at the cost, however, of requiring trained microscopy experts and greater time and



cost compared to the Amsel criteria. Later microscopy-based scoring systems, such as
the Hay-Ison criteria, are easier to use in-clinic due to greater simplicity, but research

studies still use Nugent scoring as a gold standard [19].

1.2.3 Molecular Techniques

Recently, molecular biology techniques have emerged and produced highly reproducible
and automatable diagnostic techniques. Molecular techniques work by using enzymes to
copy a sample’s nucleic acid sequences enough times to be easily detectable by DNA
probes in real time. [6]. These method are capable of potentially detecting even a single
organism in a sample [6]. Like Nugent scoring, molecular techniques quantify types of
bacteria and then provide a scoring system for interpretation. For instance, the NuSwab
molecular technique provides a scale of 0-6, where scores of 0 and 1 represent a negative
diagnosis for BV (a patient does not have BV), a score of 2 represents an indeterminate
diagnosis, and scores of 3 to 6 represent positive BV diagnoses (a patient does have BV).

The high automatability and performance of molecular techniques have made them
more common in clinical practice than Nugent scoring. Molecular techniques have sensi-
tivities ranging between 90.5-96.6% and specificities ranging from 85.8-95.0% compared
to Nugent scoring [6]. The NuSwab in particular has a sensitivity of 96.7%, a specificity of
92.2%, a positive predictive value (measures the value of a positive prediction) of 94.0%,
and a negative predictive value (measures value of a negative prediction) of 95.6% [6].
While molecular methods certainly have great performances and are significantly easier to
perform than microscopy scoring methods, they retain the problems of expense and time.
A small women’s clinic likely does not have an on site laboratory, meaning that molecular
techniques often cannot be performed the same day a patient arrives. Even when there
is an on site laboratory, the materials for molecular diagnosis are more specialized and

expensive than for the Amsel criteria.



1.2.4 Summary of Methods

As has been seen in the prior subsections of our diagnostic background section, there
exists a divide between diagnostic performance and cost. The performances of each
method, as summarized in Table 1.1, show that the sensitivities and specificities of each
of the three main categories of methods typically are within the 90-100% range, with the
notable exception of the sensitivity for the traditional Amsel criteria. When we break apart
the Amsel criteria into individual criteria, there is substantial variability in sensitivities and
specificities, with typically only one metric having a reasonable performance. As stated
previously, the clue cell test performs the best out of any individual criterion, having by far

the best specificity range and a sensitivity range that reaches up to 95.6%.

Table 1.1: Summary of Sensitivities and Specificities for BV Diagnosis Methods

Sensitivity Specificity Citation
Nugent Scoring Gold Standard Gold Standard
Molecular Test 90.5-96.6% 85.8-95.0% [
All Amsel Criteria 37.0-70.0% 94.0-99.0% [6]
Amsel: pH Test 69.5-90.0% 42.5-61.5%
Amsel: Whiff Test 52.5-78.5% 78.4-95.8% [13]
Amsel: Clue Cell Test 78.2-95.6% 95.0-99.2%
Amsel: Discharge Test  75.2-95.1% 47.5-63.5%

An ideal diagnostic method would be simultaneously quick, cheap, and high perform-
ing. The Amsel criteria are not costly, but they lack diagnostic ability. Meanwhile, molecu-
lar tests and Nugent scoring have ideal performances, with the downside of higher costs.
In order to create an inexpensive diagnostic method, we should focus on the Amsel cri-
teria. Because the clue cell test is the highest performing criterion, our approach should
center around it. The clue cell test is notably a visual test, meaning a computer vision ap-
proach is appropriate. In addition to applying computer vision to clue cells, we may also
combine image model results with the other Amsel criteria to see if additional information

increases diagnostic ability.



Chapter 2

Data and Methods

2.1 Introduction

In order to create and evaluate a deep learning based BV diagnostic model, we need

three things: data, models, and a methodology for combining each.

2.2 Data

We selected a dataset from Catawba Women’s Center in Hickory, North Carolina, which
includes Amsel criteria information and molecular test results for 30 patients collected
from August 2022 to February 2023. The dataset was chosen because it uniquely com-
bines patient-level Amsel criteria with cell-level images and molecular diagnosis results,
allowing cellular image processing to be combined with non-image based Amsel crite-
ria. Other datasets, such as one by Li et al [12], focus on either image data or strictly
numerical data, preventing the mixing of both data types.

The dataset contains 15 patients diagnosed as positive for BV by a NuSwab molec-
ular test, 13 patients diagnosed as negative for BV by NuSwab, and 3 patients with an
inconclusive diagnosis per NuSwab test. The data collection process targeted patients

self-reporting vaginal discharge. For the purpose of a simpler dataset, patients who had



self-treated prior to assessment or who were pregnant were excluded from consideration.
Some negative patients had non-BV disorders, including atrophic vaginosis. The dataset
patients cover ages 20 to 62 with positive and negative patients spread across age ranges.
Four racial groups are represented, with fifteen patients being white (non-hispanic), nine
being African American, four being white (hispanic), and two being Asian. Positive and
negative diagnoses are spread across all races, with the exception of Asians (which were

incidentally both positive). Race and Age information is summarized in Figure 2.1.

. Race of Dataset Patients
Age Ranges and Diagnoses

T Diagnosis + + - + - +
8 [ Negative
3 Positive + + - + -~ +
W Indeterminate
6 — S
+ ? - + - +
"~
c
=
1<)
Ca — + ? - ? - +
5 + - - - - +
White (Non-Hispanic) White (Hispanic)
| | African American Asian
0 1
10 20 30 40 50 60 70 +=BV Positive ? =Indeterminate - =BV Negative

Age

1 box = 1 patient

(a) Ages and Diagnoses of Dataset Patients  (b) Races and Diagnoses of Dataset Patients

Figure 2.1: Dataset Demographics

Each patient has a set of images, a numerical pH value, a binary value for a whiff
test, and a molecular NuSwab result (scored on a scale of 1-6, with scores above 2 being
positive, below 2 being negative, and equal to 2 being indeterminate), which determines
the final (binary valued) diagnosis. Vaginal discharge information was excluded because
every patient presented with discharge. The dataset contains 3,692 images captured by
a Swiftcam 18 Megapixel camera attached to a Swift SW380T 40X-2500X at a power of
40x. From these 3,692 images, 11,181 sub-images of individual cells or small cell clusters
were cropped and labeled as either "clue cell” or "non-clue cell.” Of these 11,181 sub-
images, 10,024 images belonged to patients with either a positive or negative diagnosis
by NuSwab. These 10,024 images represent all utilized images in this study. Of all used

images, 37% represent clue cells, while the remainder either represent normal epithelial
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cells or extraneous microbiome items, like yeast. Each non-indeterminate patient has an
average of 371 images, with per patient totals ranging from 203 images to 520 images.

The patient level information is summarized in Table 2.1.

Table 2.1: Summary of Patient-Level Data

Pt Molec Diagnosis pH Whiff #Images # Clue Cells

1 0 0 4.5 0 225 0
2 6 1 5.8 1 344 244
3 0 0 4.4 0 390 10
4 0 0 4.5 0 367 5
5 3 1 5 1 294 70
6 2 N/A 6 0 433 87
7 0 0 5.8 0 520 0
8 0 0 4.5 0 323 1
9 6 1 5.8 1 518 293
10 4 1 4.5 0 452 169
11 0 0 4.5 0 472 2
12 0 0 4 0 465 0
13 6 1 5.5 1 380 297
14 0 0 4.5 0 457 0
15 2 N/A 5.5 0 337 86
16 4 1 5.8 0 460 359
17 0 0 4.5 0 203 0
18 6 1 5 1 269 181
19 6 1 4.5 0 415 182
20 6 1 5 1 253 143
21 2 N/A 4.5 0 387 8
22 6 1 5.5 1 408 195
23 0 0 4.4 0 417 0
24 0 0 5.3 0 364 0
25 6 1 5 1 331 236
26 6 1 5 1 384 256
27 0 0 4 0 381 0
28 6 1 5 1 350 321
29 6 1 5 1 280 254
30 6 1 5 1 302 284

While this dataset is useful because it enables the combination of multiple Amsel cri-
teria with image processing results, it comes with some notable drawbacks. First, 30

patients is a small sample size that no generalizable results can be derived from. Sec-
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ond, all clue cell labeling was done by only one physician, instead of multiple physicans
whose results are cross referenced. Third, the patients tended towards either strongly
negative (NuSwab of 0) or strongly positive (NuSwab of 6), with only three patients pre-
senting as mildly positive (NuSwabs of 3 and 4). And fourth, the dataset cannot be said
to provide a representative sample of cells for every patient. The first three drawbacks
confine our results to being merely a "proof of concept,” while the final drawback more
significantly limits our interpretative ability.

In practice, a clue cell test is considered positive when clue cells represent greater
than 20% of a sample. With this information in mind, it is necessarily a multi-cell test, as
it is the proportion of clue cells that matters and not their individual presence. However,
this property presents a problem for any dataset: a representative sample for each patient
could hover around 20% clue cells for all positive patients, leading to a low total proportion
of clue cells. A low total proportion of clue cells limits a deep learning model’s ability to
learn from the data, as when there are only a few examples of one diagnostic class,
models could simply learn to overpredict the over-represented class. Therefore, a trade-
off exists between a dataset’s representativeness and its class balance. This dataset is
a compromise between representativeness and balance, with 37% of images being clue
cells, meaning that there are likely more clue cells included than actually proportional per
patient. The tilt towards more clue cells means that multi-image diagnoses cannot be

directly assessed with this dataset, limiting us to single-image models.

2.3 Deep Learning Models

As we have two different kinds of data (numerical and image), we need at least two types
of models. We need to process images into a diagnostic score, and then we can supple-
ment those results with insights from numerical test data.

Until recently, the "go to” framework for deep learning computer vision has been con-

volutional neural networks (CNNs). CNNs utilize a series of mathematical convolutions to
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process the spatial information of image data; however, the most simple CNNs are known
to face the “vanishing gradient problem.” Essentially, as model weights are updated via
backpropagation starting from the output weights and moving towards the inner weights,
gradients are known to approach zero, greatly limiting the changes made to weights closer
to the model inputs. In order to enable the continual update of weights distant from the
outputs, some models have added residual or “skip” connections between different model
components, allowing a greater flow of information throughout the model. These models
are known as residual networks or ResNets. After some informal testing, we settled on the
smallest common version of the ResNet framework: ResNet18. ResNet18 has the bene-
fits of alleviating the vanishing gradient problem, of functioning even with small datasets,
and of being computationally lightweight. Later models, such as vision transformers, have
shown better performances on large datasets with greater use of computational resources
[7], but we determined that the small size of our dataset was not ideal for such models.

For our image model, we used the default PyTorch implementation of ResNet18 with
the minor addition of a single decider neuron with a sigmoid activation function at the
end. An illustration of this architecture is provided in Figure 2.2. We trained all pure
image models for 25 epochs with a batch size of 32. The learning rate starts at 0.001
and decays at 5, 10, and 20 epochs by a factor of 10. We used a relatively simple image
augmentation procedure consisting of normalization and vertical and horizontal image
flips. All images were resized to 224 pixels by 224 pixels.

Our goal with all models is to provide diagnoses for BV. We can do this via two routes.
We can either follow the traditional Amsel criteria procedure and move from identification
of clue cells to diagnosis or we can attempt to diagnose without moving through a clue
cell detection stage. The former case can be performed by training our image models
on clue cell labels and then later converting the results of these models into diagnoses.
Models following this route will be called CCD-IMs (Clue Cell Detection Image Models) as
a matter of future convenience. The latter approach can be done by simply training image

models on diagnosis labels. These models will be called MD-IMs (Molecular Diagnosis
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Figure 2.2: ResNet18 Architecture

Image Models).

Once we have processed image data into numerical scores, we must contend with
how to convert CCD-IM scores into diagnoses and how to mix image model results with
other Amsel criteria data. Towards this end, we utilized multilayer perceptrons (MLPs).
MLPs are the most basic framework for machine learning and provide a simple method
for processing basic numerical data.

In order to convert CCD-IM scores into diagnoses, we used a simple two neuron MLP
for translation. For short-hand, we can call this model a CCD2MD model (Clue Cell De-

tection to Molecular Diagnosis). This model is illustrated in Figure 2.3.

Images— ResNet18 for Clue Cells
(Frozen)

Nete]- o

Diagnosis

Figure 2.3: CCD2MD model Architecture

For MLP mixing of different Amsel criteria with image scores, we designed one model
for two modality mixing and two for mixing all three modalities. The two way mixing models

use frozen MD-IMs and CCD-IMs to enter image scores into a two input MLP (where the
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other inputis either pH or whiff test results) with four inner neurons and one output neuron.

This model is depicted in Figure 2.4

Images—| ResNet18 for Clue Cells

(Frozen)
——Diagnosis

pH or Whiff Test Results

Figure 2.4: 2-Way Mixture Model

We tried two 3-Way mixture models in order to test different ways to combine three
inputs. Our first approach was to simply add an extra input neuron to the two way mixture
model. This model will be referred to as a 3-Way model version A and is depicted in
Figure 2.5a. We also tested pre-mixing pH and whiff test results (because they are both
non-image data) with two neurons and then entering this result into the two way mixture
model. This 3-Way model version B is depicted in Figure 2.5b.

All MLP based models (CCD2MD and the mixture models) utilize 10 epochs instead of
25 in response to their smaller model sizes (All image models are pretrained and frozen,

so exclusively the MLPs are learning). Other hyperparameters are maintained.

2.4 Methodology

The previous section covered deep learning models and their hyperparameters. In order
to best utilize these models with our chosen dataset, we need to develop a consistent
methodology that robustly tests each model and allows comparison of all models. To-
wards this end, we chose to do 20 leave-six-patients-out runs for each model and evaluate
the results on the remaining six patients, using six test metrics common to both medicine

and computer science.
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Images— ResNet18 for Clue Cells H Diagnosis
(Frozen) 5l

Whiff Test Results

(a) Version A

Images— ResNet18 for Clue Cells
(Frozen)
Diagnosis

(b) Version B

Figure 2.5: The two considered 3-Way Mixture Models

The choice of 20 leave-six-patients-out runs was made for a few reasons. First, the
dataset is already divided into patients, so its a natural choice that enables some idea of
per-person variance. Second, it prevents models picking up on individual quirks of certain
patients and using those quirks to have a predictive advantage on unseen images from the
same patients. Third, leaving a single patient out, a common methodolgy, would generate
two problems: there would be only an extremely small test set for any evaluation (about
1/27th of all data) and there would only be one diagnosis. When there is only a single
diagnosis, models that overpredict in the direction of that diagnosis are indistinguishable
from models that correctly delineate between diagnostic indicators. Selecting six patients
out leads to an average of about 20% of all data being used for each test set (matching up
with the common 80:20 training:testing split that mirrors the Pareto principle) and enables

multiple diagnoses to be in all test sets. Fourth, 20 total runs generates a good picture
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of the total variance across different patient groups with consideration given to temporal
efficiency.

The 20 test sets were generated randomly with the stipulated rule that 3 patients must
be postive and 3 patients must be negative. For each experiment, models are trained
using the data of the non-indeterminate patients that are not included in a given test set
and then evaluated with said test set. The same test sets are used for each model to
ensure comparability between models.

In order to evaluate the performance of each model on each test set, the same six
testing metrics are used in each experiment: accuracy, precision/PPV, recall/sensitivity,
specificity, NPV, and F1.

The most widely recognized metric is accuracy, which measures the number of cor-
rect predictions over the number of all predictions. This metric is easily interpretable, but
easily swayed by imbalanced test sets. For instance, a model that only gives negative
predictions may have a high accuracy if the vast majority of samples are negative, despite
having no ability to delineate between diagnostic markers. In order to more robustly eval-
uate models, we commonly use multiple metrics that analyze the performances of a model
on just positive samples or just negative samples. To describe these metrics, we delin-
eate between true positives (model predictions that are correctly output as postive), true
negatives (model predictions that are correctly output as negative), false positives (model
predictions that are incorrectly output as positive), and false negatives (model predictions

that are incorrectly output as negative). In these terms, accuracy is formulated as:

TP+ TN
TP+ FP+TN+ FN

Accuracy =

where TP designates the number of true positives, TN designates the number of true
negatives, and so forth.

Computer science commonly uses precision (also known as positive predictive value)

16



and recall (also known as sensitivity) to evaluate model performance on positive samples.

Precision/PPV is formulated as:

TP
Precision/ PPV = ———
recision/ PPV TP+ FP
whereas recall/sensitivity is formulated as:
TP
I itivity = —————
Recall / sensitivity TP+ FN

Precision/PPV looks at performance over all samples predicted to be positive, and
thereby describes the trustworthiness of a positive prediction. Recall/sensitivity looks at
performance over all samples that are actually positive, and thereby describes how good
a model is at selecting actual postives out of a dataset. These metrics describe different
things, despite both looking at a model's performance on positive samples, because a
model could have a high recall/sensivity by way of never giving negative predictions, which
would prevent false negatives but potentially generate false positives and thereby lead
to a low precision/PPV. Alternatively, a model may rarely give positive predictions but
tend to give correct positive predictions when it does so, leading to a high precision/PPV
but a potentially low recall/sensitivity. A model can be said to be highly predictive when
both precision/PPV and recall/sensitivity are higher. In order to make evaluation of model
performance easier, the harmonic mean of precision and recall are commonly taken to
form the F1 score, which gives insight into both metrics with a single number. As such,

we will principly consider the F1 score throughout this study. The formula for F1 is:

1o 2 x Precision X Recall

Precision + Recall
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In medical contexts, sensitivity (recall) and specificity are the most common metrics.
Specificity is the negative sample complement of sensitivity/recall, evaluating a model’s

ability to correctly identify negatives samples in a dataset via the following formula:

TN

Finally, some medical texts [13] also include the negative predictive value (NPV),

which is the negative sample complement of precision/PPV. Its formula is:

TN

NPV = ———
v TN+ FN

These six metrics should allow comprehensive understanding all model performances

in such a way that’s legible to both computer scientists and physicians.
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Chapter 3

Results

3.1 Introduction

We have divided our analysis of results between methods only using image data as initial

inputs and methods mixing image inputs with non-image inputs.

3.2 Image Models

3.2.1 General Observations of CCD-IMs and MD-IMs

ResNet18 proved to be a relatively poor clue cell detector, but was good at direct diagno-
sis. Per test set results are provided for the CCD-IMs in Table 3.1 and for the MD-IMs in
Table 3.2. The CCD-IMs averaged F1 scores of around 83% while the MD-IMs averaged
F1 scores around 89%. One reason for this discrepancy might be the greater dataset
imbalance for clue cells over diagnosis (37% of images are clue cells, but 54% come
from positive patients). On their own, the CCD-IM results are not necessarily discour-
aging. After all, our goal is to produce accurate diagnoses, not clue cell detection. To
assess the quality of CCD-IM results in terms of our actual goal, we need to examine the
CCD2MD results. However, we can make some observations about what affects model

performance first.
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Table 3.1: ResNet18 CCD-IM Performance Metrics

Test Set Acc Prec/PPV Rcll/Sens Spec NPV F1
1,2,10,14,19,24 88.48 88.68 64.54 97.05 88.43 74.71
3,8,13,27,29,30 91.34 97.18 81.32 98.35 88.28 88.55
7,12,13,14,18,30 93.19 90.2 88.19 95.52 94.54 89.18
2,8,9,11,16,24 86.05 83.35 76.86 91.28 87.41 79.98
5,7,9,12,22,27 89.13 72.23 80.65 91.47 94.5 76.21
7,13,16,17,25,27 88.7 86.2 84.75 91.25 90.27 85.47
3,4,20,22,23,28 91.12 88.46 81.9 95.23 92.18 85.05

1,2,4,16,20,23 86.25 84.7 75.9 92.17 87.01 80.06
1,10,11,17,26,28 87.87 91.18 73.26 96.04 86.53 81.25
4,12,14,19,26,29 92.99 91.29 84.22 96.65 93.62 87.61
3,5,11,18,24,26 92.58 78.47 89.21 92.32 96.46 83.5
4,8,11,16,22,26 91.09 86.63 87.16 93.11 93.4 86.9

2,3,5,11,20,23 88.62 78.46 65.25 95.06 90.84 71.25
10,12,17,19,22,27 89.03 80 71.06 94.54 91.41 75.27
9,12,13,24,26,27 90.65 88.85 82.86 94.65 91.49 85.75
3,4,12,25,26,28 93.05 91.97 88.53 95.61 93.62 90.22
4,7,16,18,23,28 92.03 88.32 89.95 93.21 94.2 89.13
10,11,20,23,24,25 89.3 80.32 73.45 94.31 91.83 76.73

1,7,19,27,28,30 93.8 95.91 86.4 97.94 92.79 90.91
7,8,16,19,24,25 91.3 88.69 83.68 94.92 92.44 86.11

Average 90.33 + 1.05 86.55 +2.85 80.46 + 3.52 94.53 + 0.98 91.56 +1.28 83.19 + 2.68

Although not every patient is equally represented among the test sets, we can still
perhaps gain some insight from compiling the results of each test set’'s models, splitting
them up into individual patients, and seeing if there are any patterns. The results of this
process are listed in Table 3.3. In this table, we see notably decreased accuracies for both
MD-IMs and CCD-IMs when moving from negative patients to positive patients. The aver-
age accuracy for MD-IMs on negative patients is 91.86 + 4.6%. For positive patients, the
metrics drop to 89.29 + 8.5%. The average accuracy for CCD-IMs on negative patients
is 98.86 + 0.4%, which drops to 83.13 + 3.7% on positive patients. This drop presum-
ably occurs due to the dataset imbalance. Lower numbers of clue cells in the dataset
correlates, perhaps, with less diagnostic images in total as well.

Looking at specifically the CCD-IM F1s of the positive patients, we can see that par-
ticularly low F1 scores (<70%) occurred for two of the three mild BV patients as well as
for patient 20. The lower performance for patient 20 is likely due to the low number of
images (253 against an average of 371.26), which adds extra weight to false postives

for recall. The relationship between number of clue cells per patient and the per patient
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Table 3.2: ResNet18 MD-IM Performance Metrics

Test Set Acc Prec/PPV Rcll/Sens Spec NPV F1
1,2,10,14,19,24 88.26 96.01 81.50 96.08 81.77 88.16
3,8,13,27,29,30 90.37 95.80 83.06 96.80 86.66 88.98
7,12,13,14,18,30 90.05 80.81 98.32 84.60 98.71 88.71
2,8,9,11,16,24 95.85 95.05 97.28 94.22 96.81 96.15
5,7,9,12,22,27 85.27 80.64 90.49 80.60 90.47 85.28
7,13,16,17,25,27 93.45 89.01 99.57 86.96 99.48 93.99
3,4,20,22,23,28 85.08 80.50 89.42 81.35 89.92 84.72

1,2,4,16,20,23 85.00 84.05 87.23 82.66 86.07 85.61
1,10,11,17,26,28 88.45 89.87 89.80 86.67 86.57 89.84
4,12,14,19,26,29 89.40 91.24 84.89 93.17 88.05 87.95

3,5,11,18,24,26 91.58 88.98 92.08 91.19 93.71 90.5
4,8,11,16,22,26 96.52 95.48 97.92 95.01 97.70 96.69

2,3,5,11,20,23 81.15 78.02 75.31 85.22 83.21 76.64
10,12,17,19,22,27 87.56 94.33 82.27 93.99 81.35 87.89
9,12,13,24,26,27 93.54 91.99 95.79 91.16 95.33 93.85
3,4,12,25,26,28 94.23 89.37 99.44 89.69 99.46 94.13
4,7,16,18,23,28 92.70 87.43 97.96 88.34 98.13 92.4
10,11,20,23,24,25 82.66 86.51 73.07 90.58 80.27 79.23

1,7,19,27,28,30 88.01 88.36 86.79 89.17 87.69 87.57
7,8,16,19,24,25 90.84 91.21 90.38 91.30 90.48 90.8

Average 89.50 +1.94 88.73 +2.53 89.63 +3.61 89.44 +2.20 90.59 +2.95 88.95+ 2.34

F1 score is confirmed in Figure A.1 in the appendix. The next lowest F1 score (79.13%)
belongs to patient 19, who has negative results for both the pH and whiff tests. These
two false negative tests (which also occurred in the lowest F1 scoring patient, patient
10) communicate a possible difference in the patient’s presentation from the bulk of the
dataset. Patients with a greater F1 score than patient 19 show a notable jump in MD-IM
accuracies. Patients with an F1 score at or below patient 19’s have MD-IM accuracies
ranging from 50.20-74.94%, while patients with F1 scores greater than patient 19 have
MD-IM accuracies ranging from 81.43-100%, with only 1 patient below 94%.

In total, there seem to be three key factors that lower a patient’s performance: a low
number of images, NuSwab scores less than 6, and negative tests for the other Amsel

criteria. With further data, these errors could perhaps be diminished.

3.2.2 Diagnosis Results

The CCD2MD model indicates whether computational prediction of when an image rep-

resents a clue cell can be translated into an accurate diagnosis through simple rules. The
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Table 3.3: Image Model Performance by Individual Patient

380 78.16% | 99.21% | 81.32%  94.49%  80.81% 83.13% 54.76% 87.11%
460 78.04% | 100.00% | 81.30%  89.11%  86.63% 62.38% 56.76% 87.85%
269 67.29% | 9591% | 86.25%  87.11%  93.37% 7159% 84.00% 90.13%
280 90.71% | 81.43% | 83.93%  98.16%  83.86% 84.62% 34.92% 90.45%
384 66.67% | 98.18% | 89.58%  93.55%  90.63% 87.50% 82.35% 92.06%
331 71.30% | 100.00% | 88.82%  91.29%  93.22% 77.89% 82.22% 92.24%
350 91.71% | 99.43% | 91.14%  98.66% 91.59% 86.21% 48.08% 94.99%
302 94.04% | 95.70% | 92.72%  99.25%  92.96% 88.89% 44.44% 96.00%

MD-IM CCD-IM

Pt | Diag. Molec. pH Whiff #Images % Clue Acc Acc PPV/Prec  Sns/Rcll Spec NPV F1
1 0 0 0 0 225 0.00% | 94.22% | 99.56% N/A N/A 99.56% 100.00% N/A
3 0 0 0 0 390 2.56% | 93.85% | 97.69%  100.00% 10.00% 100.00% 97.69% 18.18%
4 0 0 0 0 367 1.36% | 98.64% | 98.37% 0.00% 0.00% 99.72%  98.63% N/A
7 0 0 1 0 520 0.00% | 82.69% | 98.08% N/A N/A 98.08%  100.00% N/A
8 0 0 0 0 323 0.31% | 97.52% | 99.69% N/A 0.00%  100.00% 99.69% N/A
1 0 0 0 0 472 0.42% | 94.49% | 97.88%  16.67% 100.00% 97.87% 100.00% 28.57%
12 0 0 0 0 465 0.00% | 90.54% | 99.14% N/A N/A 99.14% 100.00% N/A
14 0 0 0 0 457 0.00% | 96.06% | 100.00% N/A N/A 100.00% 100.00% N/A
17 0 0 0 0 203 0.00% | 93.10% | 98.52% N/A N/A 98.52%  100.00% N/A
23 0 0 0 0 417 0.00% | 70.02% | 99.04% N/A N/A 99.04% 100.00% N/A
24 0 0 1 0 364 0.00% | 96.43% | 99.18% N/A N/A 99.18%  100.00% N/A
27 0 0 0 0 381 0.00% | 94.75% | 99.21% N/A N/A 99.21%  100.00% N/A
10 1 4 0 0 452 37.39% | 74.12% | 75.66% 83.91%  43.20% 95.05% 73.70% 57.03%
5 1 3 1 1 294 23.81% | 78.23% | 80.61%  58.44% 64.29% 8571% 88.48% 61.22%
20 1 6 1 1 253 56.52% | 50.20% | 69.17%  82.83%  57.34% 84.55% 60.39% 67.77%
19 1 6 0 0 415 43.86% | 74.94% | 83.86%  91.37%  69.78% 94.85% 80.07% 79.13%
9 1 6 1 1 518 56.56% | 94.98% | 77.61%  82.18%  77.13% 7822% 72.43% 79.58%
2 1 6 1 1 344 70.93% | 100.00% | 78.49%  88.64%  79.92% 75.00% 60.48% 84.05%
22 1 6 1 1 408 47.79% | 97.06% | 86.52%  83.65%  89.23% 84.04% 89.50% 86.35%

1 6 1 1

1 4 1 0

1 6 1 1

1 6 1 1

1 6 1 1

1 6 1 1

1 6 1 1

1 6 1 1

results for the CCD2MD model were poor compared to the MD-IMs, but this statement
should come with some qualifications. First, the extra neurons that translate CCD-IM re-
sults to diagnoses unsurprisingly improve diagnostic power over direct use of CCD-IM
results for diagnosis. Use of raw CCD-IM scores for diagnosis yield an average F1 of
72.83%, while CCD2MD yielded an average F1 of 82.87%. Second, use of an image
model for clue cell detection improved diagnostic performance over direct use of physi-
cian derived clue cell labels. Inputting the ground truth clue cell labels into the same MLP
that translates CCD-IM scores into diagnoses yields an average F1 of 77.69%. This in-
crease in diagnostic power by CCD2MD over direct use of the ground truth is likely due
to the multi-valued nature of CCD-IM scores providing more information than the binary
values of the ground truth. That is, a CCD-IM may tend to produce higher scores for pos-
itive patients and lower scores for negative patients (regardless of BV status), whereas
the ground truth labels will either be 0 or 1 regardless of the true diagnosis, leading to

less information given to the MLP and thus lower performance. Evidence supporting this
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idea is included in Tables A.1 and A.2 in the appendix.

Table 3.4: Diagnostic Model Performances

Acc Prec/PPV Rcll/Sens Spec NPV F1
CCD-IM Tested on Diagnosis 79.26 +3.22 97.30 £ 0.75 59.18 £5.80 9849 +0.44 7216+ 3.72 72.83+4.75
Real Label to Diagnosis 82.56 +2.90 99.29 +0.40 64.71 +£5.61 99.59 +0.21 7524 +3.58 77.69+4.22
CCD2MD 84.17 £2.16 79.22 +3.20 87.42+2.68 89.32+2.13 81.78+3.21 82.87 +2.26
MD-IM 89.50 +1.94 88.73 +£2.53 89.63 +3.61 89.44 +2.20 90.59 +2.95 88.95+ 2.34

Using a bargraph to evaluate each metric in Figure 3.1, we can see that MD-IM models
are the most consistent across metrics. We see that raw CCD-IM and raw physician
labels lead to high precisions/PPVs and specificities, but low NPVs and recall/sensitivities.
CCD2DM meanwhile seems to be somewhat stable around 83% for each metric, with the
exception of a near 90% specificiity. In general, margins of errors seemed to decrease
with greater performance on each metric.

100 Single Image Diagnostic Model Performances

Percentage (%)

Prec/PPV Rcll/Sns Spec
Metric

M Model = CCD-IM Tested on Diagnosis W Model = Real Label to Diagnosis W Model = CCD2MD W Model = MD-IM

Figure 3.1: Single Image Model Results

The deficit between CCD2MD and MD-IM diagnoses is likely a product of the single
image nature of our tests. The clue cell test evaluates whether 20% of a sample’s cells
are clue cells, which is impossible to determine from a single image. MD-IM performs
quite well given the single image limitation; however, the CCD2MD model failure should
not necesarily be taken as evidence that MD-IM is a better approach. It may well be the
case that a multi-image method that relies on clue cell detection is a superior method

to single image MD-IMs. In order to partially evaluate this claim, we created a simple
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multi-image methodology. For each patient in a test set, we randomly sampled » images
(where 1 > n > 6), entered them into the CCD-IM model trained on the patients not in
the test set, averaged the CCD-IM results together per test set patient, then returned a
positive diagnosis if the average score was greater than or equal to 0.2 and a negative
diagnosis if less than 0.2. We did this process 5000 times for each combination of test
set, patient, and n value, and we summed the number of true positives, false positives,
false negatives, and true negatives together to generate our six metrics.

Effects of averaging CCD-IM results by size n

100

95

90

85

80

Percentage (%)

75

70

65

Prec/PPV Sns/Rcll Spec
Metric

L 1 BN n=3 MW n=5
—_— 2 mmmn=4 mmn=6

=]

Figure 3.2: Multi-Image Evaluation of CCD-IM

The results of this preliminary multi-image evaluations are depicted in Figure 3.2. We
saw each metric increasing in value with more images samples, and all reaching above
95% after 4 images. These results are promising for the future of CCD-IM type models, but
we must acknowledge that the dataset has more clue cells than representive for positive
patients and often no clue cells for negative patients. This set up means that these results

could be an artifact of dataset bias.

3.3 MLP Mixture Models

In the previous section, we looked at the diagnostic performance of models using only

image data. We found that the best case scenario (an F1 of around 89%) came from
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training a ResNet18 model on final diagnoses. However, we stipulated that multi-image
approaches may surpass methods relying on single images. While we cannot confidently
evaluate multi-image methods, our dataset does allow us to use pH and whiff test results
to hopefully augment pure image model results. Towards this end, we utilized several
multi-layer perceptrons (outlined in the models section) that receieve frozen image model
results alongside all or some of the patient-level Amsel criteria as inputs. We evaluate

the performance of each model in Table 3.5 and Figure 3.3.

Table 3.5: Performance of Mixture Models by Base Image Model

Base Model Data Elements Acc PPV/Prec Sns/Rcll Spec NPV F1
Clue Cell Label 82.56 +2.90 99.29 + 0.40 64.71 +5.61 99.59 £ 0.21 75.24 +3.58 77.69 +4.22
Label/pH 80.76 +4.23 7414 £5.07 96.14 £2.31 66.78 £7.93 94.04 +3.94 83.19+3.25

Using Physician Labels Label/Whiff 88.59 + 248 83.81 £4.37 96.06 294 8244 +4.62 9584 +296 89.00+ 243
Label/Whf/jpH-A  91.78 £+ 4.97 97.78 +3.51 86.54 £8.20 97.44+4.36 89.03+5.88 90.50 + 6.26
Label/Whf/pH-B  85.275 4+ 6.12 93.46 +6.79 78.39+828 92144889 8222+6.62 83.52+6.34

Image 8417 £216 79.22+3.20 87.42+268 89.32+213 8178 +3.21 8287 +2.26
Image/pH 78.68 £582 80.16+7.08 8048 +7.85 77.84+943 81.36+6.65 78.34+6.16
Using CCD-IM Image/Whiff 89.86 + 4.06 93.62+2.04 86.22 +8.13 94.36 - 1.80 88.79 + 6.02 88.44 + 5.34

Img/Whf/pH-A  89.00 £4.28 9144 +3.79 86.96 £7.09 91.87 +4.43 8855+584 88.16+4.71
Img/Whf/pH-B  86.98 £3.43 90.33 +243 83.29+6.85 91.32+221 8572+511 85.6+4.60

Image 89.50 +1.94 88.73 +£2.53 89.63+3.61 89.44+220 90.59+295 88.95+ 234
Image/pH 85.55 +4.28 8262+542 9153 +265 81.15+7.75 89.44 +3.91 86.65+ 3.63
Using MD-IM Image/Whiff 90.72 +2.31 88.08 £3.58 94.31 £3.22 88.11 +£3.52 94.24 +3.30 90.72 + 2.32

Img/Whf/pH-A  89.31 £3.70 87.95+3.73 91.69+7.01 88.11+349 9280+5.01 8853+4.94
Img/Whf/pH-B 89.90 +3.77 88.68 +3.82 9237 £6.99 88.55+3.78 9294 +4.92 89.23 +4.98

We observed generally that inclusion of whiff test results helped models and that in-
clusion of pH hurt models. Looking at the F1 results in Table 3.5, we can see that both
CCD-IM based models and MD-IM based models decreased in mean value and increased
in margin of error with just pH added to base models. Meanwhile, adding just whiff test
results brought all models to around 90%. Adding pH to each model with whiff test results
decreased mean performances for both MD-IMs and CCD-IM base models and increased
the margin of error for physician label and MD-IM bases.

Looking at Figure 3.3a, we can see that models using physician labels vary wildly
across metrics with different input data. Precision/PPV and Specificity both drop off when
image data is only combined with one other criterion, while the opposite happens for
recall/sensitivity and NPV. At least for our models, direct use of physician labels did not

project confidence. Using an image model, whether CCD-IM or MD-IM, led to much more
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(c) Summary of Models Using MD-IMs

Figure 3.3: Evaluation of MLP Mixture Models by Bar Graph

stability across metrics.

Figure 3.3b shows high margins of error after all non-image data additions and a sig-
nificant jump in mean performance after addition of the whiff test. There was a noticable
tightening of the margin of error between the image/whiff and 3 Way-A models, but no

CCD-IM based model had a mean performance greater than addition of only the whiff
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test. Figure 3.3c shows even more consistency across metrics with generally higher per-
formances compared to other model bases. We also see a notable increase in margin of
error in all MD-IM based models that include pH data. The single best performing model
across all model bases and included data types is a 2 Way mixture with an MD-IM and
whiff test data at an F1 of 90.72 + 2.32. As seen in Table 3.5, this model also contains
the best metrics for almost all MD-IM based models, only having minor decreases in pre-
cision/PPV and specificity from a pure image approach.

These results provide evidence that addition of other Amsel criteria to image model
results can improve diagnostic performance, but it is difficult to make general statements
about these results. If we look to Table 1.1, we can see that the pH test is the least
reliable single Amsel criterion and that the whiff test is highly specific, which correlates
with several negative patients having elevated pH and with no negative patients having a
positive whiff test in Table 2.1. But we cannot claim that 30 patients are a representative
sample. Indeed, even if the relationship between whiff test results and final diagnosis
matches the literature, the fact that we have no false positives for the whiff test in our
dataset likely exaggerates the benefit of whiff test data to a diagnostic model, as models
are bound to be overconfident in positive diagnoses after seeing a positive whiff test, and
no test set can check for this behavior.

Two questions these results raise are whether using non-image data alone outper-
forms any use of image data and whether non-frozen image models would improve per-
formances. In the appendix, we tabulated the MLP results without image data (dropping
the two way MLP down to a single input neuron to facilitate this test) in Table A.4. We find
that image data substantially increases model performance. We also ran a MD-IM based
3 Way model (Version A) for 25 epochs without freezing the ResNet18 submodel and
provide the results in Table A.3. Freezing models substantially increases performance,

even for MD-IMs.
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3.4 Summary

Our results demonstrate a few points. First, image models are appropriate for BV diag-
nosis. We saw that diagnostic image models were consistently higher performing than
the use of physican labels for clue cells directly. Passing images through a ResNet18
model leads to initially binarily labeled images taking on a range of values, which enables
more comprehensive computational diagnosis. Second, we indicate that training models
on final diagnoses outperforms training on clue cell labels in the case of single image ap-
proaches. Third, we indicate that mutli-image approaches may greatly improve diagnostic
performances utilizing clue cells. Finally, we show that addition of data representing the
other Amsel criteria does have the power to significantly improve models, particularly in

the case of the whiff test.

28



Chapter 4

Conclusion and Future Work

4.1 Related Work

Our work is the only study that purports to diagnose BV specifically via Amsel criteria data.
The existing literature can be divided into two rough categories: improving non-Amsel
methods versus diagnosis and object detection for vaginitis in general instead of just BV.
Improving the non-Amsel methods for BV diagnosis (molecular and Nugent scoring) has
the potential for lowering the human labor involved in high-performance diagnostics, but
does little for the temporal and financial costs facing BV patients. Other methods that are
easier to perform in small clinics have so far lacked the specificity of our method, and
instead focused on very broad diagnoses or on delineation of various cell types involved
in vaginitis cases. Following an exploration of methods occupying each broad category,

we will further justify the novelty of our method.

4.1.1 Improving Non-Amsel Methods

Methods that attempt to improve either Nugent scoring or molecular diagnostics have
the ability to greatly lessen physician labor, but can do little to affect the financial and time
costs facing patients. Even a perfect computational Nugent scorer or molecular diagnoser

will be limited by chemical costs and transit time from small clinics to labortories. These
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limitations by no means invalidate these methods, but rather place them in a different
market than our method. Our method aims to eliminate the need for specialized chemicals
and transit to outside labortories for small clinics, and, as such, more directly competes
with the methods in the next section; however, a brief overview of non-Amsel methods is
useful to better contextualize the state of computational BV diagnostics.

First, let’'s examine efforts to improve molecular tests. The literature is particularly con-
cerned with the number of bacteria quantifications via PCR needed to streamline molec-
ular diagnostic performance. Jarvis et al. [11] uses a proprietary algorithm to yield a
sensitivity of 93% and a specificity of 90% based on quantifications of 14 bacteria. Pérez-
Gobmez et al. [16] utilizes a 34 feature dataset including PCR quantifications as well as
information about HPV and herpes, age, and virology classification to provide perfect
sensitivities and specificities with 15 features and a sensitivity of 96% and a specificity of
94% when using only Afopobium quantification. Drew et al. [8] used 7 PCR features to
achieve a sensitivity of 56% and a specificity of 96%. Beck and Foster [4] utilized logistic
regression and random forest algorithms to determine that 5 features, including common
bacteria associated with BV, can yield accuracies of 80-90%.

Other authors utilized molecular test data alongside Amsel criteria data in their meth-
ods. Baker et al. [3] and Carter et al. [5] each focus on feature selection for a dataset
of 25 patients with Amsel criteria data, behavior data (e.g.: sexual activity and tobacco
use), and RNA sequencing data. They utilize different algorithms from the Weka library
[3] and a genetic algorithm [5] to achieve an average accuracy of 96.26% for Carter et al.
[5] and a precision of 92.7% and a recall of 91.2% for Baker et al. [3]. Both methods rely
on physicians entering in clue cell results, while our method attempts to automate that
process.

Other methods attempt to utilize Gram stained images to automate Nugent scoring.
Song et al. [17] proposed a method to automate Nugent scoring based off computational
segmenting of bacteria, splitting of overlaid bacteria, and classification of bacteria via the

AdaBoost algorithm. Their method achieves an average diagnostic accuracy of 79.1%.
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Regardless of the efficacy of this method, the initial bacterial segmentation ability would
be greatly diminished without a gram stain, as a lack of color differentiation would make
discernment between small bacteria and various backgrounds more difficult.

Others took more direct approaches on gram stained slide images. Peng et al. [15]
uses ResNet V2 to distinguish between various vaginal microbiome abnormalities includ-
ing BV. They achieve an AUC of 0.86 for BV diagnoses. Wang et al. [19] likewise used a
CNN to categorize gram stained slides, achieving a sensitivity of 82.4% and a specificity

of 96.6%. The performance of either method on unstained slides is unknown.

4.1.2 Diagnosing Vaginitis and Object Detection

The other major category of studies focus on the larger category of vaginitis diagnosis and
cell type detection. Vaginitis is a general term for vaginal infection that covers several eti-
ologies with different treatments. These studies vary in terms of how easy it is to delineate
between different types of vaginitis from computational results alone. Our study focuses
on BV alone in order to give a more precise and actionable diagnosis to physicians.
Another trend present in these studies is the use of microscopy techniques uncommon
in small clinics. Li et al. [12] uses a phase contrast microscope, Hao et al. 2022a [9] and
Hao et al. 2022b [10] use a biological microscope that cost more than three times our
microscope, and Wu et al. [20] used a fluorescent microscopy method. These different
types of microscopy are relevant because they change the amount of information provided
to each model, and they potentially raise the cost of implementation of each method. Our
dataset consists of a common form of bright field microscopy that is utilized worldwide.
Two studies focus on object detection. Li et al [12] developed a dataset of 25,708
images with 10 cell type categories, including clue cells, with associated bounding boxes
and labels for each individual cell in the dataset’s images. The paper also performs some
preliminary object detection tests using the YOLOv5-x model to achieve a precision of

26.3% and a recall of 84.3% for clue cells. Hao et al. 2022b [10] also creates a dataset
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to categorize vaginitis related cells, but they do not include clue cells as a distinct object
type.

Two other studies more closely parallel attributes of our study. Wu et al. [20] utilizes
a fine-tuned small VGG model to classify different images of bacteria from a fluorescent
microscopy dataset. They achieve a 95.5% F1 score specifically on clue cell detection,
which is notably much better than our results. We attribute this difference in performance
largely to their microscopy method, as their uncommon fluorescent method adds orange
coloration to clue cells, which greatly differentiates them from normal epithelial cells. Our
method’s more common microscopy technique allows more widespread and immediate
implementation, while also demonstrating direct diagnostic ability, which Wu et al. [20]
does not attempt. Diagnostic ability is demonstrated by Hao et al. [9], but they focus on
binary classifcation between all types of vaginitis and non-vaginitis patients. Their study
develops a method for minimizing the amount of labels needed for competitive training
by labeling some portion of images, using KL-Divergence to estimate how informative an
image is, labeling those images, and then evaluating the model on the test set. They
use a ResNet50 with squeeze and excitation blocks to achieve an F1 of 94.8% when not
using the entire training set. Notably, they do not utilize the more adversarial leave-a-
patient out training method and only have a total of 1302 images to train and test against.
Although their method achieves a higher F1 score than we do, our method is specific to
BV, meaning that physicians do not have to go back and further investigate. In addition,
our light microscopy method is more common than their biological microscopy, and our

dataset is generally more comprehensive.

4.2 Future Work

There are three key areas for future work in the area of inexpensive BV diagnosis.
First, more attention needs to be given to collecting Amsel criteria based datasets.

We outlined the trade-off between representativeness and balance in the dataset section,
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saying that a multi-image method for BV diagnosis could only be established if we were
confident that a dataset was truly representative of patient microbiomes. The reality of
current data availability is that no representative dataset currently exists that also contains
patient level Amsel criteria. A large scale representative dataset could be subset into a
balanced training set and allow for more general observations. Alternatively one balanced
dataset and one representative dataset could be used to similar effect. Either way, more
data is bound to benefit diagnostic efforts.

Second, additional image models need to be evaluated. In this study, we only looked
at ResNet18 as an image model. This choice enabled us to conduct a wide variety of
tests, but other models may easily surpass us. ResNet18 has the benefit of relatively low
computational cost compared to newer models, but, particularly if more data is collected,
models like vision transformers may be an attractive choice in the future.

Third, more effort is needed to determine effective Amsel criteria mixing methods. We
utilized four MLPs towards this end, but different MLP designs or other methods may be
superior. As we used frozen image model results for the MLPs, future work could look to
methods such as XGBoost that are known to work well with numerical data.

Ultimately, future work should pursue the goal of a widely deployable and inexpensive

diagnostic method not reliant on outside laboratories.

4.3 Conclusion

In this study, we examined the use of deep learning approaches for augmenting the di-
agnosis of bacterial vaginosis via the Amsel criteria. We started with two premises. First,
that deep learning research should focus on improving already inexpensive methods so
that physicians feel less need to utilize more expensive but robust diagnostic methods.
Second, that we should utilize illness specific information to build more optimal models.
Using these premises we were able to utilize the only patient level Amsel criteria dataset

with cell images (to our knowledge), we selected ResNet18 as our base image model, and
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we built a few multi-layer perceptrons to combine image data with pH values and binary
whiff test results. We are the first to attempt diagnosis via computational processing of im-
age data with non image data specific to one form of BV diagnosis, to our knowledge. We
found that image models have unique value in BV diagnostics, as image models create
multi-valued results from initially binarily labeled data, allowing for extra insight into the
diagnostic status of the patient. We also found that there is a notable increase in model
performance when whiff test data is also computationally considered. As our dataset is
not necessarily representative of each patient’s microbiome, we were unable to establish
a multi-image method that may enable improved clue cell detecting models to better diag-
nose patients, but we did establish that in the absence of such data, we can use models
trained on final diagnoses to great effect. Our best model perfomed with an F1 score of
90.72 £+ 2.32 using only a single cell image and the patient’s whiff test results.

We believe that these results point towards a bright future in inexpensive BV diagnos-
tics. With future work on model building and data collection, we could apply deep learning
models at scale with great performance that may augment physician diagnoses. Similar
approaches could be taken with other illnesses and other "small clinic problems” may be
dissolved in the future. As time goes on, greater physician involvement in deep learning
model development may enable new heights in our diagnostic abilities through growing

inter-domain knowledge sharing.
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Appendix A

A.1 Pure Image Models

Improvement of F1 Score with Greater Clue Cell %
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Figure A.1: Per Patient F1 Score and Number of Clue Cell Relationship

A.2 MLP Mixture Models
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Table A.1: Average CCD-IM score for Non-Clue Cell Images

Pt pH Whiff Molecular Diagnosis Avg. Model Score

3 44 0 0 0 0.01239
4 45 0 0 0 0.01781
14 45 0 0 0 0.0209
8 45 0 0 0 0.02151
24 53 0 0 0 0.02597
23 44 0 0 0 0.04679
12 4 0 0 0 0.0484
11 45 0 0 0 0.05067
1 45 0 0 0 0.05195
17 45 0 0 0 0.05686
27 4 0 0 0 0.06237
7 58 0 0 0 0.07871
10 4.5 0 4 1 0.12663
19 45 0 6 1 0.15863
5 5 1 3 1 0.20369
20 5 1 6 1 0.20471
13 55 1 6 1 0.23507
22 55 1 6 1 0.2396
29 5 1 6 1 0.24243
26 5 1 6 1 0.2428
28 5 1 6 1 0.25607
30 5 1 6 1 0.29263
25 5 1 6 1 0.30252
9 58 1 6 1 0.32601
18 5 1 6 1 0.3461
2 58 1 6 1 0.34899
16 5.8 0 4 1 0.43806

Table A.2: Average CCD-IM score for Clue Cell Images

Pt pH Whiff Molecular Diagnosis Avg. Model Score

3 44 0 0 0 0.18008
4 45 0 0 0 0.07129
8 45 0 0 0 0.46373
1 45 0 0 0 0.9437
10 45 0 4 1 0.42861
20 5 1 6 1 0.54426
5 5 1 3 1 0.63513
19 45 0 6 1 0.68106
9 58 1 6 1 0.68577
2 58 1 6 1 0.7179
29 5 1 6 1 0.77252
13 55 1 6 1 0.77412
16 5.8 0 4 1 0.78055
22 55 1 6 1 0.84129
26 5 1 6 1 0.84537
28 5 1 6 1 0.85503
30 5 1 6 1 0.86693
18 5 1 6 1 0.87941
25 5 1 6 1 0.88031
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Table A.3: MD-IM based 3-Way Mixture Model Verzion A without freezing image model

Test Set Acc Prec/PPV Rcll/Sens Spec NPV F1
1,2,10,14,19,24 60.88 95.56 28.41 98.47 54.30 43.79
3,8,13,27,29,30 100.00 100.00 100.00 100.00 100.00 100.00

7,12,13,14,18,30 78.27 64.65 100.00 63.94 100.00 78.53
2,8,9,11,16,24 81.46 100.00 65.20 100.00 71.59 78.94
5,7,9,12,22,27 79.89 70.11 100.00 61.93 100.00 82.43

7,13,16,17,25,27 79.78 100.00 60.72 100.00 70.59 75.56
3,4,20,22,23,28 100.00 100.00 100.00 100.00 100.00 100.00
1,2,4,16,20,23 77.73 100.00 56.48 100.00 68.69 72.19

1,10,11,17,26,28 78.33 100.00 61.89 100.00 66.57 76.46

4,12,14,19,26,29 82.47 100.00 61.54 100.00 75.65 76.19
3,5,11,18,24,26 100.00 100.00 100.00 100.00 100.00 100.00
4,8,11,16,22,26 74.61 83.81 63.26 86.83 68.69 72.10
2,3,5,11,20,23 100.00 100.00 100.00 100.00 100.00 100.00

10,12,17,19,22,27 62.69 100.00 32.00 100.00 54.75 48.48

9,12,13,24,26,27 85.39 77.89 100.00 69.92 100.00 87.57
3,4,12,25,26,28 100.00 100.00 100.00 100.00 100.00 100.00

4,7,16,18,23,28 80.70 100.00 57.37 100.00 73.92 72.91

10,11,20,23,24,25 77.94 91.68 56.37 95.77 72.64 69.81
1,7,19,27,28,30 57.36 55.63 61.11 53.82 59.35 58.24
7,8,16,19,24,25 61.25 60.34 65.59 56.92 62.34 62.85

Average 80.94 + 6.27 89.98 +7.03 73.50 +11.00 89.38 +7.82 79.95+ 8.07 77.80 + 7.67

Table A.4: Performance of MLPs without images

Test Set Acc Prec/PPV Rcll/Sens Spec NPV F1

pHOnly 80.21 +8.03 80.65+8.92 8335+ 11.34 78.22+10.14 85.52+9.73 79.59 +8.79
Whiff Only 85.53+6.20 100+0.00 7159+11.95 100+0.00 80.63+7.86 80.68+8.80
pH/Whiff  80.65+6.89 90.78 £7.89 73.50+ 11.00 88.82+9.73 79.23 +£8.66 77.81+7.81
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